
Message from the General Chairs 
 
Welcome to the 35th 2017 IFIP Performance Conference, held on the campus of Columbia 
University, November 13-17 in the City of New York.  The conference remains a leader in 
promoting cutting-edge research in the areas of computer performance, modeling, measurements, 
and evaluation. 
 
The conference opens on November 13th with a tutorial by Giuliano Casale.  The main 
conference takes place Tuesday – Thursday, November 14th – November 16th, with Keynote 
Talks presented by Xunyu Zhou, Emmanuel Abbe, and Albert Greenberg, and 27 paper 
presentations.  The conference wraps up Friday, November 17th, with two tutorials.  The first is 
in the morning, by Siva Theja Maguluri, R. Srikant, and Weina Wang, and the second is in the 
afternoon, by Jim Dai and Anton Braverman. 
 
Performance 2017 was made possible by the hard work of many volunteers, and we would like 
to thank all of them for their time and dedication.  First, we want to thank the TPC chairs Frank 
Kelly and Don Towsley who assembled a fantastic program committee, and helped run a stellar 
review process.  Also, we want to thank the program committee members who volunteered their 
time to help us identify a strong set of papers for presentation this year.  We also wish to thank 
Sid Banerjee as tutorials chair for organizing the tutorials sessions, and Javad Ghaderi for all his 
work on local arrangements.  In addition, we wish to thank Elias Tesfaye, the Manager of 
Finance and Operations of the CS Department at Columbia, for also assisting in local 
arrangements that related to Columbia’s facilities.  PhD student Niloofar Bayat maintained the 
conference web page and we thank her for always being on call to make the necessary changes 
that kept the page up-to-date. 
 
We wish to extend a special thanks to Mark Squillante.  Mark provided invaluable guidance and 
often stepped in to help to keep moving the entire process of putting together the conference.  
His experience and drive were tremendously valuable in enabling us to cover all the bases that 
needed to be covered, given all the parts that have to be put together. 
 
Last, we especially want to thank the continuing support of ACM Sigmetrics and the Computer 
Performance Foundation.  Their contributions improved both the quality and accessibility of the 
conference. 
 
Enjoy the Conference! 
 

Yingdong Lu and Dan Rubenstein 
Performance 2017 General Chairs 



 
Message from the Program Chairs 

 
This special issue of SIGMETRICS Performance Evaluation Review contains the full papers 
presented at the 2017 IFIP WG 7.3 Performance Conferences held at Columbia University in 
New York City, NY, USA, November 13-17, 2017. The conference is a leading international 
venue for high quality state-of-the art research in the area of performance modeling, 
measurement, analysis, and evaluation of computer, communication, and information processing 
systems.  This year’s program contains a mix of short and long papers of broad interest to the 
performance evaluation community.  They cover a wide range of topics – including performance 
studies of switches, datacenters, wireless networks, social networks, network measurements, as 
well as papers on methodologies such as fluid and mean-field models, and heavy traffic models. 
We received 28 long paper submissions and 37 short paper submissions. The long paper 
submissions received 4-5 reviews while the short paper submissions received 3-4 reviews. All 
reviews were completed by TPC members and a (virtual) program committee meeting was held 
in August. As a result of the reviews, online discussions, and TPC meeting, 10 long papers and 
17 short papers were accepted into the program.  The inaugural Stephen S. Lavenberg Best 
Student Paper Award was selected by a committee comprising the Program Committee Co-
chairs, the General Chairs and the WG 7.3 Chair, and awarded to “Spatial Mean-Field Limits for 
Ultra-Dense Random-Access Networks” by F. Cecchi (Eindhoven University of Technology), 
S.C. Borst (Eindhoven University of Technology and Nokia Bell Labs), J.S.H. van Leeuwaarden 
(Eindhoven University of Technology), P.A. Whiting (Macquarie University). 
 
Many people have contributed to the success of Performance 2017. First, we thank all authors for 
contributing their work. Second, we thank the TPC members, who were diligent and thorough in 
their reviews, online discussions, and participation in the TPC meeting. The General Chairs Dan 
Rubenstein and Yingdong Lu, and the IFIP WG7.3 Chair Mark Squillante provided much 
leadership and direction.  
 
We hope you enjoy Performance 2017! 

 

Frank Kelly and Don Towsley 

Performance 2017 Technical Program Committee Co-chairs 



Steve Lavenberg: In Memoriam 
 

Stephen S. Lavenberg (73) passed away on August 15, 2016, at his home in Mount Kisco, 
NY.  Steve (Ph.D., Caltech, 1968) was a Research Staff Member at IBM Research for over 45 
years, starting in 1968 at the San Jose (now Almaden) Research Lab, and since 1976 at the T. J. 
Watson Research Center until 2013 when he retired and became IBM Emeritus.  He also was a 
visiting professor in UCLA's Computer Science 
department for the 1981 - 1982 academic year.  Steve was 
a Fellow of the ACM and IEEE, and a recipient of the 
1984 IEEE Computer Society Meritorious Service 
Award, the 1991 IEEE Koji Kobayashi Computers and 
Communications Award (with Martin Reiser) for 
contributions to performance modeling, the 2005 
SIGMETRICS Achievement Award, and numerous IBM 
Outstanding Innovation Awards.  He served as an 
Associate Editor of the IEEE Transactions on Computers, 
an Area Editor of the Journal of the ACM, Vice Chairman 
of IFIP Working Group 7.3 on Computer System 
Modeling, a member of the IBM Academy of 
Technology, and a member of the Worcester Polytechnic 
Institute Computer Science Advisory Board. 

Steve’s research was in the areas of computer performance modeling and analysis, 
queueing networks, and statistical simulation methodology. He published over 40 papers in these 
areas, as well as the Computer Performance Modeling Handbook (Academic Press, 1983).  One 
of his seminal contributions was the development, with Martin Reiser, of the Mean Value Analysis 
algorithm for queueing networks (Mean Value Analysis of  Closed Multichain Queueing 
Networks; Journal of the ACM, Vol. 27, No. 2, Apr. 1980), which is based on the “Arrival 
Theorem” stating that, in product-form networks, an arrival to a queue sees the steady-state 
distribution of the network with itself removed (Stationary State Probabilities at Arrival Instants 
for Closed Queueing Networks with Multiple Types of Customers, Journal of Applied Probability, 
Vol. 17, 1980).  This body of work has had far reaching impact in many areas by providing a more 
efficient, stable, and elegant algorithm for product-form networks and forming a natural 
foundation for subsequent approximations, thereby greatly expanding the application of 
performance modeling and analysis.  Another of his outstanding contributions concerned statistical 
aspects of queueing network simulations, where he and his colleagues were the first to show how 
control variables, a classical Monte Carlo variance reduction technique, could be applied to the 
simulation of queueing networks.   

Steve built and managed the Performance Modeling Methodology Department within IBM 
Research from 1977 until 1995, throughout which he served as a mentor, role model, and far-
sighted manager for many IBM researchers and distinguished visiting scientists.  He provided an 

http://www.ifip.or.at/bulletin/bulltcs/memtc07.htm
http://www.ifip.or.at/bulletin/bulltcs/memtc07.htm


ideal environment in which to work, encouraging the setting of high standards, selecting problems 
of both theoretical and practical importance, having impact on IBM technical directions, and 
actively participating in the professional community outside of IBM. He challenged researchers to 
take the long-term view, and not just work on the next IBM product or service.  Steve supported 
the development of modeling and analysis tools (including SAVE for availability modeling, RESQ 
for queueing network modeling, and Grafstat, an early interactive graphical data analysis tool) that 
made state-of-the art algorithms accessible to practitioners and were widely used throughout IBM. 
Besides performance modeling and analysis, activities in Steve’s department included systems 
design, architecture, scheduling, optimization, and management. He recruited a large number of 
extremely talented researchers, many of whom have had successful and influential careers both 
inside and outside of IBM, often in areas beyond performance modeling and analysis. Papers 
authored by members of his department often received best paper awards at IFIP WG 7.3 
Performance and ACM SIGMETRICS Conferences. 

From 1995 through 2013, he served as a senior technical advisor to Vice Presidents of IBM 
Research, also serving as the Associate Director of Computer Science.  This work involved 
fostering more ground-breaking computer science research in IBM and enhancing the professional 
lives of its researchers by establishing and leading the Adventurous Research Program that 
supported long-term high risk, high payoff computer science research.  More recently, he led the 
establishment of the IBM Open Collaborative Research program that is spurring innovation in 
open source software through collaborative research projects between IBM and universities. 

Steve was very amiable, had a great sense of humor, was a beloved friend to many, and 
was widely admired, respected, and well-liked by his colleagues and friends.  His personal interests 
included musical and theatrical performances, travel when he was able to especially in conjunction 
with international conferences, reading, and great food.  He was a lifelong movie and New York 
sports buff.  He is survived by his loving and much-loved family, including his closest friend and 
wife of 49 years, Judy, his brother, Irwin, and a niece and nephew. 

In remembrance and recognition of Steve’s contributions to the field of performance 
modeling and analysis, and for his superb mentoring of many researchers in our field, we are 
honored to announce, on behalf of the Officers of the IFIP Working Group 7.3, that the Best 
Student Paper Award at this and future Performance Conferences will be named after Steve. 

 
Philip Heidelberger and Mark S. Squillante 

IBM Thomas J. Watson Research Center 
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Who Are I: Intrapersonal Conflicts in Performance Measure

and Control

Xunyu Zhou
Department of Industrial Engineering and Operations Research

Columbia University
New York, NY 10027, USA

ABSTRACT
The intentional grammatical error in the title of this talk

highlights the notion that an individual is most likely “di-

vidual": there exist di�erent selves at di�erent points in

time who may have conflicting performance measures and

therefore may not act consistently among themselves. This

leads to time-inconsistent control problems. In this talk I

will present several classes of time-inconsistent problems to-

gether with their practical motivations, and highlight the

ways to address the time inconsistency and resolve the con-

flicts.
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GB-PANDAS: Throughput and heavy-traffic optimality

analysis for affinity scheduling

Ali Yekkehkhany*, Avesta Hojjati†, Mohammad H. Hajiesmaili‡

University of Illinois at Urbana-Champaign*†, Johns Hopkins University‡

yekkehk2@illinois.edu*, hojjati2@illinois.edu†, hajiesmaili@jhu.edu‡

ABSTRACT
Dynamic a�nity scheduling has been an open problem for
nearly three decades. The problem is to dynamically sched-
ule multi-type tasks to multi-skilled servers such that the
resulting queueing system is both stable in the capacity re-
gion (throughput optimality) and the mean delay of tasks is
minimized at high loads near the boundary of the capacity
region (heavy-tra�c optimality). As for applications, data-
intensive analytics like MapReduce, Hadoop, and Dryad fit
into this setting, where the set of servers is heterogeneous for
di↵erent task types, so the pair of task type and server de-
termines the processing rate of the task. The load balancing
algorithm used in such frameworks is an example of a�n-
ity scheduling which is desired to be both robust and delay
optimal at high loads when hot-spots occur. Fluid model
planning, the MaxWeight algorithm, and the generalized
cµ-rule are among the first algorithms proposed for a�nity
scheduling that have theoretical guarantees on being opti-
mal in di↵erent senses, which will be discussed in the related
work section. All these algorithms are not practical for use
in data center applications because of their non-realistic as-
sumptions. The join-the-shortest-queue-MaxWeight (JSQ-
MaxWeight), JSQ-Priority, and weighted-workload algorithms
are examples of load balancing policies for systems with two
and three levels of data locality with a rack structure. In
this work, we propose the Generalized-Balanced-Pandas al-
gorithm (GB-PANDAS) for a system with multiple levels of
data locality and prove its throughput optimality. We prove
this result under an arbitrary distribution for service times,
whereas most previous theoretical work assumes geometric
distribution for service times. The extensive simulation re-
sults show that the GB-PANDAS algorithm alleviates the
mean delay and has a better performance than the JSQ-
MaxWeight algorithm by up to twofold at high loads. We
believe that the GB-PANDAS algorithm is heavy-tra�c op-
timal in a larger region than JSQ-MaxWeight, which is an
interesting problem for future work.

Keywords
A�nity scheduling, MapReduce, near-data scheduling, data
locality, data center, big data.

1. INTRODUCTION
A�nity scheduling refers to the allocation of computing
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tasks on computing nodes in an e�cient way to minimize a
cost function, for example the mean task completion time
[Padua 2011]. The challenge of how to load balance the tasks
between the computing nodes made this problem open for
nearly three decades. More specifically, a computing node
can have di↵erent speeds for di↵erent task types, which is
referred to as di↵erent levels of data locality in the context
of data center load balancing. As a result, a dilemma be-
tween throughput and performance emerges in the a�nity
scheduling problem.

The works by Harrison and Lopez [Harrison 1998, Harri-
son and López 1999], and Bell and Williams [Bell et al. 2001,
Bell et al. 2005] on a�nity scheduling require the arrival
rates of all task types in addition to existence of one queue
per task type, which are not realistic assumptions for appli-
cations like load balancing for data centers. On the other
hand, even though the generalized cµ-rule algorithm by Stol-
yar and Mandelbaum [Stolyar 2004, Mandelbaum and Stol-
yar 2004] does not use the arrival rates of task types, it still
requires one queue per task type, which makes the system
structure complicated. Moreover, it does not minimize the
mean task completion time. Even though the recent works
by Wang et al. on JSQ-MaxWeight [Wang et al. 2016] and
Xie et al. on the JSQ-Priority and Weighted-Workload algo-
rithms [Xie and Lu 2015, Xie et al. 2016b, Xie 2016] resolve
the above issues; however, they focus on a special case of
a�nity scheduling for data centers with two or three levels
of data locality, where the service time of a computing node
has geometric distribution.

In this work, we propose the Generalized-Balanced-
Priority-Algorithm-for-Near-Data-Scheduling (Generalized-
Balanced-Pandas or GB-PANDAS) with a new queueing
structure for the a�nity scheduling problem. The GB-
PANDAS algorithm does not require the arrival rates of task
types and is for the general case with multiple levels of data
locality. We establish the capacity region of the system for
a�nity scheduling problem and prove the throughput op-
timality of our proposed algorithm. The service times are
assumed to be non-preemptive and they can have an ar-
bitrary distribution, not necessarily geometric distribution
which is the main assumption in [Xie and Lu 2015, Xie et al.
2016b], so we have to use a di↵erent Lyapunov function than
the ordinary sum of cubic of the queue lengths to prove the
throughput optimality of the GB-PANDAS algorithm. We
take the map task scheduling problem, which is described
in the rest of this section, as a platform to test the per-
formance of our algorithm versus the state-of-the-art algo-
rithms that are either widely used in the industry or have
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Figure 1: A typical data center architecture with four levels of data locality.

theoretical guarantees for optimality in some senses. The
extensive simulation results show that our proposed algo-
rithm performs better than other algorithms at heavy-tra�c
loads. We think that the GB-PANDAS algorithm is heavy-
tra�c optimal in a larger region than the JSQ-MaxWeight
algorithm proposed by Wang et al. [Wang et al. 2016]. For
future work, one can start with the simpler problem of prov-
ing that GB-PANDAS is heavy-tra�c optimal in the same
region where JSQ-MaxWeight is heavy-tra�c optimal. In
the following, a short but inclusive review on the applica-
tions of the a�nity scheduling problem in data centers and
di↵erent venues of research in this field is presented.

1.1 Applications of Affinity Scheduling in
MapReduce Framework

In large scale data-intensive applications like the health-
care industry, ad placement, online social networks, large-
scale data mining, machine learning, search engines, and
web indexing, the de facto standard is the MapReduce
framework. MapReduce framework is implemented on tens
of thousands of machines (servers) in systems like Google’s
MapReduce [Dean and Ghemawat 2008], Hadoop [White
2010], and Dryad [Isard et al. 2007] as well as grid-computing
environments [Isard et al. 2009]. Such vast investments do
require improvements in the performance of MapReduce,
which gives them new opportunities to optimize and de-
velop their products faster [Ananthanarayanan et al. 2011].
In MapReduce framework, a large data-set is split into small
data chunks (typically 64 or 128 MB) and each one is saved
on a number of machines (three machines by default) which
are chosen uniformly at random. A request for process-
ing the large data-set, called a job, consists mainly of two
phases, map and reduce. The map tasks read their corre-
sponding data chunks which are distributed across machines
and output intermediary key-value results. The reduce tasks
aggregate the intermediary results produced by map tasks
to generate the job’s final result.

In MapReduce framework, a master node (centralized
scheduler) assigns map and reduce tasks to slaves (servers)
in response to heartbeats received from slaves. Since jobs
are either map-intensive or only require map tasks [Kavulya
et al. 2010, Chen et al. 2012a], and since map tasks read a
large volume of data, we only focus on map task scheduling
as an immediate application of our load balancing algorithm.
Local servers of a map task refer to those servers having the
data associated with the map task. Local servers process
map tasks faster, so the map tasks are preferred to be co-

located with their data chunks or at least be assigned to
machines that are close to map tasks’ data, which is com-
monly referred to as near-data scheduling or scheduling with
data locality.

In contrast to the improvements in the speed of data cen-
ter networks, there is still a huge di↵erence between access-
ing data locally and fetching it from another server [Anan-
thanarayanan et al. 2012, Xie et al. 2016a]. Hence, improv-
ing data locality increases system throughput, alleviates net-
work congestion due to less data transmission, and enhances
users’ satisfaction due to less delay in receiving their job’s
response. There are mainly two approaches to increase data
locality: 1) Employing data replication algorithms to de-
termine the number of data chunk replicas and where to
place them (instead of choosing a fixed number of machines
uniformly at random, which is done in Google File System
[Sanjay et al. 2003] and Hadoop Distributed File System
[White 2010]). For more details see the algorithms Scar-
lett [Ananthanarayanan et al. 2011] and Dare [Abad et al.
2011]. 2) Scheduling map tasks on or close to local servers
in a way to keep balance between data-locality and load-
balancing (assigning all tasks to their local machines can
lead to hotspots on servers with popular data). These two
methods are complementary and orthogonal to each other.
The focus of this paper is on the second method.

In addition to data-locality, fairness is another concern in
task scheduling which actually conflicts with data-locality.
Hence, in this work we only focus on data-locality and
do not elaborate on fair scheduling. Note that our pro-
posed scheduling algorithm can cooperate with job-level fair
scheduling strategies to partly achieve fairness, which will
be illustrated further in Section 2 (as mentioned, both com-
plete fairness and data-locality cannot be obtained at the
same time). For more details on fair scheduling see the al-
gorithms Delay Scheduling [Zaharia et al. 2010] and Quibcy
[Isard et al. 2009].

The rest of the paper is outlined as follows. Section 2
describes the system model and quantifies an outer bound of
the capacity region (this outer bound is shown in Section 4 to
be the capacity region of the system). Section 3 presents the
GB-PANDAS algorithm and the queue dynamics under this
algorithm. Section 4 analyzes the throughput optimality of
our algorithm and Section 5 evaluates the performance of
the algorithm. Section 6 discusses related work and Section
7 concludes the paper with a discussion of opportunities for
future work.



2. SYSTEM MODEL
A discrete time model for the system is studied, where

time is indexed by t 2 N. The system consists of M servers
indexed by 1, 2, · · · ,M . Let M = {1, 2, · · · ,M} be the set
of servers. In today’s typical data center architecture, these
servers are connected to each other through di↵erent levels
of switches or routers. A typical data center architecture
is shown in Figure 1, which consists of servers, racks, su-
per racks, top of the rack switches, top of the super rack
switches, and core switches.
Remark. Note that our theoretical analysis does not care
about the rack structure in data centers, so the result of
throughput optimality of the GB-PANDAS algorithm is
proved for an arbitrary system with N levels of data local-
ity (as an example, recall the a�nity scheduling problem).
The rack structure is only proposed as an incentive for this
theoretical work, but the result is more general.

Considering the MapReduce framework for processing
large data-sets, the data-set is split into small data chunks
(typically of size 128 MB), and the data chunks are repli-
cated on d servers where the default for Hadoop is d = 3
servers. The bottleneck in MapReduce is the Map tasks,
not the Reduce task, so we only consider Map tasks in this
paper.
Task Type: In the Map stage, each task is associated to
the processing of a data chunk, and by convention we de-
note the type of the task by the label of the three servers
where the data chunk is stored [had , Xie et al. 2016b]. As
an example, the task associated to processing data chunk A
shown in Figure 1 has type L̄ = (1, 3, 5) since data chunk A
is stored in these three servers. The set of all task types L̄
is denoted by L defined as follows:

L̄ 2 L = {(m1,m2,m3) 2 M3 : m1 < m2 < m3},

wherem1,m2, andm3 are the three local servers
1. A task of

type L̄ = (m1,m2,m3) receives faster average service from
its local servers than from servers that do not have the data
chunk. The reason is that the server without the data chunk
has to fetch data associated to a task of type L̄ from any
of its local servers. According to the distance between the
two servers, this fetching of the data can cause di↵erent
amounts of delay. This fact brings the di↵erent levels of
data locality into account. Obviously, the closer the two
servers, the shorter the delay. Hence, the communication
cost through the network and switches between two servers
in the same rack is less than that between two servers in the
same super rack (but di↵erent racks), and the cost for both
is on average less than that between two servers in di↵erent
super racks. Generally speaking, we propose the N levels of
data locality as follows:
Service Process: The non-preemptive service (processing)
time of a task of type L̄ = (m1,m2,m3) 2 L is a random
variable with cumulative distribution function (CDF)

• F1 with mean 1
↵1

if the task receives service from any

server in the set L̄ = {m1,m2,m3}, and we say that the
task is 1-local to these servers.

• Fn with mean 1
↵n

if the task receives service from any

server in the set L̄n, defined in the following, and we
1The analysis is not sensitive to the number of local servers.
The default number of local servers in Hadoop is three, so
we choose three local servers, but this assumption can be
ignored without any change in the analysis.

say that the task is n-local to these servers, for n 2
{2, 3, · · · , N},

where ↵1 > ↵2 > · · · > ↵N .
In the data center structure example in Figure 1, the set L̄2

is the set of all servers that do not have the data saved on
their own disk, but data is stored in another server in the
same rack; and the set L̄3 is the set of all servers that do not
have the data saved on their own disk, but data is stored in
another server in another rack, but in the same super rack,
and so on.
Remark. Note that the service time is not necessarily as-
sumed to be geometrically distributed and can be arbitrary
as long as it satisfies the decreasing property of the means
mentioned above.
Arrival Process: The number of arriving tasks of type L̄
at the beginning of time slot t is denoted by AL̄(t), which are
assumed to be temporarily i.i.d. with mean �L̄. The total
number of arriving tasks at each time slot is assumed to be
bounded by a constant CA and is assumed to be zero with a
positive probability. The set of all arrival rates for di↵erent
types of tasks is denoted by the vector � = (�L̄ : L̄ 2 L).

2.1 An Outer Bound of the Capacity Region
The arrival rate of type L̄ tasks can be decomposed

to (�L̄,m,m 2 M), where �L̄,m denotes the arrival rate of
type L̄ tasks that are processed by server m. Obviously,P

m2M �L̄,m = �L̄. A necessary condition for an arrival
rate vector � to be supportable is that the total 1-local, 2-
local, · · · , N -local load on each server be strictly less than
one for all servers as the following inequality suggests:

X

L̄:m2L̄

�L̄,m

↵1
+
X

L̄:m2L̄2

�L̄,m

↵2
+· · ·+

X

L̄:m2L̄N

�L̄,m

↵N
< 1, 8m 2 M.

(1)
Given this necessary condition, an outer bound of the ca-
pacity region is given by the set of all arrival rate vectors �
with a decomposition satisfying (1).

⇤ =
�
� = (�L̄ : L̄ 2 L)

�� 9�L̄,m � 0, 8L̄ 2 L, 8m 2 M, s.t.

�L̄ =
MX

m=1

�L̄,m, 8L̄ 2 L,

X

L̄:m2L̄

�L̄,m

↵1
+
X

L̄:m2L̄2

�L̄,m

↵2
+ · · ·+

X

L̄:m2L̄N

�L̄,m

↵N
< 1, 8m

 
.

(2)
It is clear that to find ⇤, we should solve a linear program-
ming optimization problem. We will show in Section 4 that
GB-PANDAS stabilizes the system as long as the arrival rate
vector � is inside ⇤, which means that this outer bound of
the capacity region is the capacity region itself. In the fol-
lowing, Lemma 1 proposes a set which is equivalent to that
in (2) which will be used in the throughput optimality proof
of GB-PANDAS.

Lemma 1. The following set ⇤̄ is equivalent to ⇤ defined
in equation (2):
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Figure 2: The queueing structure when the GB-PANDAS algorithm is used.

⇤̄ =
�
� = (�L̄ : L̄ 2 L)

��

9�L̄,n,m � 0, 8L̄ 2 L, 8n 2 L̄, 8m 2 M, s.t.

�L̄ =
X

n:n2L̄

MX

m=1

�L̄,n,m, 8L̄ 2 L,

X

L̄:m2L̄

X

n:n2L̄

�L̄,n,m

↵1
+

X

L̄:m2L̄2

X

n:n2L̄

�L̄,n,m

↵2
+

· · ·+
X

L̄:m2L̄N

X

n:n2L̄

�L̄,n,m

↵N
< 1, 8m

 
,

(3)
where �L̄,n,m denotes the arrival rate of type L̄ tasks that are
1-local to server n and is processed by server m. {�L̄,n,m :
L̄ 2 L, n 2 L̄, and m 2 M} is a decomposition of the set of
arrival rates {�L̄,m : L̄ 2 L and m 2 M}, where �L̄,m =P

n2M �L̄,n,m.

Proof: We show that ⇤̄ ⇢ ⇤ and ⇤ ⇢ ⇤̄, which results in
the equality of these two sets.

• ⇤̄ ⇢ ⇤: If � 2 ⇤̄, there exists a decomposition {�L̄,n,m :
L̄ 2 L, n 2 L̄, and m 2 M} such that the load on each
server is less than one under this decomposition. Defining
�L̄,m ⌘

P
n:n2L̄ �L̄,n,m, the arrival rate decomposition

{�L̄,m : L̄ 2 L and m 2 M} obviously satisfies the condi-
tions in the definition of the set ⇤, so � 2 ⇤ which means
that ⇤̄ ⇢ ⇤.

• ⇤ ⇢ ⇤̄: If � 2 ⇤, there exists a decomposition {�L̄,m : L̄ 2
L and m 2 M} such that the load on each server is less
than one under this decomposition. Defining �L̄,n,m ⌘
�L̄,m

|L̄| , the arrival rate decomposition {�L̄,n,m : L̄ 2 L, n 2
L̄, and m 2 M} obviously satisfies the conditions in the
definition of the set ⇤̄, so � 2 ⇤̄ which means that ⇤ ⇢ ⇤̄.

3. THE GB-PANDAS ALGORITHM
The central scheduler keeps N queues per server as shown

in Figure 2. The N queues of the m-th server are denoted
by Q1

m, Q2
m, · · · , QN

m. Tasks that are routed to server m and
are n-local to this server are queued at queue Qn

m. The
length of this queue, defined as the number of tasks queued
in this queue, at time slot t, is shown by Qn

m(t). The central
scheduler maintains the length of all queues at all time slots,
which is denoted by vectorQ(t) =

�
Q1

1(t), Q
2
1(t), · · · , QN

1 (t),

· · · , Q1
M (t), Q2

M (t), · · · , QN
M (t)

�
. In the following, the

workload on a server is defined which will be used in the
statement of the GB-PANDAS algorithm.

Workload of Server m: Under the GB-PANDAS algo-
rithm, server m only processes tasks that are queued in its
N queues, that is Q1

m, Q2
m, · · · , QN

m. As the processing time
of an n-local task follows a distribution with CDF Fn and
mean 1

↵n
, the expected time needed for server m to pro-

cess all tasks queued in its queues at time slot t is given as
follows:

Wm(t) =
Q1

m(t)
↵1

+
Q2

m(t)
↵2

+ · · ·+ QN
m(t)
↵N

.

We name Wm(t) the workload on the m-th server.
A load balancing algorithm consists of two parts, routing

and scheduling. The routing policy determines the queue at
which a new incoming task is queued until it receives service
from a server. When a server becomes idle and so is ready
to process another task, the scheduling policy determines
the task receiving service from the idle server. The routing
and scheduling policies of the GB-PANDAS algorithm are
as follows:

• GB-PANDAS Routing (Weighted-Workload
Routing): The incoming task of type L̄ is routed to the
corresponding sub-queue of server m⇤ with the minimum
weighted workload as defined in the following (ties are
broken randomly):

m⇤ = argmin
m2M

⇢
Wm(t)
↵1

I{m2L̄},
Wm(t)
↵2

I{m2L̄2},

· · · , Wm(t)
↵N

I{m2L̄N}

�
.

If this task of type L̄ is 1-local, 2-local, · · · , N -local to
server m⇤, it is queued at Q1

m⇤ , Q2
m⇤ , · · · , QN

m⇤ , respec-
tively.

• GB-PANDAS Scheduling (Prioritized Schedul-
ing): The idle server m is only scheduled to process a
task from its own queues, Q1

m, Q2
m, · · · , QN

m. A task that
is n-local to server m has a higher priority than a task
that is (n + 1)-local to server m (for 1  n  N � 1).
Hence, the idle server m keeps processing a task from Q1

m

until there are no more tasks available at this queue, then
continues processing tasks queued at Q2

m, and so on.



3.1 Queue Dynamics
Denote the number of arriving tasks at Qn

m at time slot t
by An

m(t), where these tasks are n-local to server m. Recall
the notation AL̄,m(t) for the number of tasks of type L̄ that
are scheduled to server m. Then, we have the following
relation between An

m(t) and AL̄,m(t):

A1
m(t) =

X

L̄:m2L̄

AL̄,m(t),

An
m(t) =

X

L̄:m2L̄n

AL̄,m(t), for 2  n  N,
(4)

where L̄ is the set of 1-local servers and L̄n for 2  n  N
is the set of n-local servers to a task of type L̄. The number
of tasks that receive service from server m at time slot t and
are n-local to the server is denoted by Sn

m(t) which is the
number of departures from Qn

m (as a reminder, the service
time of a task that is n-local to a server has CDF Fn). Then,
the queue dynamics for any m 2 M is as follows:

Qn
m(t+ 1) = Qn

m(t) +An
m(t)� Sn

m(t), for 1  n  N � 1,

QN
m(t+ 1) = QN

m(t) +AN
m(t)� SN

m(t) + Um(t),
(5)

where Um(t) = max
�
0, SN

m(t)� AN
m(t)�QN

m(t)
 
is the un-

used service of server m.
Note that the set of queue lengths {Q(t), t � 0} do not

form a Markov chain since not having the information about
how long a server has been processing a task and what type
that task is, leads to Q(t+1)|Q(t) 6? Q(t�1). Note that the
processing time of a task has a general CDF, not necessarily
geometric distribution with memory-less property, so we do
need to consider two parameters about the status of servers
in the system as follows to be able to define a Markov chain.

• Let  m(t) be the number of time slots at the beginning
of time slot t that server m has spent on the currently
in-service task. Note that  m(t) is set to zero when server
m is done processing a task. Then the first working status
vector,  (t), is defined as follows:

 (t) =
�
 1(t), 2(t), · · · , M (t)

�
.

• The second working status vector is f(t) =
�
f1(t), f2(t),

· · · , fM (t)
�
, where

fm(t)=

8
>>>>>><

>>>>>>:

�1, if server m is idle,

1, if server m processes a 1-local task from Q1
m,

2, if server m processes a 2-local task from Q2
m,

...

N, if server m processes an N-local task from QN
m.

Define ⌘m(t) as the scheduling decision for server m at
time slot t. If server m finishes the processing of an in-
service task at time slot t, we have fm(t�) = �1 and the
central scheduler makes the scheduling decision ⌘m(t) for
the idle server m. Note that ⌘m(t) = fm(t) as long as server
m is processing a task. Then, we define the following vector:

⌘(t) =
�
⌘1(t), ⌘2(t), · · · , ⌘M (t)

�
.

As mentioned, since the service times have a general distri-
bution with arbitrary CDF but not necessarily geometrically
distributed, the queueing process — or even both the queue-
ing and ⌘(t) processes — do not form a Markov chain (one
reason is that the service time does not have the memory-
less property). Therefore, we consider the Markov chain�
Z(t) =

�
Q(t),⌘(t), (t)

�
, t � 0

 
and show that it is irre-

ducible and aperiodic. The state space of this Markov chain
is S = NNM⇥{1, 2, · · · , N}M⇥NM . Assume the initial state
of the Markov chain to be Z(0) =

�
0NM⇥1, NM⇥1, 0M⇥1

 
.

Irreducible: Since the CDF of the service times, Fn for
1  n  N , are increasing, there exists a positive integer
⌧ such that Fn(⌧) > 0 for 1  n  N . Moreover, the proba-
bility of zero arrival tasks is positive. Hence, for any state of
the system, Z =

�
Q,⌘, 

�
, the probability of the event that

each job gets processed in ⌧ time slots and no tasks arrive at
the system in ⌧

PM
m=1

PN
n=1 Q

n
m time slots is positive. As

a result, the initial state is reachable from any state in the
state space and

�
Z(t)

 
is irreducible.

Aperiodic: Since the probability of zero arriving tasks is
positive, there is a positive probability of transition from
the initial state to itself. Then, given that

�
Z(t)

 
is irre-

ducible, it is also aperiodic.

4. THROUGHPUT OPTIMALITY

Theorem 1. The GB-PANDAS algorithm stabilizes a
system with N levels of data locality as long as the ar-
rival rate is strictly inside the capacity region, which means
that the Generalized Balanced-Pandas algorithm is through-
put optimal.

Proof: The throughput optimality proof of the GB-
PANDAS algorithm for a system with N levels of data lo-
cality and a general service time distribution follows an ex-
tension of the Foster-Lyapunov theorem as stated below.
Extended Verion of the Foster-Lyapunov Theorem
(Theorem 3.3.8 in [Srikant and Ying 2013]): Con-
sider an irreducible Markov chain {Z(t)}, where t 2 N, with
a state space S. If there exists a function V : S ! R+, a
positive integer T � 1, and a finite set P ✓ S satisfying the
following condition:

E [V (Z(t0 + T ))� V (Z(t0))|Z(t0) = z]

 �✓I{z2Pc} + CI{z2P},
(6)

for some ✓ > 0 and C < 1, then the irreducible Markov
chain {Z(t)} is positive recurrent.

Consider the Markov chain
�
Z(t) =�

Q(t),⌘(t), (t)
�
, t � 0

 
. As long as the arrival rate

vector is strictly inside the outer bound of the capacity
region, � 2 ⇤, and under using the GB-PANDAS algorithm,
if we can prove that this Markov chain is positive recurrent,
the distribution of Z(t) converges to its stationary distri-
bution when t ! 1, which results in the stability of the
system, so the throughput optimality of the GB-PANDAS
algorithm will be proved.

As shown before, the Markov chain Z(t) is irreducible and
aperiodic for any arrival rate vector strictly inside the outer
bound of the capacity region, � 2 ⇤. Hence, if we can find
a Lyapunov function V (.) satisfying the drift condition in
the extended version of the Foster-Lyapunov theorem when



using the GB-PANDAS algorithm, the stability of the sys-
tem under this algorithm is proved. Lemmas 2, 3, and 4
followed by our choice of the Lyapunov function presented
afterwards complete the proof.

Since ⇤ is an open set, for any � 2 ⇤ there exists � > 0
such that �0 = (1+�)� 2 ⇤ which means that �0 satisfies the
conditions in (2) and specifically the inequality (1). Then
we have the following for any m 2 M:

X

L̄:m2L̄

�L̄,m

↵1
+

X

L̄:m2L̄2

�L̄,m

↵2
+ · · ·+

X

L̄:m2L̄N

�L̄,m

↵N
<

1
1 + �

.

(7)
The load decomposition {�L̄,m} can be interpreted as one
possibility of assigning the arrival rates to the M servers so
that the system becomes stable. We then define the ideal
workload on each server m under the load decomposition
{�L̄,m} as follows:

wm =
X

L̄:m2L̄

�L̄,m

↵1
+

X

L̄:m2L̄2

�L̄,m

↵2
+

· · ·+
X

L̄:m2L̄N

�L̄,m

↵N
, 8m 2 M.

(8)
Let w = (w1, w2, · · · , wM ), where Lemmas 3 and 4 use this
ideal workload on servers as an intermediary to later prove
the throughput optimality of the GB-PANDAS algorithm.

The dynamic of the workload on server m, Wm(.), is as
follows:

Wm(t+ 1) =
Q1

m(t+ 1)
↵1

+
Q2

m(t+ 1)
↵2

+ · · ·+ QN
m(t+ 1)
↵N

(a)
=

Q1
m(t) +A1

m(t)� S1
m(t)

↵1
+

Q2
m(t) +A2

m(t)� S2
m(t)

↵2
+

· · ·+ QN
m(t) +AN

m(t)� SN
m(t) + Um(t)

↵N

= Wm(t) +

✓
A1

m(t)
↵1

+
A2

m(t)
↵2

+ · · ·+ AN
m(t)
↵N

◆

�
✓
S1
m(t)
↵1

+
S2
m(t)
↵2

+ · · ·+ SN
m(t)
↵N

◆
+

Um(t)
↵N

(b)
= Wm(t) +Am(t)� Sm(t) + eUm(t),

where (a) follows from the queue dynamic in (5) and (b) is
true by the following definitions:

Am(t) =
A1

m(t)
↵1

+
A2

m(t)
↵2

+ · · ·+ AN
m(t)
↵N

, 8m 2 M,

Sm(t) =
S1
m(t)
↵1

+
S2
m(t)
↵2

+ · · ·+ SN
m(t)
↵N

, 8m 2 M,

eUm(t) =
Um(t)
↵N

, 8m 2 M.

(9)

A = (A1, A2, · · · , AM ), S = (S1, S2, · · · , SM ), and eU =

(eU1, eU2, · · · , eUM ) are the pseudo task arrival, service and
unused service processes, respectively.
Then the dynamic of the workload on servers denoted by

W = (W1,W2, · · · ,WM ) is as follows:

W (t+ 1) = W (t) +A(t)� S(t) + eU(t). (10)

We are now ready to propose Lemmas 2, 3, 4, and 5.

Lemma 2.

hW (t), eU(t)i = 0, 8t.

Lemma 3. Under the GB-PANDAS routing policy, for
any arrival rate vector strictly inside the outer bound of the
capacity region, � 2 ⇤, and the corresponding workload vec-
tor of servers w defined in (8), we have the following for
any t0:

E
h
hW (t),A(t)i � hW (t),wi

���Z(t0)
i
 0, 8t � 0.

Lemma 4. Under the GB-PANDAS routing policy, for
any arrival rate vector strictly inside the outer bound of the
capacity region, � 2 ⇤, and the corresponding workload vec-
tor of servers w defined in (8) there exists T0 > 0 such that
for any T � T0 we have the following:

E
"
t0+T�1X

t=t0

⇣
hW (t),wi � hW (t),S(t)i

⌘���Z(t0)

#

 �✓0T ||Q(t0)||1 + c0, 8t0 � 0,

where the constants ✓0, c0 > 0 are independent of Z(t0).

Lemma 5. Under the GB-PANDAS routing policy, for
any arrival rate vector strictly inside the outer bound of the
capacity region, � 2 ⇤, and any ✓1 2 (0, 1), there exists
T1 > 0 such that the following is true for any T � T1 and
for any t0 � 0:

E
h
|| (t0 + T )||1 � || (t0)||1

���Z(t0)
i
 �✓1|| (t0)||1 +MT,

where ||.||1 is L1-norm.

We choose the following Lyapunov function, V : P ! R+:

V (Z(t)) = ||W (t)||2 + || (t)||1,
where ||.|| and ||.||1 are the L2 and L1-norm, respectively.
Then,

E
h
V (Z(t0 + T ))� V (Z(t0))

���Z(t0)
i

= E
h
||W (t0 + T )||2 � ||W (t0)||2

���Z(t0)
i

+ E
h
|| (t0 + T )||1 � || (t0)||1

���Z(t0)
i

(a)
= E

"
t0+T�1X

t=t0

⇣
||W (t+ 1)||2 � ||W (t)||2

⌘���Z(t0)

#

+ E
h
|| (t0 + T )||1 � || (t)||1

���Z(t0)
i

(b)
= E

"
t0+T�1X

t=t0

⇣
||A(t)� S(t) + eU(t)||2

+ 2hW (t),A(t)� S(t)i+ 2hW (t), eU(t)i
⌘���Z(t0)

#

+ E
h
|| (t0 + T )||1 � || (t)||1

���Z(t0)
i



(c)

 2E
"
t0+T�1X

t=t0

⇣
hW (t),A(t)� S(t)i

⌘���Z(t0)

#

+ E
h
|| (t0 + T )||1 � || (t)||1

���Z(t0)
i
+ c1

(d)
= 2E

"
t0+T�1X

t=t0

⇣
hW (t),A(t)i � hW (t),wi

⌘���Z(t0)

#

+ 2E
"
t0+T�1X

t=t0

⇣
hW (t),wi � hW (t),S(t)i

⌘���Z(t0)

#

+ E
h
|| (t0 + T )||1 � || (t)||1

���Z(t0)
i
+ c1,

(11)
where (a) is true by the telescoping property, (b) follows by
the dynamic of W (.) derived in (10), (c) follows by Lemma 2
and the fact that the task arrival is assumed to be bounded
and the service and unused service are also bounded as the
number of servers are finite, so the pseudo arrival, service,
and unused service are also bounded, and therefore there
exists a constant c1 such that ||A(t)� S(t) + eU(t)||2  c1

T ,
and (d) follows by adding and subtracting the intermediary
term hW (t),wi.
By choosing T � max{T0, T1,

✓1
2✓0

} and using Lemmas 3,

4, and 5, the drift of the Lyapunov function in (11) is the
following:

E
h
V (Z(t0 + T ))� V (Z(t0))

���Z(t0)
i

 �✓1
⇣
||Q(t0)||1 + || (t0)||1

⌘
+ c2, 8t0,

where c2 = 2c0 + c1 +MT .
By choosing any positive constant ✓2 > 0 let P =

�
Z =�

Q,⌘, 
�
2 S : ||Q||1 + || ||1  ✓2+c

✓1

 
, where P is a finite

set of the state space. By this choice of P, the condition
(6) in the extended version of the Foster-Lyapunov theo-
rem holds by choices of ✓ = ✓1 and C = c2, so the positive
recurrence proof of the Markov chain and the throughput
optimality proof of the GB-PANDAS algorithm are com-
pleted. Note that a corollary of this result is that ⇤ is the
capacity region of the system.

Note that in the proof of throughput optimality, we do not
rely on the fact of using prioritized scheduling. Therefore,
for the purpose of throughput optimality, an idle server can
serve any task in its N sub-queues as 1-local, 2-local, · · · ,
and N -local tasks decrease the expected workload at the
same rate. The prioritized scheduling is to minimize the
mean task completion time experienced by tasks, which will
be of interest in heavy-tra�c optimality. If fairness among
jobs is of interest, we can assume sub-queues associated to
jobs in each server and schedule an idle server to serve a
task of the job which has the highest priority in terms of
fairness. This does not a↵ect the stability of the system.

5. SIMULATION RESULTS
In this section, we compare the simulated performance

of our proposed algorithm, GB-PANDAS, against those of
Hadoop’s default FCFS scheduler, Join-the-Shortest-Queue-
Priority (JSQ-Priority), and JSQ-MaxWeight algorithms.
Consider a computing cluster with 5000 servers where each
rack consists of 50 servers and each super rack includes 10

Figure 3: Capacity region comparison of the algo-
rithms.

of the racks (so four levels of locality exist). We consid-
ered geometric and log-normal distributions for processing
times and under both assumptions our algorithm outper-
forms others. Due to the similarity of the results in the
two cases we only present the results for log-normal distri-
bution (see [ref ] for more results). We assumed the i-local
service time follows log-normal distribution with both mean
and standard deviation equal to µi for 1  i  4, where
µ1 = 1, µ2 = 10

9 , µ3 = 5
3 , and µ4 = 4 (remote service is

on average slower than local service by a factor of two to
six times in data centers [Zaharia et al. 2010], and we have
chosen four times slowdown in our simulations). Figure 3
shows the throughput performance of the four algorithms,
where the y-axis shows the mean task completion time and

the x-axis shows the mean arrival rate, i.e.
P

L̄ �L̄
M (see

lines 114 � 129 in LINK for details on the load). The GB-
PANDAS and JSQ-MaxWeight algorithms are throughput
optimal while FCFS and JSQ-Priority algorithms are not
(note that JSQ-Priority is proven to be delay optimal for two
locality levels, but it is not even throughput optimal for more
locality levels). Figure 4 compares the performance of the
GB-PANDAS and JSQ-MaxWeight at high loads, where the
first algorithm outperforms the latter by twofold. This sig-
nificant improvement over JSQ-MaxWeight algorithm shows
that JSQ-MaxWeight is not delay optimal and supports the
possibility that the GB-PANDAS algorithm is delay optimal
in a larger region than the JSQ-MaxWeight algorithm.

By the intuition we got from the delay optimality proof
of the JSQ-MaxWeight algorithm for two locality levels in
[Wang et al. 2016], [Xie et al. 2016b], [Yekkehkhany 2017],
and [Xie 2016], we simulated the system under a load for
which we believe JSQ-MaxWeight is delay optimal. Figure
5 shows the result for this specific load and we see that both
the GB-PANDAS and JSQ-MaxWeight algorithms have the
same performance at high loads, which again supports our
guess on delay optimality of our proposed algorithm.

Note that Wang et al. [Wang et al. 2016] showed that the
JSQ-MaxWeight algorithm outperforms the Hadoop Fair
Scheduler (HFS). Since our proposed algorithm outperforms
JSQ-MaxWeight, we did not bring the HFS algorithm into
our simulations.

6. RELATED WORK
There is a huge body of work on scheduling for data cen-

https://www.dropbox.com/home/proof-general-distr/reference/3%20-%20generalized%20-%20large%20variance/n_FCFS4?preview=PropA_skew.cc


Figure 4: Heavy-tra�c performance.

Figure 5: Mean task completion time under a spe-
cific load.

ters considering data locality, which falls into two main
categories: 1- Heuristic scheduling algorithms that do not
even theoretically guarantee throughput optimality, see e.g.
[White 2010, Isard et al. 2009, Zaharia et al. 2010, Jin et al.
2011, He et al. 2011, Ibrahim et al. 2012, Polo et al. 2011,
Zaharia et al. 2008, Noormohammadpour et al. 2017, Noor-
mohammadpour et al. 2016]. Among these algorithms, the
Fair Scheduler is the de facto standard in Hadoop [Zaharia
et al. 2010], but simple facts like the optimum delay time are
not investigated for this algorithm (in fact the optimum de-
lay varies in di↵erent loads). Other than map task schedul-
ing for map-intensive jobs, heuristic algorithms like [Chen
et al. 2012b, Tan et al. 2013, Lin et al. 2013] study the
joint scheduling of map and reduce tasks. 2- Algorithms
that theoretically guarantee throughput or delay optimal-
ity or both [Harrison 1998, Harrison and López 1999, Bell
et al. 2001, Bell et al. 2005, Mandelbaum and Stolyar 2004,
Stolyar 2004, Lu et al. 2017, Wang et al. 2016, Xie and
Lu 2015, Xie et al. 2016b]. The works by Harrison [Harri-
son 1998], Harrison and Lopez [Harrison and López 1999],
and Bell and Williams [Bell et al. 2001, Bell et al. 2005] on
a�nity scheduling not only require the knowledge of mean
arrival rates of all task types, but also consider one queue
per task type. In the data center example, if a task is repli-
cated on three servers, the number of task types can be
in the cubic order of number of servers, which causes un-
necessary and intolerable complexity to the system. The
MaxWeight algorithm (the generalized cµ-rule) by Stolyar

and Mandelbaum [Mandelbaum and Stolyar 2004, Stolyar
2004] does not require the arrival rates, but still needs one
queue per task type. The JSQ-MaxWeight algorithm by
Wang et al. [Wang et al. 2016] solves the per-task-type
problem for a system with two levels of data locality. JSQ-
MaxWeight is throughput optimal, but it is delay optimal
for a special tra�c scenario. The priority algorithm for near
data scheduling [Xie and Lu 2015] is both throughput and
heavy-tra�c optimal for systems with two locality levels.
The weighted-workload routing and priority scheduling al-
gorithm [Xie et al. 2016b] for systems with three locality
levels is shown to be throughput optimal and delay opti-
mal (delay optimality needs the assumption ↵2

2 > ↵1↵3).
In all of these studies, except [Wang et al. 2016], geometric
distribution is assumed for service times.

7. CONCLUSION AND FUTURE WORK
We proposed the GB-PANDAS algorithm for the a�n-

ity scheduling problem with a new queueing structure and
proved its throughput optimality. The map task scheduling
of map-intensive jobs in the MapReduce framework is an ap-
plication of a�nity scheduling, and our proposed algorithm
is shown to have superior performance in simulation in this
context. Investigating the delay optimality of our proposed
algorithm in the region where JSQ-MaxWeight is delay op-
timal can be of interest. Furthermore, the existing delay
optimality results of JSQ-MaxWeight [Wang et al. 2016],
JSQ-Priority [Xie and Lu 2015], and weighted workload al-
gorithm [Xie et al. 2016b] are for exponentially distributed
service times. It is interesting to investigate their delay op-
timality results under general distribution for service times.
Considering the messaging costs, combination of power-of-d
[Mukherjee et al. 2016] or join-idle-queue [Lu et al. 2011] al-
gorithms with GB-PANDAS may improve the performance.
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APPENDIX
A. PROOF OF LEMMA 2

Lemma 2:

hW (t), eU(t)i = 0, 8t.

Proof: The expression simplifies as follows:

hW (t), eU(t)i =
X

m

✓
Q1

m(t)
↵1

+
Q2

m(t)
↵2

+· · ·+QN
m(t)
↵N

◆
Um(t)
↵N

.

Note that for any server m, Um(t) is either zero or posi-

tive. For the first case it is obvious that
�Q1

m(t)
↵1

+
Q2

m(t)
↵2

+

· · ·+ QN
m(t)
↵N

�Um(t)
↵N

= 0. In the latter case where Um(t) > 0,
all sub-queues of server m are empty which again results

in
�Q1

m(t)
↵1

+
Q2

m(t)
↵2

+ · · · + QN
m(t)
↵N

�Um(t)
↵N

= 0. Therefore,

hW (t), eU(t)i = 0 for all time slots.

B. PROOF OF LEMMA 3
Lemma 3: Under the GB-PANDAS algorithm, for any

arrival rate vector strictly inside the outer bound of the ca-
pacity region, � 2 ⇤, and the corresponding workload vector
of servers w defined in (8), we have the following for any t0:

E
h
hW (t),A(t)i � hW (t),wi

���Z(t0)
i
 0, 8t � 0.

Proof: The minimum weighted workload for type L̄ task,
where L̄ 2 L, at time slot t is defined as follows:

W ⇤
L̄(t) = min

m2M

⇢
Wm(t)
↵1

I{m2L̄},
Wm(t)
↵2

I{m2L̄2},

· · · , Wm(t)
↵N

I{m2L̄N}

�
.

According to the routing policy of the GB-PANDAS algo-
rithm, an incoming task of type L̄ at the beginning of time
slot t is routed to the corresponding sub-queue of server m⇤

with the minimum weighted workload W ⇤
L̄. Therefore, for

any type L̄ task we have the following:

Wm(t)
↵1

� W ⇤
L̄(t), 8m 2 L̄,

Wm(t)
↵n

� W ⇤
L̄(t), 8m 2 L̄n, for 2  n  N.

(12)

In other words, a type L̄ task does not join a server with
a weighted workload greater than W ⇤

L̄. Using the fact that
W (t) and A(t) are conditionally independent of Z(t0) given
Z(t), and also following the definitions of pseudo task arrival
process A(t) in (9) and the arrival of an n-local type task
to the m-th server An

m(t) in (4), we have the following:

E
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(13)
where (a) is true by changing the order of the summations,

and (b) follows by the GB-PANDAS routing policy which
routes type L̄ task to the server with the minimum weighted
workload, W ⇤

L̄. Furthermore, using the definition of the ideal
workload on a server in (8) we have the following:
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(14)
where (a) is true by changing the order of summations, and
(b) follows from (12). Lemma 3 is concluded from equations
(13) and (14).

C. PROOF OF LEMMA 4
Lemma 4: Under the GB-PANDAS algorithm, for any

arrival rate vector strictly inside the outer bound of the ca-
pacity region, � 2 ⇤, and the corresponding workload vector
of servers w defined in (8) there exists T0 > 0 such that for
any T � T0 we have the following:

E
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t0+T�1X

t=t0

⇣
hW (t),wi � hW (t),S(t)i

⌘���Z(t0)

#

 �✓0T ||Q(t0)||1 + c0, 8t0 � 0,

where the constants ✓0, c0 > 0 are independent of Z(t0).
Proof: By our assumption on boundedness of arrival and

service processes, there exists a constant CA such that for
any t0, t, and T with t0  t  t0 +T , we have the following:

Wm(t0)�
T

↵N
 Wm(t)  Wm(t0)+

TCA

↵N
, 8m 2 M. (15)

On the other hand, by (7) the ideal workload on a server
defined in (8) can be bounded as follows:

wm  1
1 + �

, 8m 2 M. (16)

Hence,
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(17)

where (a) is true by bringing the inner summation on m out
of the expectation and using the boundedness property of
the workload in equation (15), and (b) is true by equation
(16).

Before investigating the second term, E
h Pt0+T�1

t=t0⇣
hW (t),S(t)i

⌘ ���Z(t0)
i
, we propose the following lemma

which will be used in lower bounding this second term.

Lemma 6. For any server m 2 M and any t0, we have
the following:
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We then have the following:
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(18)
where (a) follows by bringing the inner summation on m out
of the expectation and using the boundedness property of
the workload in equation (15).

Using Lemma 6, for any 0 < ✏0 < �
1+� , there exists T0

such that for any T � T0, we have the following for any
server m 2 M:
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Then continuing on equation (18) we have the following:
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Then Lemma 4 is concluded as follows by using equations

(17) and (19) and picking c0 = MT2

↵N
(CA + 1+ ✏0) and ✓0 =

1
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⇣
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⌘
, where by our choice of ✏0 we have ✓0 > 0:
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where (a) is true as Wm(t0) � Q1
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D. PROOF OF LEMMA 6
Lemma 6: For any server m 2 M and any t0, we have the

following:

lim
T!1

E
Pt0+T�1

t=t0

✓
S1
m(t)
↵1

+
S2
m(t)
↵2

+ · · ·+ SN
m(t)
↵N

◆����Z(t0)

�

T
= 1.

Proof: Let t⇤m be the first time slot after or at time slot
t0 at which server m becomes idle, and so is available to
serve another task; that is,

t⇤m = min{⌧ : ⌧ � t0, m(⌧) = 0}, (20)

where, as a reminder,  m(⌧) is the number of time slots that
them-th server has spent on the task that is receiving service
from this server at time slot ⌧ . Note that the CDF of the
service time distributions are given by Fn, n 2 {1, 2, · · · , N}
where they all have finite means ↵n < 1; therefore, t⇤m <
1. We then have the following by considering the bounded
service:
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where by boundedness of t⇤m,↵1, and ↵N , it is obvious that

limT!1
� t⇤m�t0

↵N
+ 1

↵1
T = 0 and limT!1

1
↵N
T = 0. Hence, by

taking the limit of the terms in equation (21) as T goes to
infinity, we have the following:
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Considering the service process as a renewal process, given
the scheduling decisions at the end of the renewal intervals
in [t⇤m, t⇤m + T � 1], all holding times for server m to give
service to tasks in its queues are independent. We elaborate
on this in the following.

We define renewal processes, Nn
m(t), n 2 {1, 2, · · · , N},

as follows, where t is an integer valued number:
Let Hn

m(l) be the holding time (service time) of the l-th
task that is n-local to server m after time slot t⇤m receiving
service from serve m, and call {Hn

m(l), l � 1} the holding
process of n-local type task (n 2 {1, 2, · · · , N}). Then define
Jn
m(l) =

Pl
i=1 H

n
m(l) for l � 1, and let Jn

m(0) = 0. In
the renewal process, Jn

m(l) is the l-th jumping time, or the
time at which the l-th occurrence happens, and it has the
following relation with the renewal process, Nn

m(t):

Nn
m(t) =

1X

l=1

I{Jn
m(l)t} = sup{l : Jn

m(l)  t}.

Another way to define Nn
m(t) is as below:

1: Set ⌧ = t⇤m, cntr = 0, Nn
m(t) = 0

2: while cntr < t do
3: if ⌘m(⌧) = n then
4: cntr ++
5: Nn

m(t) + = Sn
m(⌧)

6: end if
7: ⌧ ++
8: end while

By convention, Nn
m(0) = 0.

In the following, we define another renewal process,
Nm(t):

Nm(t) =

t⇤m+t�1X

u=t⇤m

⇣
I{S1

m(u)=1}+I{S2
m(u)=1}+· · ·+I{SN

m(u)=1}

⌘
.

Similarly, let Hm(l) be the holding time (service time) of
the l-th task after time slot t⇤m receiving service from serve
m, and call {Hm(l), l � 1} the holding process. Then define
Jm(l) =

Pl
i=1 Hm(l) for l � 1, and let Jm(0) = 0. In

the renewal process, Jm(l) is the l-th jumping time, or the
time at which the l-th occurrence happens, and it has the
following relation with the renewal process, Nm(t):

Nm(t) =
1X

l=1

I{Jm(l)t} = sup{l : Jm(l)  t}.

Note that the central scheduler makes scheduling decisions
for server m at time slots {t⇤m + Jm(l), l � 1}. We denote

these scheduling decisions by Dm(t⇤m) =
⇣
⌘m(t⇤m + Jm(l)) :

l � 1
⌘
.



Consider the time interval [t⇤m, t⇤m + T � 1] when T goes
to infinity. Define ⇢nm as the fraction of time that server m
is busy giving service to tasks that are n-local to this server,
in the mentioned interval. Obviously,

PN
n=1 ⇢

n
m = 1. Then

equation (22) is followed by the following:
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(23)
Note that given {Dm(t⇤m), Z(t0)}, the holding times
{Hn

m(l), l � 1} are independent and identically distributed
with CDF Fn. If ⇢nm = 0, then we do not have to worry
about those tasks that are n-local to server m since they
receive service from this server for only a finite number of
times in time interval [t⇤m, t⇤m + T � 1] as T ! 1, so

lim
T!1

E
⇥
Nn

m

�
⇢nmT

���Dm(t⇤m), Z(t0)
⇤

T
= 0.

But if ⇢nm > 0, we can use the strong law of large numbers
for renewal process Nn

m to conclude the following:

lim
T!1

E
⇥
Nn

m

�
⇢nmT

���Dm(t⇤m), Z(t0)
⇤

T
= ⇢nm · 1

E[Hn
m(1)]

, (24)

where the holding time (service time) Hn
m(1) has CDF Fn

with expectation 1
↵n

. Combining equations (25) and (24),
Lemma 6 is concluded as follows:
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(25)

E. PROOF OF LEMMA 5
Lemma 5: Under the GB-PANDAS algorithm, for any

arrival rate vector strictly inside the outer bound of the ca-
pacity region, � 2 ⇤, and any ✓1 2 (0, 1), there exists T1 > 0
such that the following is true for any T � T1:

E
h
|| (t0 + T )||1 � || (t0)||1

���Z(t0)
i

 �✓1|| (t0)||1 +MT, 8t0 � 0,

where ||.||1 is L1-norm.
Proof: For any server m 2 M, let t⇤m be the first time

slot after or at time slot t0 at which the server is available
(t⇤m is also defined in (20)); that is,

t⇤m = min{⌧ : ⌧ � t0, m(⌧) = 0}, (26)

where it is obvious that  m(t⇤m) = 0.
Note that for any t, we have  m(t+ 1)   m(t) + 1, that is
true by the definition of  (t), which is the number of time
slots that serverm has spent on the currently in-service task.
From time slot t to t + 1, if a new task comes in service,
then  m(t+ 1) = 0 which results in  m(t+ 1)   m(t) + 1;
otherwise, if server m continues giving service to the same
task, then  m(t + 1) =  m(t) + 1. Thus, if t⇤m  t0 + T , it
is easy to find out that  m(t0 + T )  t0 + T � t⇤m  T . In
the following we use t⇤m to find a bound on E[ m(t0 + T )�
 m(t0)|Z(t0)]:

E
h
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���Z(t0)
i
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MX
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(27)
where (a) is true as given that t⇤m  t0 + T we found that
 m(t0 + T )  T , so  m(t0 + T ) �  m(t0)  T �  m(t0),
and given that t⇤m > t0 + T , it is concluded that server m
is giving service to the same task over the whole interval
[t0, t0 + T ], which results in  m(t0 + T )�  m(t0) = T .
Since service time of an n-local task has CDF Fn with finite
mean, we have the following:

lim
T!1

P
⇣
t⇤m  t0 + T

���Z(t0)
⌘
= 1, 8m 2 M

so for any ✓1 2 (0, 1) there exists T1 such that for any T �
T1, we have P

⇣
t⇤m  t0 + T

���Z(t0)
⌘
� ✓1, for any m 2 M,

so equation (27) follows as below which completes the proof:

E
h
|| (t0 + T )||1 � || (t0)||1

���Z(t0)
i

� ✓1

MX

m=1

 m(t0) +MT

=� ✓1|| (t0)||1 +MT.

(28)
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ABSTRACT
We study a cloud environment in which computing instances
may either be reserved in advance, or dynamically spawned
to serve a fluctuating or unknown load. We first consider a
centralized scheme where a system operator maintains the
job queue and controls the spawning of additional capac-
ity; through queueing models and their fluid and di↵usion
counterparts we explore the tradeo↵ between queueing de-
lay and the service capacity variability. Secondly, we con-
sider the setting of a dispatcher who must immediately send
jobs, with no delay, to decentralized instances, and in addi-
tion may summon extra capacity. Here the capacity scaling
problem couples with one of load balancing. We show how
the popular join-the-idle-queue policy can be combined with
an adequate rule for spawning instances, yielding an equi-
librium with no queuing delay and controlling service ca-
pacity variability; we accommodate as well the case where
spawned instances incur startup delay. Finally, we analyze
the question of deciding, for a given pricing structure for the
cloud service, how many fixed instances should be reserved
in advance. The behavior of these policies is illustrated by
simulations.

1. INTRODUCTION
In modern computer networks, services are usually pro-

vided over the “cloud”, meaning that the resources required
to serve a given computing task (processing time, memory,
etc.) are requested dynamically to a mutualized comput-
ing infrastructure residing in one or multiple data centers.
Companies like Amazon or Google provide the infrastruc-
ture as a service, and application providers such as Netflix
or Dropbox rent the capacity to match supply with demand.

In this context, the question arises on how to scale the
number of allocated resources to match the load. From a
customer perspective, resources are available on-demand,
and thus the system can adapt quickly to changes in the
load profile. However, two main issues have to be addressed.
The first issue is that, typically, the infrastructure providers
o↵er a discount on reserved instances, meaning that pur-
chasing capacity on a long term contract is preferable over
on-demand requests. Ensuring a predictable number of com-
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puting instances is crucial for calculating the necessary long-
term reservations, and thus minimize the costs incurred by
on-demand instances [3, 8]. A second issue is that instance
creation may not be immediately achieved, due to the setup
time of the requested virtualized infrastructure over the real
hardware. For a recent discussion on this issue see [6].

In this work, we explore some of the tradeo↵s present
in this setting: in Section 2, we model a cloud computing
system as a queue with a fixed number of servers coming
from long term reservations, and a variable number of on-
demand instances. We analyze an algorithm for spawning
new instances on demand in feedback by borrowing ideas
from control theory, extending our previous work [2]. We
provide a fluid limit analysis of the system, identify the key
parameters and show how the system can tradeo↵ queueing
delay with variability in capacity usage for a given demand.

Our first model deals with a central queue that dispatches
jobs to servers. However, typical load balancers in cloud sys-
tems try to make immediate decisions, routing jobs as they
arrive. Our second model, presented in Section 3 incorpo-
rates the spawning of instances in feedback to typical load
balancers such as random routing, power-of-d choices [5,7] or
Join the Idle Queue [4]. In the load balancing literature, the
number of active instances is typically kept fixed. We show
that adding a simple rule for controlling the number of ac-
tive instances yields excellent performance, by enabling the
system to track automatically the load profile while keeping
utilization high. We also analyze the e↵ect of adding delay
in instance creation, extending some of the results of [6],
and giving simple design rules to achieve near-optimal per-
formance.

Finally, in Section 4 we analyze the problem of purchas-
ing reserved capacity from a customer perspective, and re-
late it to the well known newsvendor problem. We show
that having a proper approximation of the (random) steady
state number of required instances to serve the load allows
the customer to optimally choose the number of long term
reservations, and we apply this to the models derived. Con-
clusions are given in Section 5

2. DYNAMIC SCALING WITH CENTRAL
QUEUEING

Consider a system where computing jobs arrive as a Pois-
son process of rate �. Each job may be allocated a comput-



ing instance (assumed homogeneous), and its service dura-
tion is exponentially distributed with parameter µ. In what
follows, we will assume that µ = 1, which amounts to a
choice of units. In this case, � also represents the system
load. Upon arrival, the request may be allocated an instance
immediately or may be queued if all instances are busy.

We consider that the system has two types of instances: a
fixed number N of reserved instances, purchased in advance
through a long-term contract, and a dynamically adjusted
number m(t) > 0 of on-demand instances, called helpers in
the following for brevity. Let n(t) denote the number of
jobs present in the system at time t. If the allocation policy
is work conserving, the service rate of the system is then
min{n,N +m}.

As an example, if we choose m ⌘ 0, i.e. no extra ca-
pacity is ever purchased, then the system becomes a finite
server queue with N servers. Of course, in that case, if the
number of reserved instances is below the load (� > N) the
system will be unstable. On the other extreme, if we can
spawn a new instance immediately upon arrival when the
reserved ones are full, we have m(t) = (n(t)�N)+, and
thus the service rate is n(t) at all times. In this case, the
system scales automatically to meet demand, behaving like
an infinite server queue.

Consider now that the customer has acquired the reserved
instances N , which may be less than �. To meet demand in
real time, the system provides an auto-scaling feature that
dynamically spawns new instances. A simple procedure is
the one discussed previously: spawning a new instance for
each new job. In this case, the queueing delay for new jobs
is 0, but the system provider loses control on the number of
active helpers in the system, which can turn out to be very
expensive in the long run.

To improve this situation, we propose the following de-
centralized alternative to control the number of on-demand
instances: each job currently in the queue requests a new
helper at a spawning rate � (i.e. a new instance is cre-
ated after a random exp(�) time for each job in the queue).
Moreover, each helper instance only lasts in the system a
time exp(�), i.e. � is the recalling rate. In this setting, the
state of the system (n(t),m(t)) behaves as a continuous time
Markov chain with transition rates depicted in Fig. 1.

(n,m)

(n,m+ 1)

(n+ 1,m)

(n,m� 1)

(n� 1,m)

�(n � (N + m))+

�

�m

min{n,N + m}

Figure 1: Transition rates for the system.

By performing a large scale limit of the system (� ! 1)
and scaling the number of reserved instances accordingly, we
can derive the fluid limit for the Markov chain of Figure 1,
which is given by the second order dynamics:

ṅ = ��min{n,N +m}, (1a)

ṁ = �(n�m�N)+ � �m. (1b)

We now analyze the system in the fluid scale. The equilib-

rium of the above dynamics depends on the load: if � < N ,
the equilibrium is simply n

⇤ = �, m⇤ = 0 and no extra in-
stances are needed. The interesting case is when � > N and
thus we need a positive number of extra instances to cope
with the load. In that case, imposing equilibrium in (1) we
get:

n

⇤ = �+
�

�

(��N), m

⇤ = ��N.

Note that in equilibrium, the average number of servers (re-
served or not) should match the load, i.e. N + m

⇤ = �.
Moreover, the number of jobs in the system is larger than
�. Therefore, the queue size in equilibrium is given by:

q

⇤ = n

⇤ � (N +m

⇤) =
�

�

(��N) > 0.

Since we are interested in keeping a predictable profile in
the number of helpers, we would like to model the behavior
of the system around the equilibrium to estimate the steady
state variances. To do so, we perform a second order analysis
of the system by linearizing the dynamics and writing the
following stochastic di↵erential equation.

Denoting by �n, �m the incremental quantities, the re-
sulting dynamics are:

d(�n) = [��m]dt+
p
�[dW1 � dW2], (2a)

d(�m) = [��n� (� + �)�m]dt+
p

�(��N)[dW3 � dW4].
(2b)

Here, Wi are standard Brownian motions, representing ar-
rivals, departures, helper creation and destruction, i.e. the
randomness in the system around equilibrium. The coe�-
cients of the noise inputs come from the local representation
of the Markov chain. Taking x = [�n, �m]T , we can rewrite
the above in state-space as dx = Axdt+BdW with:

A =

✓
0 �1
� �(� + �)

◆
,

B =

✓ p
� �

p
� 0 0

0 0
p

�(��N) �
p

�(��N)

◆

The steady-state covariance matrix of the above system
is given as the solution of the Lyapunov equation: AQ +
QA

T +BB

T = 0, yielding:

Q =

 
�+1��

� �� �
�(�+�)N �

� �� �
�+�N

!
,

Since we are interested only in the number of helpers, from
the above analysis we can recover E[(�m)2] as:

E[(�m)2] = �� �

� + �

N.

As a comparison point, let us go back again to the infinite
server policy with � > N : in that case, the total number
of instances is n = N + m. By a similar approach, one
can estimate E[(�m)2] in this case, yielding E[(�m)2] = �.
Therefore, our control policy enables the system operator to
reduce variability. at the expense of queueing delay. Define
now ↵ := �/�, i.e. the recalling rate to spawning rate ra-
tio. For a given load �, the system operator has a tradeo↵
between the following two quantities:

q

⇤ = ↵(��N),

E[(�m)2] = �� ↵

1 + ↵

N.
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Figure 2: Simulation experiment of the spawning

dynamics with � = 1200, N = 1000 and ↵ = 3. Above:

state-space evolution and fluid limit. Below: num-

ber of on-demand servers.

Increasing ↵ means that the recalling rate is high, which
reduces variability but also increases queueing delay. From a
provider perspective, one can use the preceding expressions
to tune the ratio ↵ such as queueing delay is controlled,
and the variability is reduced to acceptable levels. We are
currently exploring the design space of policies to get even
better performance.

As an example, in Figure 2, we plot system evolution for
� = 1200, µ = 1, N = 1000 and ↵ = 3. The first graph
shows the state-space evolution of the system and its fluid
limit approximation. We also plot the number of on-demand
instances in the system as a function of time. In steady
state, the latter achieves a measured variance of �2(m) =
440 (standard deviation ⇡ 20.98), whereas the predicted
value from the model parameters is 450. As a comparison
point, the variability of the infinite server case would be
� = 1200, i.e. a standard deviation of ⇡ 34 instances.

3. DYNAMIC SCALING AND LOAD BAL-
ANCING

In the previous section we analyzed a system where jobs
are queued in the dispatcher until a server becomes available.
However, in cloud systems this type of central queueing is
undesirable, and we now turn our attention to systems that
dispatch their tasks immediately to running instances, and
therefore the problem must incorporate online load balanc-
ing.

In the decentralized load balancing literature [1], systems
are modeled in the “mean field” regime: a cluster of N

equally behaving instances, with service rate µ = 1, is as-
signed jobs through a dispatcher, which receives jobs at rate
N�, with � < 1. Thus � again represents the “load” of the
system in the sense of an equivalent M/M/1 queue.

The state of the system, for fixed N , would be the vec-
tor Z 2 NN storing the number of jobs queued at each in-
stance. However, a simpler state is available through ag-
gregation of identical systems: if Xi(t) denotes the num-
ber of queues with exactly i jobs, for i = 0, 1, . . ., then
X(t) = (X0(t), X1(t), . . .) is in general a Markov process
in the subset of NN that satisfies

P1
i=0 xi = N .

An equivalent formulation is to choose as state Si(t), the
number of queues with at least i jobs. Then S(t) lives in
the set of positive nonincreasing sequences with S0 = N .
Note that Xi(t) = Si(t) � Si+1(t), i = 0, 1, . . .. Also, for
any policy where routing may only depend on the number
of jobs in the queue (and not on individual identification of
the queue), S(t) (or equivalently X(t)) is a detailed enough
description of the state.

Typically the fluid (mean field) limit is taken as the num-
ber of instances N ! 1, and Si(t)/N ) s(t), where s(t)
satisfies some kind of infinite dimensional di↵erential equa-
tion. Note that with this scaling s0(t) ⌘ 1.

As an example, the random load balancer satisfies the
following fluid limit:

s0 ⌘ 1,

ṡi = �(si�1 � si) + (si+1 � si) i > 1.

And its equilibrium is:

s

⇤
i = �

i
,

provided the stability condition � < 1 holds.
More interesting choices for the load balancing are power-

of-d choices [5, 7] and Join the Idle Queue (JIQ). For in-
stance, JIQ proposes to keep a list of the current empty
queues and only route to them, provided there are any avail-
able. Otherwise it defaults to random routing to keep an
empty dispatcher queue. The mean field dynamics for fixed
servers is as follows:

s0 ⌘ 1,

ṡ1 = �1{s0>s1} + (s2 � s1),

ṡi = �(si�1 � si)1{s1=s0} + (si+1 � si) i > 2.

Its equilibrium can be readily computed under the stability
condition � < 1 to yield:

s

⇤
0 = 1, s

⇤
1 = �, s

⇤
i = 0 for i > 1.

Thus in equilibrium there is a positive number of free in-
stances to use, provided the system is dimensioned correctly.

3.1 Dynamic scaling for JIQ
Our main concern is that the above analysis assumes that

one has a large but fixed number of instances, and thus if the
system is not dimensioned correctly (� < 1) then stability
is lost. We would like to add some kind of “auto-scaling”
feature, to the above, harnessing the power of cloud systems
to scale. The auto-scaling policy should work in feedback
with the number of instances in use and stabilize the system
for any �. Let us explore how to incorporate this into the
load-balancing models.



The simplest way to stabilize the system is to create a new
instance for each arriving job, corresponding to an M/M/1
system. In this case there is no queueing delay, and the num-
ber of active instances will scale automatically to �. How-
ever, one loses control of the number of instances invoked,
and moreover it may be infeasible to immediately create an
instance for an arriving job due to setup delays.

The main idea here is that the number of servers is not
fixed a priori, so S0 is adjusted in feedback. This can be
formalized in the following way: let � scale as L� with L !
1 and take S̄(t) = S(t)/L. Then S̄(t) converges to s(t),
an infinite dimensional dynamics in the cone of decreasing
sequences, but s0 may not be 1. In fact, s0 is the (fluid)
amount of instances invoked to cope with the demand.

As an example, take the following feedback rule: every
arriving job is immediately assigned to an idle server, as in
JIQ, provided there is any. Also, upon arrival, the system
calls for a server creation to replace the one used. To adjust
to demand, idle queues are killed at rate � (i.e. if not used
for an exp(�) time they switch o↵). This feedback rule yields
the following mean field dynamics:

ṡ0 = �� �(s0 � s1), (3a)

ṡ1 = �1{s0>s1} + (s2 � s1), (3b)

ṡi = �

1
s0

(si�1 � si)1{s1=s0} + (si+1 � si) i > 2. (3c)

Note that in eq. (3c), the extra term 1
s0

in the random
routing part is due to the fact that s0 may not be 1.

Imposing equilibrium conditions in (3) we arrive at:

s

⇤
0 =

✓
1 +

1
�

◆
�, s

⇤
1 = �, s

⇤
i = 0 for i > 1;

valid for any positive �. It is worth noting that the system
auto-scales: the number of working queues in equilibrium
matches the system load �, and the system automatically
provisions an extra proportion of idle queues equal to �/�.
Therefore, controlling the “turning-o↵” rate � one can drive
the system to automatically work with a small amount of
idle instances.

A second order analysis of the system can be performed,
along the same lines of the previous section. As the scale of
the system gets large, the state space collapses to si = 0 for
all i > 1. Considering the arrival, departure and instance
recalling perturbations, we get the following stochastic dy-
namics around equilibrium:

d[�s0] = ���s0dt+ ��s1dt+
p
�dW1 �

p
�dW2;

d[�s1] = ��s1dt+
p
�dW1 �

p
�dW3.

where Wi are independent standard Brownian motions ac-
counting for job arrivals, instance recalling and departing
jobs. The linearized system can be written in state space
form taking X = [�s0�s1]

T as dX = AXdt+BdW where:

A =


�� �

0 �1

�
B =

p
� �

p
� 0p

� 0 �
p
�

�
;

Solving the Lyapunov equation we can compute the covari-
ance matrix in steady state:

Q =

"⇣
1 + 1

�

⌘
� �

� �

#
.

From the above analysis, we can conclude that the to-
tal number of active instances in the system will be ap-
proximately Gaussian with mean and variance �(1 + 1/�).
Moreover, computing the variance of s0 � s1 from Q, we
can deduce that the total number of idle instances will be
approximately Gaussian with mean and variance �/�, and
s0 � s1 is not correlated to s1.

This fact can be better understood using the state space
collapse: when the scale is large, the dynamics reduces to
the following Markov chain in the number of working and
idle servers:

�

s1

�(s0 � s1)

s0 � s1

s1

The invariant distribution of the above Markov dynamics is
product form, with a Poisson distribution for s0�s1 of mean
�/� and a Poisson distribution for s1 with mean �. 1

This analysis also suggests a simple rule for choosing the
recalling rate � to avoid operating the system with no idle
queues (and thus routing at random increasing queueing de-
lay). Since s0 � s1 ⇡ N(�/�,�/�), a rule of thumb for
choosing � is to let �/� be two standard deviations above 0,
which leads to:

�

�

� 2

s
�

�

> 0 ) � =
�

4
.

This rule can be easily implemented in practice in an ap-
proximate fashion: simply switch o↵ a server that is still
idle after 4 arrivals.

In Figure 3 we plot the time evolution of such a system, for
� = 100 and � chosen as before, and we compare it with the
fluid limit solution. We also plot the number of idle instances
available, showing that the system automatically keeps most
of the time a low but nevertheless positive number of idle
instances to cope with new arrivals. To illustrate the state
space collapse , in Figure 4, we plot the average number of
instances with more than i jobs, i.e. the empirical estimation
of Si, in steady state. Note that S2 ⇡ 0 and S3 = 0, meaning
that the system seldom uses queues with more than 1 job,
and in this particular run instances with 2 jobs were never
allocated more jobs.

3.2 Considering instance creation delay
The preceding analysis assumes that computing instances

can be spawned with no delay: in that case, JIQ is almost
emulating the infinite server queue. However, we can incor-
porate instance creation delay in the model, by following the
same ideas as in [6].

Consider now that each instance invoked requires a ran-
dom setup time with exponential distribution of parameter
⌫ (i.e. 1/⌫ is the average setup time). Let u(t) be the num-
ber of instances in the process of setting up, and assume
that each new arrival spawns a new instance creation. As

1The above analysis also hints that the results may be insen-
sitive to the job size as well as the recalling rate distributions



0 5 10 15 20
0

50

100

Time

S0

S1

0 5 10 15 20
0

5

10

Time

S0 � S1
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instance scaling feedback for � = 100, µ = 1 and � =
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before, idle instances are recalled at rate �. Load balancing
is performed by following the JIQ policy. The dynamics of
the system in the fluid scale are now:

u̇ = �� ⌫u, (4a)

ṡ0 = ⌫u� �(s0 � s1), (4b)

ṡ1 = �1{s0>s1} � (s1 � s2), (4c)

ṡi = �

✓
si�1 � si

s0

◆
1{s0=s1} � (si � si+1). (4d)

The equilibrium can be readily computed to yield:

s

⇤
0 =

✓
1 +

1
�

◆
�, s

⇤
1 = �, s

⇤
i = 0;

and for the setting up instances we get:

u

⇤ =
�

⌫

.
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Figure 4: Empirical estimation of Si in steady state

for the JIQ system with instance scaling feedback.

� = 100, µ = 1 and � = �/4.

Therefore, the system auto-scales in a similar fashion, over-
provisioning idle instances to route arriving jobs and and
“warming up” a suitable number of instances to replace
them.

With the same techniques, we can write a linear approxi-
mation of the system’s behavior around the equilibrium as:

d[�s0] = ���s0dt+ ��s1dt+ ⌫�udt+
p
�dW1 �

p
�dW2;

d[�s1] = ��s1dt+
p
�dW3 �

p
�W4;

d[�u] = �⌫�udt�
p
�dW1 +

p
�dW3.

As before, Wi are standard Brownian motions accounting
for the server spawning and recalling, as well as arrival and
departures, respectively. Going into the state space formula-
tion and computing the covariance matrix, we get the follow-
ing estimate for the variance of the number of idle instances:

E[�(s0 � s1)
2] =

�

�

+
�

⌫ + 1

✓
1

� + 1
+

⌫

� + ⌫

◆
.

Recall that, for the case of no delay E[�(s0 � s1)
2] = �/�,

so the delay increases the variability of the number of idle
instances, while not changing its mean value �/�. Therefore,
one should design the system with a lower value of the recall
rate � to avoid working with zero idle queues and routing
randomly. Unfortunately, a simple design strategy such as
the one presented for JIQ is not available in this case.

In Figure 5 we plot the evolution of the system, assuming
the setting up delay is 10% of the processing time (⌫ = 10),
for the same recalling rate �/4 as before. Note that the
system again auto scales, but operates with a higher prob-
ability of running out of instances. However, the impact on
performance is minimal, at the expense of keeping a suitable
amount of instances in the process of setup.
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Figure 5: Time evolution of the JIQ system with
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µ = 1, ⌫ = 10 and � = �/4. Above: total number
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U and their fluid limit. Below, number of idle in-

stances in the system.



4. SIZING LONG TERM RESERVATIONS
Finally, let us analyze the problem of long term reser-

vations: typically cloud instances can be purchased at a
reserved price with a cost pr (per unit of time). These re-
served instances are available at all times. If extra capacity
is needed, instances can be spawned on-demand at a cost pd,
where typically pd > pr, otherwise there would be no point
in making reservations. The problem from a customer per-
spective is to determine how many reserved instances should
be purchased. In steady state, the cost incurred per unit of
time is given by:

C(N ; pr, pd) = prN + pdE
⇥
(S(t)�N)+

⇤
.

where S(t) is the total number of active instances.
The general long term reservation problem is therefore:

min
N

prN + pdE
⇥
(S �N)+

⇤
(5)

where S is the number of active instances in steady state,
and is policy dependent.

As a first example, consider the idealized case where in-
stances are created immediately for each arriving job, and
thus the system behaves as an infinite server queue. In that
case, S = (n�N)+ an the above problem becomes.

min
N

prN + pdE
⇥
(n�N)+

⇤
(6)

Note that E[(n � N)+] =
R1
N

(n � N)dFn(n), where Fn(n)
is the steady-state distribution of the number of jobs in the
system. Furthermore:

@

@N

E[(n�N)+] = �
Z 1

N

dFn(n) = �(1� Fn(N)).

Di↵erentiating the cost function in (6) and applying the
above result we get the optimality condition:

pr

pd
= 1� Fn(N) (7)

This optimality condition is well known in economics, in the
context of the Newsvendor Problem. In our case, reserving
extra capacity incurs a cost whenever this capacity is not
fully utilized, and (7) yields the exact tradeo↵.

We now specialize this result to the particular policy at
hand: since n(t) follows an M/M/1 queue, in steady state
n(t) ⇠ Poisson(�) (recall µ = 1). For a large scale system
(� � 1), this can be properly approximated by a Gaus-
sian distribution with mean � and variance �. By using
this Gaussian approximation we get the optimal number of
reserved instances:

N

⇤ ⇡ �+ zpr/pd

p
�

where z↵ is such that P (Z > z↵) = ↵, i.e. the Gaussian
right quantile.

For the above long term reservation, the optimal cost is:

C

⇤(�) = pr�+ pd

p
��(zpr/pd)

where �(z) is the standard Gaussian pdf.
Consider now the JIQ policy with feedback. In that case,

the total number of active instances is S(t) = S0(t) which in
steady state is approximately Gaussian with mean and vari-
ance �(1 + 1/�). Therefore, proceeding in the same fashion
as before, the optimal reservation is:

N

⇤ ⇡ �

✓
1 +

1
�

◆
+ zpr/pd

s

�

✓
1 +

1
�

◆

And the optimal cost can be computed as:

C

⇤
JIQ(�) = pr�

✓
1 +

1
�

◆
+ pd

s

�

✓
1 +

1
�

◆
�(zpr/pd)

Note that, while there is an increase in cost due to the ex-
tra instances that the system keeps active, choosing � as in
Section 3 this increase in cost can be made small. With a
similar procedure, we can also analize the case of instance
creation delay.

5. CONCLUSIONS
In this paper, we analyzed the problem of spawning on-

demand instances in a cloud computing environment, to
serve a given stream of job requests. We studied two settings
to scale the number of instances in feedback: a centralized
one with queue at the dispatcher, spawning extra instances
with the build-up of the queue, and a second one where the
dispatcher immediately needs to route the arriving jobs, and
thus couples the analysis with traditional decentralized load
balancing schemes. In both scenarios we performed fluid an
di↵usion approximations to evaluate the performance and
tradeo↵s involved. We also analyzed the case of long term
reservations for the policies involved. We are currently ex-
ploring the appropriate scaling of the spawning rates to min-
imize queueing delay while keeping control of the on-demand
servers, as well as integrating both the provider and client
perspectives in a common optimization framework, as well
as considering heterogeneous instances and pricing models.
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ABSTRACT
The maximum possible throughput (rate of task comple-
tion) of a multi-server system is typically the sum of the
service rates of individual servers. Recent works show that
task replication can boost the throughput, in particular if
the service time has high variability (C

v

> 1). Thus, re-
dundancy can be used to create synergy among servers such
that their overall throughput is greater than sum of individ-
ual servers. This paper seeks to find the fundamental limit
of this capacity boost achieved by task replication. The
optimal adaptive replication policy can be found using a
Markov Decision Process (MDP) framework, but the MDP
is hard to solve in general. We propose two replication poli-
cies, MaxRate and AdaRep that gradually add replicas only
when needed. To quantify the optimality gap of these poli-
cies, we also derive an a upper bound on the service capacity
for the two-server case.

1. INTRODUCTION
The large-scale sharing of resources in today’s cloud sys-

tems provides scalability and flexibility. An adverse e↵ect
of resource sharing is that the response time of individual
servers in the cloud can be large and unpredictable. This
inherent variability in response time is the norm and not an
exception [1]. A solution is to replicate computing tasks at
multiple servers and wait for any one copy to finish. This
idea was first used at a large-scale in MapReduce and further
developed in several other systems works including [2, 3].

Although used in practical systems, only a few theoretical
works provide an understanding of when redundancy is most
beneficial in reducing latency. Works such as [4–9] study a
multi-server queueing system where incoming tasks can be
replicated at multiple queues, and as soon as any one replica
is served, its copies are canceled immediately. The objective
is to minimize the latency, which includes the service time
of a task and its waiting time in queue. These works observe
that task replication a↵ects the latency in two opposite ways:

• Queue Diversity: Replicas provide diversity by help-
ing find the shortest queues, thus reducing the overall
waiting time.

• Load due to Redundant Service: Multiple repli-
cas of a task may enter service at di↵erent servers,
potentially adding load to the system and increasing
the waiting time for subsequent tasks.
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The first e↵ect of queue diversity was studied in [9,10] which
proposed a policy called ‘cancel-on-start’. This policy adds
replicas to all queues, and cancels redundant replicas as soon
as one copy begins service. As a result, the system becomes
equivalent to having a central queue at the scheduler, thus
maximizing the benefit of queueing diversity.

The second e↵ect of the redundant service of replicas is
not well-understood yet. Intuition suggests that replica-
tion would always increase system load. However, works
like [4,6,9] identify surprising scenarios where replication in
fact reduces system load, and results in the overall through-
put being higher than the sum of service rates of individual
servers. This paper seeks to find the service capacity, or the
maximum possible throughput with task replication, and
the optimal replication policy that achieves it. To the best
of our knowledge, this is the first paper to attempt finding
the service capacity with replication.

The rest of the paper is organized as follows. In Section 2
we describe our system model which accounts for server het-
erogeneity, task size variability as well as delays in cancel-
lation of replicas. In Section 3 we analyze ‘upfront’ replica-
tion policies that launch all replicas at the same time. An
alternative is to add replicas adaptively, only if the original
task does not finish in reasonable time. Finding the optimal
adaptive policy involves solving a Markov Decision Process
(MDP). We formulate this MDP in Section 4. This MDP
can have a large state space and we need to resort to myopic
policies. We propose two replication policies, MaxRate and
AdaRep, that adaptively add replicas and perform better
than upfront replication policies. To quantify the gap from
optimality we give an upper bound on the service capacity
for the two-server case. In Section 6 we discuss interesting
research directions that are open for future work. Longer
proofs are deferred to the Appendix.

2. PROBLEM FORMULATION
Consider a system of K servers with a central queue con-

taining tasks, as illustrated in Fig. 1. We do not explicitly
define a task arrival process and instead assume that the cen-
tral queue is never idle. This flooded central queue model
obviates the e↵ect of queue diversity provided by replicas
in a distributed queueing system, and helps us focus on the
e↵ect of redundant service of replicas.

2.1 Task Service Times
Server i takes time S = Y ·X

i

to finish a task assigned to
it. The random variable X

i

captures the variability in task
service time due to server slowdown, assumed to be i.i.d.
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Figure 1. System of K servers where a task replicated at
two idle servers 1 and 2 takes time Y ·min(X1, X2) to finish,
where the random variable Y captures the task-size variabil-
ity and X

i

captures the service time variability.

across tasks assigned to that server. The dependence of the
service time on the size of the task is captured by Y , which
is independent of X

i

for all i. This method of multiplying
the randomness from the two sources of variability was in-
troduced in [11]. The value of Y is same across replicas of a
task. Thus, if a task is replicated at two idle servers i and j,
the time taken to complete any one replica is Y ·min(X

i

, X

j

).
We also consider that when a task is replicated, each server
running it reserves a cancellation window of length �. As
soon as one replica is served, the scheduler sends a cancella-
tion signal to the other replicas, triggering their cancellation.
All these events occur in time �, after which the servers are
available to serve subsequent tasks.

2.2 Scheduling Policy
The policy ⇡ used to schedule replicas can be based on the

distributions of Y , X1, . . . , X

K

. The scheduler only knows
these distributions, but does not know their realizations for
currently running tasks. As soon as a server becomes idle,
the scheduler can take one of two possible actions:

• new : assign a new task to that server

• rep: launch a replica of a task currently running on
one of the other servers.

The space of scheduling policies with these actions is de-
noted by ⇧

n,r

, where the subscript denotes the two possible
actions: new (n) and rep (r). This space of policies can
be expanded to allow additional actions such as pausing a
currently running task, or killing and relaunching it to an-
other server. In this paper we consider new and rep as the
only feasible actions, except in Section 5 where we use task
pausing to find an upper bound on service capacity.

Note that all policies in ⇧
n,r

are work-conserving, that is,
they do not allow any server to be idle for a non-zero time
interval. We can show that there is no loss of generality in
restricting our attention to work-conserving policies.

Claim 1. For each non-work-conserving policy with task
replication, we can find a corresponding work-conserving pol-
icy that results in earlier departure of tasks.

The proof is given in the Appendix. Note that although
we focus on finding the throughput-optimal policy, which
corresponds to the high-tra�c regime, Claim 1 holds true in
any tra�c regime.

2.3 Performance Metrics

Definition 1 (Throughput R). Let T1(⇡)  T2(⇡) 
· · ·  T

n

(⇡) be the departure times of tasks 1, 2, . . . n from the
system, when the scheduler follows a policy ⇡. The through-
put of the system is defined as

R(⇡) , lim
n!1

n

T

n

(⇡)
. (1)

Definition 2 (Service Capacity R

⇤
n,r

). The service
capacity R

⇤
n,r

= max
⇡2⇧n,r R(⇡), the maximum achievable

throughput over all policies in ⇧
n,r

. The policy ⇡

⇤
n,r

that
achieves R

⇤
n,r

is called the throughput-optimal policy.

Next we define another performance metric, the comput-
ing time C per task. The throughput R can be expressed
in terms of the expected computing time E [C] as given by
Claim 2 below.

Definition 3 (Computing Time C). The total time col-
lectively spent by the servers on a task is called the computing
time C.

The expected computing time E [C] is proportional to the
cost of running a task on a system of servers. In our system
model, if a task is assigned to only to server i then E [C] =
E [Y ]E [X

i

]. Instead, if it is assigned to two servers i and
j, and the replica is canceled when any one copy finishes
then E [C] = 2(E [Y ]E [min(X

i

, X

j

)] + �) where � is the
cancellation window at each of the servers. Depending upon
X

i

, Y and �, E [C] with replication may be greater or less
than that without replication.

The throughput R can be expressed in terms of the ex-
pected computing time E [C] as given below.

Claim 2. For any work-conserving scheduling policy,

R =
K

E [C]
. (2)

Proof. Consider tasks 1, 2, . . . n run on the system of
servers. If the scheduling policy is work-conserving, the total
busy time of each server is exactly equal to T

n

, the departure
time of the last task. Since E [C] is defined as the total
expected time spent at servers per task, by law of large
numbers we have

E [C] = lim
n!1

KT

n

n

=
K

R

, (3)

where the second equality follows from Definition 1.

Thus, minimizing E [C] is equivalent to maximizing R.

3. UPFRONT REPLICATION
In this section we explore ‘upfront’ replication policies

that simultaneously launch a task and its replicas. The
number of replicas and the servers where they are launched
governs the overall throughput.

Definition 4 (Upfront Replication). For h 2 N ,
we partition of the set [K] = {1, 2, 3, . . . K} of server indices
into non-empty subsets S1,S2, . . . ,Sh

, such that S
i

\ S
j

=
0, and [

j

S

j

= [K]. When the servers in a set S
j

become
idle (they will always become idle simultaneously), replicate
a task at these servers.

The no replication policy is a special case with S
j

= j

for all j 2 [K]. Similarly, full replication corresponds to
S1 = [K].



Figure 2. Comparison of the no replication and full replica-
tion policies for X1 ⇠ 0.5 + Exp(1) and di↵erent X2. When
X2 ⇠ Pareto(0.5, ↵), full replication is better for smaller
↵ (heavier tail). When X2 ⇠ HyperExp(µ1 = 0.5, µ2 =
0.1, p2), full replication is better for intermediate p2.

Theorem 1 (Upfront Replication). The throughput
R

UpFr

with upfront replication at server sets S1, . . . ,Sh

is

R

UpFr

(S1, . . . ,Sh

) =
hX

j=1

1

E [Y ]E
⇥
XSj

⇤
+ �

, (4)

where XSj = min
l2Sj

X

l

. (5)

The proof is given in the Appendix.

Corollary 1. Consider the two server case, and assume
that Y = 1. Then the full replication gives higher throughput
than no replication if and only if

1
� + E [min(X1, X2)]

>

1
E [X1]

+
1

E [X2]
. (6)

In Fig. 2 we show a comparison of full replication and no
replication for the two server case, with � = 0 and Y = 1.
In both subplots, the service time X1 ⇠ 0.5 + Exp(1), a
shifted exponential. We observe that full replication gives
higher throughput when X2 has higher variability. In the
left subplot, X2 ⇠ Pareto(0.5, ↵) and replication is better
for smaller ↵ (heavier tail). In the right subplot, X2 is a
hyper-exponential HyperExp(µ1, µ2, p2), that is, it is an ex-
ponential with rate µ2 with probability p2 and otherwise it
is exponential with rate µ1. In this case, replication is better
for intermediate p2 where X2 has higher variability.

To find the optimal upfront policy, we need to find the
partition {S1, . . . ,Sh

} that maximizes (31). The number of
possible partitions of a set of size K is the Bell number B

K

,
which is given by the recursion B

K

=
P

K�1
i=0

�
K�1

i

�
B

i

, with
B0 = 1. Since B

K

is exponential in K, finding the best
partition can be computationally intractable for large K.
However, most practical systems have limited heterogene-
ity, for which the problem can be tractable. For example, if
the K servers are homogeneous with X ⇠ F

X

, the through-
put of the optimal upfront replication policy is given by the
following result.
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Figure 3. Plot of rE [X1:r] /E [X] versus r for di↵erent ser-
vice distributions for K = 10. The r

⇤ that minimizes
rE [X1:r] is the optimal group size when � = 0 and Y = 1.

Theorem 2 (Homogeneous Servers). For K servers
with i.i.d. service times X ⇠ F

X

, let r

⇤ be the positive in-
teger that minimizes r(E [Y ]E [X1:r] + �). The throughput
achieved with upfront replication of tasks satisfies

R

UpFr

 K

r

⇤(E [Y ]E [X1:r] + �)
. (7)

If r

⇤ divides the number of servers K, the optimal policy is
to divide servers into sets of r

⇤ servers each. The throughput
of this policy achieves equality in (7).

The proof is given in the Appendix. For Y = 1 (no
task size variability) and � = 0, r

⇤ is the r that mini-
mizes rE [X1:r]. Fig. 3 illustrates the normalized expected
cost per task, rE [X1:r] /E [X] versus r for four di↵erent ser-
vice distributions: shifted exponential 0.1+Exp(1.0), hyper-
exponential HyperExp(0.6, 0.2, 0.4), shifted hyper-exponential
0.1+HyperExp(1.0, 0.2, 0.4), and Pareto Pareto(0.5, 1.2). When
the tail distribution Pr(X > x) of X is log-concave (for ex-
ample shifted-exponential), the optimal r is r = 1, whereas
for log-convex X (for example hyper-exponential), r

⇤ = K

is optimal. This property of log-concave (log-convex) distri-
butions was proved in [9]. For other distributions such as
shifted hyperexponential or Pareto, intermediate r can be
optimal.

4. ADAPTIVE REPLICATION
Instead of launching replicas upfront, they could be added

conditionally, only if the original task does not finish in
some given time. Such policies can significantly increase
the throughput, as illustrated by the example below.

Example 1. Consider a system with two servers, and as-
sume that the task size variability Y = 1 and the cancella-
tion delay � = 0. The service times of the two servers are

X1 = 2, (8)

X2 =

(
1 w.p. (1 � p) = 0.9

20 w.p. p = 0.1.

(9)



a

b

Time taken to complete tasks 

Server 1

c

d

e f

f g

h

h

Server 2

Renewal Interval

0 2 6 10

Figure 4. Illustration of renewal instants of the system of
2 servers with the adaptive replication policy described in
Example 1.

The throughput with full replication and no replication are

R

NoRep

=
1

E [X1]
+

1
E [X2]

= 0.8448, (10)

R

FullRep

=
1

E [min(X1, X2)]
= 0.909. (11)

Now consider an adaptive policy that launches a replica
of a task assigned to server 2 only if it has spent more than
1 second in service. To evaluate the throughput of this pol-
icy, we consider time instants called renewals when both
servers become idle. There are three types of intervals be-
tween successive renewal instants as illustrated in Fig. 4.
The throughput is the expected number of tasks completed
in an interval, divided by the expected interval length.

R =
0.9 ⇥ 0.9 ⇥ 3 + 0.9 ⇥ 0.1 ⇥ 3 + 0.1 ⇥ 2
0.9 ⇥ 0.9 ⇥ 2 + 0.9 ⇥ 0.1 ⇥ 4 + 0.1 ⇥ 4

, (12)

⇡ 1.2185, (13)

which outperforms the two extreme policies.

4.1 MDP to Find the Optimal Policy
Motivated by the above example, we propose a Markov

Decision Process (MDP) framework to find the throughput-
optimal policy that achieves service capacity. The state-
space and actions described below satisfy the Markov prop-
erty, that is, the transitions from state s to s

0 depend on
action ⇡(s), and are conditionally independent of all previ-
ous states and actions.

4.1.1 State-space

We denote the state evolution by s0, s1, . . . si, . . . such
that the system transitions to state s

i

as soon as the i

th

task departs. The state s = [B, t, D

r

], where B contains
disjoint sets of server indices that are running the unfin-
ished tasks in the system. For example, if B = {{1}, {2, 3}}
there are two unfinished tasks in the system, one running
on server 1 and another on servers 2 and 3. The vector
t = (t1, t2, . . . tK) where t

k

is the time spent by server k

on its current task. Since we observe the system imme-
diately after a task departure, at least one of the elapsed
times t1, t2, . . . tK is zero. The purpose of the D

r

term is
to ensure that each state transition corresponds to a single
task departure. It is the number of tasks that have finished,
but are still to depart. If h > 1 tasks exit the system si-
multaneously and result in the task assignment set B and
elapsed-time vector t, then the system goes through states
[B, t, h � 1] ! [B, t, h � 2] ! · · · ! [B, t, 0].

𝇉, (0,0), 0

{2}, (0, 2), 0

{1}, (1,0), 0

new

rep
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C = 4

p = 0.9,
C = 2
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p = 0.1,
C = 4

rep

C = 4

rep

p = 0.9,
C = 2

𝇉, (0, 0), 1

C = 4

C =2.2

{2}, (0, 1), 0

null

new

C =0

new

rep

Figure 5. Illustration of the MDP for the service distribu-
tions in Example 1. Dotted arrows correspond to the actions
taken from a state and solid arrows lead to the new state
resulting from the action. Parts of the MDP resulting from
sub-optimal actions are omitted in this figure.

4.1.2 Actions

In each state s, denote the set of possible actions is A
s

.
The scheduling policy ⇡ determines the action a = ⇡(s) that
is taken from state s.

First note that no tasks are assigned in the exit states
s = [B, t, D

r

] with D

r

> 0. Thus, for these states, the
action space A

s

contains a single placeholder null action.
The system directly transitions to [B, t, D

r

� 1].
In states s = [B, t, 0], the scheduler can assign new tasks

to idle servers (new), or replicate existing tasks (rep). For
example, consider a system of 2 servers (illustrated in Fig. 5
for the service time distributions in Example 1). In states
[{2}, (0, t), 0] or [{1}, (t, 0), 0] with t > 0, one server is idle
while the other has spent t seconds on its current task. From
the state s = [;, (0, 0), 0] where both servers are idle, the
new action assigns two new tasks, one to each server, and
the rep action replicates a new task at both servers.

4.1.3 Cost

The cost C(s, s0
, a) associated with a transition from state

s to s

0 when action a is taken in state s is defined as the
total time spent by the servers in that interval. Thus, the
throughput-optimal policy ⇡

⇤
n,r

is the solution to the follow-
ing cost minimization problem,

⇡

⇤
n,r

= arg min
⇡2⇧n,r

1X

j=0

C(s
j

, s

j+1, ⇡(s
j

)). (14)

For the service distributions in Example 1, we can solve
the MDP. The optimal policy (illustrated in Fig. 8) is to
replicate a server 2’s task at server 1 only if it does not
finish in 1 second. However in general, the MDP can have a
large state-space even for simple service distributions. And
if X

i

for any i or Y is a continuous random variable for
which the MDP will have a continuous state-space, which
becomes even harder to solve.

4.2 The MaxRate Policy
As an alternative to solving the MDP we propose a myopic

policy called MaxRate which is defined as follows.



Figure 6. For the service distributions in Example 1
with di↵erent values of p, we plot the throughputs of
di↵erent policies. MaxRate achieves the maximum of
the throughputs with full replication and no replication.
AdaRep([1, 1]) gives optimal throughput.

Definition 5 (MaxRate Policy). From state s, the
MaxRate policy chooses the action a

⇤ that maximizes the
instantaneous service rate R̂(a) which is defined as,

R̂(a) ,
M(a)X

m=1

1
E [D

m

(a)]
. (15)

where M(a) is the number of unfinished tasks after taking
action a, and E [D

m

] is the expected remaining time until
the departure of task j, assuming it is not replicated further.

Corollary 2. Consider a two server system, with Y = 1
and � = 0. Suppose server 1 becomes idle, and the task
assigned to server 2 has spent time t2 > 0 in service. Let
X

rs

2 = (X2 � t2)|X2 > t2 be the residual computing time.
The MaxRate policy launches a replica at server 1 if

1
E [min(X1, X

rs

2 )]
>

1
E [X1]

+
1

E [Xrs

2 ]
. (16)

and otherwise it assigns a new task to server 1.

Fig. 6 illustrates the MaxRate policy, in comparison with
the FullRep and NoRep policies for the service distributions
in Example 1. Observe that the throughput of the MaxRate
policy is the maximum of the throughputs of the NoRep
and FullRep policies. We also show the throughput of the
optimal policy found by solving the MDP. MaxRate is sub-
optimal because it is greedy, and oblivious to the system
state resulting the action.

4.3 The AdaRep Policy
With the MaxRate policy, we dynamically find replica-

tion thresholds t

i!j

such that a task running on server i is
replicated at server j if it does not finish in t

i!j

seconds.
Based on this idea we propose another class of policies called
AdaRep(t), which is directly parametrized by a replication
threshold vector t.

Definition 6 (AdaRep Policy). Consider a vector of
server indices u = (j1, j2, . . . jk) for k < K such that a task
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Figure 7. Illustration of the optimal replication policy in
the pause-and-replicate framework. The service distribu-
tions are as given in Example 1. Due to the ability to pause
tasks this policy completes more tasks than the AdaRep
policy in Fig. 4.

first launched on server j1 was later replicated on j2, j3 and
so on. This task is replicated at an idle server i if the last
server j

k

has spent at least tu!i

time on it. Otherwise it
assigns a new task to the idle server. If more than one tasks
satisfy the replication condition, we choose the task whose
elapsed time is closest to its replication threshold tu!i

.

For example for K = 2 servers, the vector t = [t1!2, t2!1].
The optimal policy shown in Fig. 6 obtained by solving the
MDP is AdaRep([1, 1]). In the next section we propose a
method to choose the replication threshold vector t.

5. BOUND ON THE SERVICE CAPACITY
To quantify the optimality gap of a policy without solving

the MDP, we need an upper bound on R

⇤
n,r

. In this section
we propose such a upper bound on R

⇤
n,r

. Drawing insights
from this bound, we also propose a method to choose the
replication thresholds of the AdaRep policy.

5.1 The Pause-and-Replicate System
Recall that in our problem formulation, tasks can be repli-

cated only at time instants when one or more servers become
idle. To find the upper bound on R

⇤
n,r

, we consider a system
where the scheduler is also allowed to pause ongoing tasks.

Definition 7 (Pause-and-Replicate System). In this
system, a task can be replicated at any server where it is not
already running by pausing the ongoing task on that server.
The paused task is resumed when the replica is served or
canceled.

For the example shown in Fig. 4, the pause-and-replicate
system can pause task g at time 7 to run a replica of task
h, and resume task g afterwards. This sequence of events is
illustrated in Fig. 7. Both g and h will then finish at time
9, which is 1 second faster than with the AdaRep policy
without task pausing (illustrated in Fig. 4).

Claim 3. The service capacity R

⇤
n,p,r

of the pause-and-
replicate system is an upper bound on the service capacity
R

⇤
n,r

of the original system.

Proof. Denote the set of feasible policies in the pause-
and-replicate framework by ⇧

n,p,r

, where the subscript de-
notes the three possible actions: new (n), pause (p), and
rep (r). The set of feasible policies ⇧

n,r

is a subset of ⇧
n,p,r

.
Thus,

R

⇤
n,p,r

= max
⇡2⇧n,p,r

R(⇡) � max
⇡2⇧n,r

R(⇡) = R

⇤
n,r

. (17)



5.2 Evaluating the Upper Bound
In the pause-and-replicate framework, the AdaRep(t) pol-

icy can replicate a task exactly after tu!i

, instead of waiting
for server i to become idle. In Theorem 3 below, we obtain
a closed-form expression for the throughput R

n,p,r

(t) of the
AdaRep policy for K = 2 servers and Y = 1.

Theorem 3. In the pause-and-replicate framework, the
throughput R

n,p,r

(t) of AdaRep(t = [t1!2, t2!1]), with de-
terministic task size (Y = 1) can be expressed as follows.
For t1!2 > 0 and t2!1 > 0,

R

n,p,r

(t) =
E
⇥
X

tr

1 (t1!2)
⇤
+ E

⇥
X

tr

2 (t2!1)
⇤

E [Xtr

1 (t1!2)]E [Xtr

2 (t2!1)] (1 + �1!2 + �2!1)
(18)

where,

�

t1!2 , Pr(X1 > t1!2)(� + E [min(Xrs

1 (t1!2), X2)])
E [Xtr

1 (t1!2)]
(19)

�

t2!1 , Pr(X2 > t2!1)(� + E [min(X1, X
rs

2 (t2!1)])
E [Xtr

2 (t2!1)]
,

(20)

and X

tr

i

(⌧) = min(X
i

, ⌧), the truncated part of X

i

, and
X

rs

i

(⌧) = (X
i

|(X
i

> ⌧) � ⌧), the residual service time after
⌧ seconds of service.

If t1!2 = 0 or t2!1 = 0,

R

n,p,r

(t) =
1

� + E [min(X1, X2)]
. (21)

The proof is given in the Appendix. In Corollary 3 below
we give the throughput expression for the special case where
t1!2 set to infinity.

Corollary 3. The throughput R

n,p,r

(t = [1, t2!1]) of
the two-server pause-and-replicate system with Y = 1 is

R

n,p,r

(t2!1) =
E
⇥
X

tr

2

⇤

E [Xac

2 ]

✓
1

E [X1]

◆
+

1
E [Xac

2 ]
(22)

where, E
⇥
X

tr

2

⇤
= min(X2, t2!1), is the truncated part of

X2, and E [Xac

2 ] is the e↵ective service time of server 2,

E [Xac

2 ] = E
⇥
X

tr

2

⇤
+ Pr(X2 > t2!1)(� + E [min(X1, X

rs

2 ]),
(23)

where X

rs

2 = (X2|(X2 > t2!1) � t2!1), the residual service
time after time t2!1 of service.

Here is an intuitive explanation of the throughput in (22).
Since server 2 is never paused, its throughput of server 2
is 1/E [Xac

2 ], where E [Xac

2 ] accounts for the reduction in
service time due to replication of tasks. For server 1, the
throughput is ⇣/E [X1], where ⇣ = E

⇥
X

tr

2

⇤
/E [Xac

2 ], the
fraction of time server 1 is not paused.

To find the optimal AdaRep policy in the pause-and-
replicate framework, we find t that maximizes the through-
put in Theorem 3. Lemma 1 below shows that for two
servers, R

n,p,r

(t⇤) is in fact the service capacity R

⇤
n,p,r

.

Lemma 1. For K = 2 servers with Y = 1, there is no loss
of generality in focusing on AdaRep policies to find the opti-
mal throughput R

⇤
n,p,r

in the pause-and-replicate framework.
That is, R

⇤
n,p,r

= maxt R

n,p,r

(t).

Figure 8. Illustration of the upper bound on R

⇤
n,r

, along
with the throughputs of di↵erent replication policies. The
service distributions are as defined in Example 1 with p vary-
ing along the x-axis.

The proof is given in the Appendix. For the service distri-
butions in Example 1, [t⇤

1!2, t
⇤
2!1] = [1, 1]. Thus, if a task

does not finish in 1 seconds on server 2, the optimal AdaRep
policy launches a replica on server 1 by pausing its ongoing
task. The upper bound obtained by substituting t

⇤
2!1 = 1

in (22) is shown in Fig. 8.

5.3 Choosing AdaRep Replication Thresholds
We propose using the optimal t⇤ that maximizes R

n,p,r

(t)
as the replication threshold vector for the AdaRep policy in
the original system. This policy tries to emulate the optimal
pause-and-replicate policy, under the limitation that it can-
not pause ongoing tasks. In Fig. 8 we plot the throughput
of AdaRep(t⇤ = [1, 1]), alongwise the upper bound. For
this example, AdaRep(t⇤) matches the solution of the MDP
and thus it is indeed throughput-optimal. In general, we
conjecture that it will give close-to-optimal throughput.

6. CONCLUDING REMARKS
Task replication is generally thought to add load to the

system and reduce its service capacity. Recent works show
that task replication can in fact boost the throughput of
server cluster. This paper is the first attempt to find the
service capacity of a multi-server system with task replica-
tion. It demonstrates how replication can not only cope with
service variability, but also make more e�cient use of com-
puting resources. The search for the throughput-optimal
policy involves solving an MDP, which can be hard in gen-
eral. We propose two replication policies: MaxRate and
AdaRep that adaptively launch replicas of tasks. To quan-
tify their gap from optimality we also obtain an upper bound
on the service capacity.

There are many interesting directions that are open for fu-
ture research. Generalizations of our analysis include consid-
ering more actions such as killing and relaunching replicas,
and extending the upper bound to K > 2 servers. We also
want to better understand how the MaxRate and AdaRep
policies for a large number of servers. Heavy-tra�c and
mean-field analysis of systems with replication is also largely
open, with only a few recent works [12] on it.



In practical systems, the service times X and task size
variability Y may not be known, or may change over time.
Multi-arm bandit strategies can be used to simultaneously
learn the service distribution, and use it to schedule replicas.

Instead of replication, a task could be divided into k sub-
tasks and coded into n sub-tasks such that completion of any
k sub-tasks is su�cient to complete the task. While some
bounds on the mean response time of such systems have
been derived [5,13,14], finding the service capacity remains
an open problem.
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APPENDIX
Proof of Claim 1. Consider a non-work-conserving pol-

icy ⇡

nwc

which results in task departure times T1(⇡nwc

) 
· · ·  T

n

(⇡
nwc

). Construct a work-conserving ⇡

wc

that fol-
lows all the actions of ⇡

nwc

, except the idling of servers. For
example, consider a set of r � 1 servers that become idle at
times h1, h2, . . . , hr

respectively. If ⇡

nwc

launches replicas of
a task i on these servers at times h1 +✏1, h2 +✏2, . . . , hr

+✏

r

,
where ✏

j

� 0 are the idle times, then ⇡

wc

starts the replicas
at times h1, h2, . . . , hr

instead.
We use induction to prove that T

i

(⇡
nwc

) � T

i

(⇡
wc

) for all
1  i  n. In both policies, all servers are available for task
assignment at time 0. The departure time of the first task
is

T1(⇡nwc

) = Y · min(X1 + ✏1, X2 + ✏2, . . . Xr

+ ✏

r

) (24)

� Y · min(X1, X2, . . . Xr

) (25)

= T1(⇡wc

). (26)

This is the induction base case. For the induction hypoth-
esis, assume that for all i  n � 1, T

i

(⇡
nwc

) � T

i

(⇡
wc

).
We now prove that T

n

(⇡
nwc

) � T

n

(⇡
wc

). Suppose ⇡

nwc

assigns task n to r � 1 servers. The times h1, h2, . . . , hr

when these servers become idle belong to the set of times
{0, T1(⇡nwc

), . . . T
n�1(⇡nwc

)}, the departure times of previ-
ous tasks. By the induction hypothesis, with ⇡

wc

the servers
become idle earlier at times g1, g2, . . . , gr where g

j

 h

j

for
all 1  j  r. Thus,

T

n

(⇡
nwc

) = Y · min(X1 + h1 + ✏1, X2 + h2 + ✏2, . . . ,

X

r

+ h

r

+ ✏

r

) (27)

� Y · min(X1 + h1, X2 + h2, . . . Xr

+ h

r

) (28)

� Y · min(X1 + g1, X2 + g2, . . . Xr

+ g

r

) (29)

= T

i+1(⇡wc

) (30)

Thus, by induction, T

n

(⇡
nwc

) � T

n

(⇡
wc

) for any n 2 N .
By (1), we have R(⇡

nwc

) < R(⇡
wc

). Thus, the throughput-
optimal policy has to be work-conserving.

Proof of Theorem 1. Incoming tasks are replicated at
any one super-server, and the replicas are canceled as soon
as one copy is served. Thus, the total time spent by each
server in super-server S

j

on a task is Y min
l2Sj X

l

+�. The
throughput of that super-server is

RSj =
1

E [Y ]E
⇥
min

l2Sj X

l

⇤
+ �

. (31)

The overall throughput is the sum of the throughputs of the
super-servers S1,S2, . . . ,Sh

, and is given by (31).

Proof of Theorem 2. Let the number of servers in server
i

0
s group be denoted by r

i

. For example if K = 5 are di-
vided into two groups of 3 and 2, then r1 = r2 = r3 = 3
and r4 = r5 = 2. The throughput of a group with r

i

servers
is 1/(E [Y ]E [X1:ri ] + �). If we normalize by the number of
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Figure 9. Illustration of di↵erent types of intervals used to
evaluate the throughput in Theorem 3. Tasks d and f are
paused to launch the replicas of e and g respectively, and
they are resumed when the replicas are served or canceled.

servers, the throughput per server is 1/r

i

(E [Y ]E [X1:ri ] +
�). Summing this over all servers we have,

R

UpFr

=
KX

i=1

1
r

i

(E [Y ]E [X1:ri ] + �)
(32)


KX

i=1

1
r

⇤(E [Y ]E [X1:r⇤ ] + �)
(33)

=
K

r

⇤(E [Y ]E [X1:r⇤ ] + �)
(34)

If r

⇤ divides K, then by Theorem 1, the policy that divides
servers into groups of r

⇤ servers each gives throughput

R

UpFr

=
K

r(E [Y ]E [X1:r⇤ + �])
, (35)

which achieves equality in (34). Thus it is the optimal policy
when r

⇤ divides K.

Proof of Theorem 3. When t1!2 = 0 or t2!1 = 0,
all tasks are replicated at both servers. Thus by Theorem 1
we get (21).

Now consider the case where t1!2 > 0 and t2!1 > 0.
Time can be divided into three types of intervals as illus-
trated in Fig. 9. In Type 0 intervals, no tasks are replicated.
In a Type 1 interval, both servers are serving a task that was
originally launched on server 1. As soon as any one copy fin-
ishes, its replica is canceled. Then server 2 can resume its
paused task, and we go back to a Type 0 interval. Similarly,
in a Type 2 interval, both servers are serving a task that
was originally run on server 2.

One task departs the system at the end of each Type 1 or
Type 2 interval. Consider that this departure time is shifted
to the end of the Type 0 preceding this Type 1 or Type
2 interval. This shift does not a↵ect the overall through-
put. Further, we rearrange the intervals to concatenate all
Type 0 intervals together at the beginning of the time hori-
zon, followed by all Type 1 and Type 2 intervals. Now the
concatenated Type 0 interval can be viewed as a system of
two servers running tasks according to the no replication
policy, with service times X

tr

1 (t1!2) = min(X1, t1!2) and
X

tr

2 (t2!1) = min(X2, t2!1), which are truncated versions of
the original service times. Thus the rate of task completion
in the concatenated Type 0 interval is

R0 =
1

E [Xtr

1 (t1!2)]
+

1
E [Xtr

2 (t2!1)]
. (36)

Since all task departures are shifted to the end of Type 0
intervals, the rate of task completion in Type 1 and Type 2
intervals is zero, that is, R1 = R2 = 0. The overall through-
put can be expressed as

R

n,p,r

= µ0R0 + µ1R1 + µ2R2 (37)

= µ0R0, (38)

where R

i

is the rate of task completion in concatenated
interval of Type i. The weight µ

i

is the fraction of total time
spent in a Type i interval. The ratios µ1/µ0 and µ2/µ0 can
be expressed in terms of t1!2 and t2!1 as follows.

µ1

µ0
=

Pr(X1 > t1!2)(� + E [min(Xrs

1 (t1!2), X2)])
E [Xtr

1 (t1!2)]
(39)

µ2

µ0
=

Pr(X2 > t2!1)(� + E [min(X1, X
rs

2 (t2!1)])
E [Xtr

2 (t2!1)]
(40)

Every task originally run on server 1 spends E
⇥
X

tr

1 (t1!2)
⇤

expected time in a Type 0 interval, and Pr(X1 > t1!2)(�+
E [min(Xrs

1 (t1!2), X2)]) expected time in a Type 1 interval.
Thus, the ratio µ1/µ0 is given by (39). Similarly we get
(40).

Using (39) and (40) along with the fact that µ0+µ1+µ2 =
1, we can solve for µ

i

. Substituting µ0 in (38), we get the
result in (22).

Proof of Lemma 1. At any time instant the scheduler
has two elapsed times available to it. AdaRep policies only
consider the elapsed time of the task to be replicated, and
not that of the task that is paused. For any scheduling
policy, the time horizon can be divided into three types of
intervals as shown Fig. 9. Consider that the departures at
the end of Type 1 and 2 are shifted to the end of the preced-
ing Type 0 intervals. From the throughput analysis in the
proof of Theorem 3 we can see that the rate of task comple-
tion in the concatenated Type 0 interval, and the fraction
of time µ0 only depend on the elapsed times t1!2 and t2!1.
Thus, considering the elapsed times of the task to be paused
does not improve the throughput.

AdaRep policies replicate a task run on server 1 (or server
2) after a fixed elapsed time t1!2 (or respectively t2!1).
Instead of fixed t, the replication thresholds could be cho-
sen randomly such that the threshold vector t

(i) for some
i 2 [1, 2, . . . I] is chosen with probability Pr(t = t

(i)). The
overall throughput can be expressed as a linear combination
of rates of task completion in each of these interval types,

R

n,p,r

=
IX

i=0

Pr(t = t

(i))R
n,p,r

(t(i)) (41)


IX

i=0

Pr(t = t

(i)) max
t

R

n,p,r

(t) (42)

= max
t

R

n,p,r

(t) (43)

where Pr(t = t

(i)) is the fraction of time spent in the Type
i interval. The throughput of the best fixed threshold policy
upper bounds each term in (41).
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ABSTRACT

We consider the problem of detecting link loss anomalies
from end-to-end measurements using network tomography.
Network tomography provides an alternative to traditional
means of network monitoring by inferring link-level perfor-
mance characteristics from end-to-end measurements. Ex-
isting network tomography solutions, however, insist on char-
acterizing the performance of all the links, which introduces
unnecessary delays for anomaly detection due to the need
of collecting all the measurements at a central location.
We address this problem by developing a distributed detec-
tion scheme that integrates detection into the measurement
fusion process by testing anomalies at the level of mini-
mal identifiable link sequences (MILSs). We develop effi-
cient methods to configure the proposed detection scheme
such that its false alarm probability satisfies a given bound.
Meanwhile, we provide analytical bounds on the detection
probability and the detection delay. We then extend our so-
lution to further improve the detection performance by de-
signing the probing and fusion process. Our evaluations on
real topologies verify that the proposed scheme significantly
outperforms both centralized detection based on link param-
eters inferred by traditional network tomography and dis-
tributed detection based on raw end-to-end measurements.

Keywords

Anomaly detection; network tomography; distributed detec-
tion; minimal identifiable link sequence.

1. INTRODUCTION
Reliable monitoring of internal network performance (e.g.,

link delays and loss rates) is crucial to effective network man-
agement. The traditional approach of obtaining such infor-
mation relies on directly collecting performance statistics
at internal nodes (routers/switches) using their monitoring
functionalities, which has a critical drawback that it requires
both global access to the internal nodes and global support
of the monitoring functionalities. This drawback has lim-
ited its applicability in networks that are either adminis-
tratively or functionally heterogeneous (e.g., the Internet,
coalition networks, and hybrid networks). In such networks,
network tomography [32] provides an attractive alternative
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that infers link-level performance from end-to-end perfor-
mance measured between special nodes known as monitors.
Compared with the traditional approach, network tomogra-
phy has the advantage that it only requires local access and
support at the endpoints of measurement paths (i.e., mon-
itors). Moreover, whenever possible, network tomography
can reduce the measurement overhead by leveraging passive
measurements from data traffic on the measurement paths.

Network tomography has received considerable attention
in the past decade [8, 4]. Existing works have focused on the
estimation problem, which aims at characterizing the perfor-
mance of individual links. In practice, however, the network
administrator may only be interested in detecting the pres-
ence of abnormal links. This is the case, for example, when
a client monitors its service provider (or a service provider
monitors its peers) for service level agreement (SLA) viola-
tions. Although one can detect link anomalies from link-
level performance characteristics, such detailed information
is usually unnecessary, as finding anomaly on one path is
sufficient for detecting anomaly, while estimating link per-
formance characteristics typically requires measurements on
a much larger set of paths. This difference makes it possible
to perform anomaly detection more efficiently than solving
a typical network tomography problem.
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Figure 1: Success probabilities on links l1, l2, l3 are
0.85, 1, 1; per-link threshold is 0.9.

We consider link loss anomaly as a concrete example.
Given end-to-end binary measurements (losses/successes)
on a set of paths diverse enough to identify all the link
success probabilities, we want to detect the presence of ab-
normal links whose success probabilities are below a given
threshold. This problem has broad applications in detecting
congestions, transient routing loops, and traffic throttling.
Although one can perform anomaly detection on end-to-end
measurements, such detection will have limited “resolution”
in the sense that it can only detect path anomalies, and
is ineffective if an abnormal link does not cause any path
anomaly after being mixed with normal links. For example,
although link l1 in Fig. 1 is abnormal, none of the paths has
an abnormal success probability with respect to the thresh-
old of 0.92 = 0.81. Using network tomography, however, we
can detect the anomaly by inferring the link success prob-



abilities from the path success probabilities estimated from
sufficiently many measurements.
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Figure 2: Process of link anomaly detection.

Inferring the link success probabilities requires all the end-
to-end measurements to be available at a single location. As
illustrated in Fig. 2, we divide the entire detection process
into two phases: (a) probing phase, where monitors send
probes along probing paths to measure their end-to-end suc-
cess probabilities, and (b) fusion phase, where the (statistics
of) end-to-end measurements are fused at a central location,
referred to as the monitoring center, for processing. Given
measurements generated by the probing phase, our goal is to
detect link anomalies with the best accuracy and efficiency.
We measure the accuracy by the detection probability, de-
fined as the probability of detecting anomaly when there is
at least one abnormal link, and the false alarm probability,
defined as the probability of detecting anomaly when there
is no abnormal link. We measure the efficiency by the detec-
tion delay, defined as the time between the end of probing
and the instant a decision (anomaly/no anomaly) is made.
At one extreme, path-based detection can be performed on
raw measurements by the monitors serving as probing des-
tinations, with a small detection delay but a low accuracy
(see the example in Fig. 1); at the other extreme, link-based
detection can be performed on inferred link success prob-
abilities by the monitoring center after fusing all the mea-
surements, with a high accuracy but a large detection delay.
In this work, we aim to combine the strengths of the two
via a distributed detection scheme, which strives to detect
anomaly as soon as possible based on partial views of link
performance obtained by partial network tomography.

1.1 Related Work
First introduced by Vardi [32], network tomography is a

family of network monitoring techniques that infer network
characteristics from indirect measurements [4], with three
canonical applications: network performance tomography,
network topology tomography, and traffic matrix tomography
[8]. What we leverage in this paper is network performance
tomography, which aims at inferring link performance char-
acteristics from end-to-end measurements.

Early works on network tomography focus on best-effort
solutions that aim at extracting the most information from
given measurements through estimator design; see [8, 4] and
references therein. Due to evidence that end-to-end mea-
surements are frequently insufficient for identifying all the
link characteristics [16, 27, 6, 35, 5], later works turn the fo-
cus to the design of measurements that guarantee identifia-
bility [14, 20, 21, 22, 1, 7, 24, 23]. For stochastic link metrics,
further studies have been performed to minimize estimation
error by optimizing the allocation of probes among probing
paths/trees according to the principles of optimal experi-
ment design [33, 15, 17]. Existing works, however, have
only focused on the estimation problem. To our knowledge,
this is the first work that rigorously studies the detection

problem in the context of network tomography.
An existing problem closely related to our problem of link

anomaly detection is Boolean network tomography, where
links are associated with binary states (e.g., normal/failed),
and the goal is to infer link states from binary end-to-end
measurements. Early works assume that at most a single
link may fail [2, 18]. In practice, however, multiple links can
fail simultaneously [25]. To handle the uncertainty in failure
locations, heuristic or Bayesian approaches have been pro-
posed to find the most likely set of failed links [9, 10, 19,
34, 26]. Alternatively, designed measurements can be used
to guarantee unique failure localization [1, 7, 24, 23]. Our
problem also associates a binary state (normal/abnormal)
with each link; however, we are only interested in detect-
ing the presence of at least one abnormal link rather than
inferring the states of all the links.

1.2 Summary of Contributions
Our main contributions are five-fold:
1) We develop a distributed detection scheme that inte-

grates anomaly detection into the measurement fusion pro-
cess by testing anomalies at the level of minimal identifiable
link sequences (MILSs) (see Section 4.1).

2) We show that in contrast to path-based detection which
always has a uniformly most powerful (UMP) detector, MILS-
based detection generally does not have a UMP detector.
Thus, we propose a heuristic detector based on the maxi-
mum likelihood estimator (MLE) of MILS success probabil-
ity.

3) We develop efficient methods to configure the proposed
detection scheme to satisfy any given false alarm bound. We
also give analytical bounds on the detection probability and
the expected detection delay.

4) We further study the design of the probing and fusion
process. Specifically, we give a polynomial-time algorithm to
jointly select the probing paths, their orientations, and the
monitoring center to identify all the links while minimizing
the maximum fusion path length.

5) We evaluate the proposed solution via extensive sim-
ulations based on real topologies. Our results show that
under the same false alarm constraint, the proposed detec-
tion scheme achieves a much higher detection probability
than distributed detection based on raw measurements and
a much smaller detection delay than centralized detection
based on inferred link parameters, and the proposed mea-
surement design further enhances these improvements.

The rest of the paper is organized as follows. Section 2
formulates the problem. Section 3 reviews preliminaries and
two baseline solutions. Section 4 presents the proposed so-
lution and its performance analysis. Section 5 discusses fur-
ther optimization. Section 6 evaluates the proposed solution
against the baselines. Section 7 discusses how to apply our
solution when not all the links are identifiable. Section 8
concludes the paper. All the proofs are in the appendix.

2. PROBLEM FORMULATION

2.1 Network Model
Wemodel the network as an undirected graph G = (N, L),

where N is the set of nodes and L the set of links. Each link
l ∈ L is associated with an unknown parameter θl ∈ (0, 1],
which denotes the success probability (complement of loss



probability) for transmissions over l. Let θ := (θl)l∈L. We
assume that losses are i.i.d. for different transmissions on
the same link and independent across links.

A subset of nodes Z ⊆ N are monitors. Monitors actively
participate in probing, fusion, and decision making, while
non-monitors only forward packets according to the under-
lying routing mechanism. The monitors measure the success
probabilities of a set of paths P by sending probes, where
each p ∈ P is a path starting/ending at monitors that con-
forms to the underlying routing mechanism. Suppose that
n probes are sent on each path p ∈ P , giving measurements
xp := (xp,1, . . . , xp,n), where xp,i ∈ {0, 1} indicates whether
the i-th probe successfully traverses p. Let x := (xp)p∈P .
Under the independent loss assumption, the measurements
follow a conditional distribution

f(xp; θ) = α
!n

i=1
xp,i

p (1− αp)
n−

!n
i=1

xp,i , (1)

where αp :=
∏

l∈p θl is the success probability of path p.
After probing, the monitors receiving probes report the

measurements to a monitoring center r along fusion paths.
Without loss of generality, we assume r ∈ Z. Note that
a probing path is used to send probes, and a fusion path
is used to send measurements (obtained from probes). We
denote the union of the fusion paths by a tree T = (NT , LT )
rooted at r (NT ⊆ N , LT ⊆ L).

We consider in-band fusion. Assuming that each trans-
mission takes one slot, the per-hop fusion delay dv to suc-
cessfully report a measurement (statistic) from node v in T
to its parent along link lv is geometrically distributed with

Pr{dv = k} = (1− θlv )
k−1θlv , k ≥ 1. (2)

As is clear later, r only needs to fuse the empirical path suc-
cess probability α̂p := 1

n

∑n
i=1 xp,i for each p ∈ P . Let dv,p

denote the time after probing that α̂p is reported to node
v, i.e., sum of the per-hop fusion delays from the probing
destination of p to v, measured in slots (dv,p := ∞ if v is
not on the fusion path of α̂p).

2.2 Network Tomography
In our context, network tomography aims at estimating

link success probabilities θ from measurements of path suc-
cesses x. To achieve consistent estimation, network tomog-
raphy typically assumes that the probing paths span the
link space. Specifically, define a measurement matrix A =
(Ap,l)p∈P, l∈L, where Ap,l denotes the number of times path
p traverses link l. The above assumption means that A has
a full column rank, i.e., the rows of A (viewed as vector rep-
resentations of paths) have a rank of |L|. Since the log path
success probabilities are related to the log link success prob-
abilities through1 logα = A log θ, this assumption implies
that one can uniquely determine all the link success proba-
bilities θ from the (ground truth) path success probabilities
α via log θ = (ATA)−1AT logα. We will first present our
solution under the full rank assumption, and later discuss
how to apply our solution in the case of rank-deficient mea-
surement matrix (Section 7).

2.3 Main Problem: Link Anomaly Detection
Given a minimum acceptable link success probability τ ∈

(0, 1) and a maximum tolerable false alarm probability B ∈

1For a scalar function g(·) and a vector x, g(x) denotes
applying g(·) to each element of x.

(0, 1), we want to detect the presence of any abnormal link
(i.e., a link with success probability below τ ) as soon as
possible, with a false alarm probability of at most B.

Specifically, given measurements x on paths P that span
the link space, we want to test the binary hypotheses:

H0 : θl ≥ τ, ∀l ∈ L vs. H1 : θl < τ, ∃l ∈ L (3)

by a detection scheme δ(x) ∈ {0, 1} (indicating whether
H0 or H1 is detected) that minimizes the expected detec-
tion delay E[D(δ)|H1] subject to the false alarm constraint
PF (δ) ≤ B. HereD(δ) is the time from the end of probing to
the instant that a decision (H0 or H1) is made. Any monitor
(including the monitoring center) participating in fusion is
a possible decision maker, and D(δ) := maxp∈P ′ dv,p if the
decision is made by node v ∈ Z∩NT based on measurements
of paths P ′ ⊆ P . The false alarm probability PF (δ) is the
probability of detecting H1 while H0 is true.

Remark: The above problem is fundamentally different
from the classical network tomography problem of estimat-
ing the link parameters θ in that: (i) for a given link l, it
suffices to determine the comparison between θl and τ , and
(ii) for detecting H1, it suffices to detect θl < τ for one
link. These differences make it possible to design a detec-
tion scheme that is more efficient than first estimating θ and
then comparing the estimates against τ .

2.4 Example
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Figure 3: Sample network G and its fusion tree T .

Consider the example in Fig. 3, where paths p1, . . . , p5
are measured to detect if the success probability on any of
links l1, . . . , l5 is less than τ = 0.5. Suppose that l4 has a
success probability of θ4 = 0.4, and the other links are loss-
less. Then neither of the paths traversing l4 (i.e., p3, p4)
has an abnormal success probability, but using network to-
mography, we can detect the anomaly on l4 by estimating
θ4 using:

(log θ̂1, . . . , log θ̂5)
T = A−1(log α̂1, . . . , log α̂5)

T , (4)

where θ̂i is the estimated success probability of link li, α̂j
is the empirical success probability of path pj , and A is the
measurement matrix given by

A =

⎛

⎜

⎜

⎜

⎝

1 1 0 0 0
0 1 1 0 1
1 0 1 1 0
0 0 0 1 1
1 0 1 0 0

⎞

⎟

⎟

⎟

⎠

. (5)

However, we do not have to solve (4). Since θ4 = α3/α5,
node v4 can estimate θ4 and perform the detection using par-
tial measurements from paths p3 and p5, achieving a smaller
detection delay compared with the centralized solution of
first collecting all the measurements at the monitoring cen-
ter v1 and then performing the detection.



3. PRELIMINARIES AND BASELINES
We start by introducing some preliminaries from detection

theory and two baseline solutions.

3.1 Preliminaries: Optimal Detector
The optimal detector δ for testing binary hypotheses H0

vs. H1 under false alarm constraint β is the one that maxi-
mizes the detection probability PD(δ) := Pr{δ = 1|H1} sub-
ject to PF (δ) ≤ β (PF (δ) := Pr{δ = 1|H0}). For simple
hypotheses (e.g., H0 : θ = θ0 vs. H1 : θ = θ1), the optimal
detector always exists. However, for composite hypotheses
(e.g., H0 : θ ∈ Θ0 vs. H1 : θ ∈ Θ1), the optimal detec-
tor may not exist. Here, the optimal detector, called the
uniformly most powerful (UMP) detector, is a detector that
has the maximum Pr{δ = 1|θ} for any θ ∈ Θ1 subject to
supθ∈Θ0

Pr{δ = 1|θ} ≤ β.
If the hypotheses are one-sided, e.g., H0 : θ ≥ τ vs.

H1 : θ < τ , then the Karlin-Rubin theorem [3] gives a
sufficient condition for the existence of UMP as follows.
Given a likelihood function f(x; θ), if the likelihood ratio
L(x; θ′, θ) := f(x; θ′)/f(x; θ) is monotone increasing in
T (x) for any θ′ > θ, then the problem is said to have a
monotone likelihood ratio (MLR) in T (x), and the detector

δ(x) =

⎧

⎨

⎩

1 if T (x) < t,
γ if T (x) = t,
0 if T (x) > t,

(6)

where t and γ are set to satisfy E[δ(x)|θ = τ ] = β, is
the UMP detector under false alarm constraint β. Here,
δ(x) = γ (γ ∈ [0, 1]) means “detecting H1 with probability
γ”. Specifically, the parameters are set by: t = max{k :
Pr{T (x) < k|θ = τ} ≤ β}, and γ = (β − Pr{T (x) < t|θ =
τ})/Pr{T (x) = t|θ = τ}.

3.2 Baseline: Path-based Detection
Suppose that we want to detect anomalies directly based

on end-to-end measurements. Given the measurements xp of
a |p|-hop path p, we cannot test the original hypotheses (3),
as they may imply the same distribution of xp. This is be-
cause αp ∈ [τ |p|, 1] under H0 and αp ∈ (0, τ ) under H1, with
[τ |p|, 1] ∩ (0, τ ) ̸= ∅ if |p| > 1. To ensure that the hypothe-
ses are distinguishable by the measurements, i.e., implying
different distributions of the measurements, we modify the
hypotheses as

H0 : αp ≥ τ |p| vs. H1 : αp < τ |p|, (7)

since τ |p| is the minimum success probability of p without
any anomaly. Note that modifying the hypotheses is just
one step in solving (3), and the detector derived from the
modified hypotheses still needs to be evaluated on the orig-
inal hypotheses (3).

This problem has an MLR in
∑n

i=1 xp,i, as for any α′
p >

αp, the likelihood ratio L(xp; α
′
p,αp) equals

L(xp; α
′
p,αp) =

α′
!n

i=1
xp,i

p (1− α′
p)

n−
!n

i=1
xp,i

α
!

n
i=1

xp,i
p (1− αp)n−

!
n
i=1

xp,i

=

(

α′
p(1− αp)

αp(1− α′
p)

)

!n
i=1

xp,i

·

(

1− α′
p

1− αp

)n

,

which is monotone increasing in
∑n

i=1 xp,i. Therefore, by
the Karlin-Rubin theorem [3], the UMP detector exists and

equals:

δp(xp) =

⎧

⎨

⎩

1 if
∑n

i=1 xp,i < t,
γ if

∑n
i=1 xp,i = t,

0 if
∑n

i=1 xp,i > t,
(8)

where the parameters t and γ are set to meet a given (per-
path) false alarm probability β. Specifically, since condi-
tioned on αp = τ |p|,

∑n
i=1 xp,i is a binomial random vari-

able with parameters (n, τ |p|) (i.e., n trials with success
probability τ |p|), t = max{k : Pr{

∑n
i=1 xp,i < k|αp =

τ |p|} ≤ β} can be calculated numerically by finding the
maximum k ∈ {0, 1, . . . , n} such that FB(k−1; n, τ |p|) ≤ β,
where FB(k− 1; n, τ |p|) is the cumulative distribution func-
tion (CDF) of the binomial distribution with parameters
(n, τ |p|) at k − 1. Then γ = (β − Pr{

∑n
i=1 xp,i < t|αp =

τ |p|})/Pr{
∑n

i=1 xp,i = t|αp = τ |p|}, where Pr{
∑n

i=1 xp,i <

t|αp = τ |p|} = FB(t−1; n, τ |p|), and Pr{
∑n

i=1 xp,i = t|αp =

τ |p|} =
(

n
t

)

τ t|p|(1− τ |p|)n−t. The detector (8) is optimal for
(7) in the sense that among all the detectors with false alarm
probabilities bounded by β, it has the maximum probability
of correctly detecting any αp < τ |p|.

Remark: This solution has the advantage that it can be
implemented in a distributed manner, as the detector for
each path p only needs the measurements on p. However, it
has poor accuracy in cases where the mixing with good links
makes a bad link undetectable, i.e., ∃l′ ∈ p with θl′ < τ , but
αp =

∏

l∈p θl ≥ τ |p| (e.g., p3 and p4 in Section 2.4).

3.3 Baseline: Link-based Detection
Alternatively, we can first estimate link parameters by

network tomography and then perform detection based on
the estimates. Given the estimated link success probabili-
ties log θ̂ = (ATA)−1AT log α̂, where α̂ := (α̂p)p∈P (α̂p :=
1
n

∑n
i=1 xp,i) is the vector of empirical path success proba-

bilities, the problem is to test the hypotheses

H0 : θl ≥ τ vs. H1 : θl < τ (9)

for each link l ∈ L.
In contrast to path-based detection, the UMP for (9) does

not exist in general (see Section 4.2.2)2 . Nevertheless, we
can test

δl(x) =

⎧

⎨

⎩

1 if log θ̂l < t,
γ if log θ̂l = t,
0 if log θ̂l > t,

(10)

where the parameters t and γ are set to meet a given (per-
link) false alarm probability β. Denote (ATA)−1AT by
C = (Cl,p)l∈L,p∈P . Then log θ̂l =

∑

p∈P Cl,p log α̂p. Fol-
lowing the parameter setting in (6), we have: t = max{k :
Pr{log θ̂l < k|θ = 1|L|τ} ≤ β}, and γ = (β − Pr{log θ̂l <

t|θ = 1|L|τ})/Pr{log θ̂l = t|θ = 1|L|τ}, where 1|L| is an
|L|-dimensional column vector of 1’s, and θ = 1|L|τ means
that θl = τ for all l ∈ L. Although both parameters depend
on the distribution of

∑

p∈P Cl,p log α̂p, which is difficult to
compute for large |P |, we will provide an easier method to
set the parameters later (see Section 4.2.5).

Remark: This solution has the advantage that it can ac-
curately detect link anomalies for sufficiently large n. How-

2Note that each link (if identifiable) is a special MILS by
the definition in Section 4.1.



ever, it incurs a large detection delay due to the need of first
collecting all the empirical path success probabilities at the
monitoring center. As shown in Section 2.4, it is possible to
reduce the delay without sacrificing accuracy via distributed
detection at intermediate nodes.

4. DISTRIBUTED DETECTION BASED ON
PARTIAL NETWORK TOMOGRAPHY

Limitations of the solutions discussed in Sections 3.2-3.3
motivate us to explore alternatives with a better tradeoff
between accuracy and delay. To this end, we propose to
perform distributed detection based on partial network to-
mography.

To ease the presentation, we introduce the following no-
tations: Pv ⊆ P is the set of paths whose measurements
will be available at v, xv := (xp)p∈Pv are the measurements
of Pv , Av is the sub-measurement matrix consisting of rows
corresponding to paths in Pv , and αv := (αp)p∈Pv is the
vector of success probabilities of paths in Pv.

4.1 Minimal Identifiable Link Sequence (MILS)
After a monitor v ∈ NT receives measurements xv of paths

Pv, it tries to estimate the success probabilities of the links
involved in Pv to detect any link anomaly. The challenge
is that when Pv ⊂ P , the success probabilities of Pv may
not uniquely determine the success probabilities of all the
involved links.

To address this challenge, we leverage the concept of min-
imal identifiable link sequence (MILS) [35]. A MILS is a
consecutive link sequence of minimal length whose parame-
ter is identifiable (i.e., uniquely determinable) from the path
parameters. In our case, each MILS s at node v is a minimal
subpath of some p ∈ Pv such that its success probability ζs
is identifiable from αv. For example, node v4 in Fig. 3 will
receive measurements on paths p2, . . . , p5. It has four MILSs
as shown in Fig. 4, where li + lj denotes the concatenation
of links li and lj . We have log ζl1+l3 = logα5, log ζl2+l3 =
logα2 + logα3 − logα4 − logα5, log ζl4 = logα3 − logα5,
and log ζl5 = logα4 − logα3 + logα5. It can also be verified
that no subsequence of these MILSs is identifiable.
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Figure 4: MILSs at node v4 in Fig. 3.

Given a set of paths Pv, we can compute all the MILSs
identifiable from these paths using a polynomial-time algo-
rithm Seek MILS in [35]. These MILSs represent the highest
“resolution” at which node v can infer link parameters.

Another nice property of MILSs is that they capture all
the information in the paths in the following sense.

Lemma 4.1. Let Mv be the set of all the MILSs identifiable
from paths Pv. Then the path success probabilities αv are
uniquely determined by the MILS success probabilities ζv :=
(ζs)s∈Mv .

4.2 MILS-based Detection

Since the MILS success probabilities are the most detailed
information an intermediate node can infer about the per-
formance of links, we perform anomaly detection at the level
of MILSs. In the sequel, we will develop a concrete detection
scheme and analyze its performance.

4.2.1 MILS-based Testing Statistic
The foundation of MILS-based detection is the calculation

of (empirical) MILS success probabilities. Given a MILS s ∈
Mv, we know by definition that its log success probability
log ζs equals a linear combination of {logαp}p∈Pv , but it
remains to compute the linear coefficients.

Let s := (sl)l∈L be the (column) vector representation of
MILS s, where sl ∈ {0, 1} indicates whether link l is con-
tained in s. Without loss of generality, we assume that the
sub-measurement matrix Av has a full row rank (otherwise,
we can find a basis of its rows and consider the submatrix
formed by this basis). We can compute the (thin) QR de-
composition AT

v = QvRv [13], where Qv is an |L| × |Pv|
matrix with unit-length orthogonal columns, and Rv is a
|Pv | × |Pv | invertible upper-triangular matrix. We have
two key observations: (i) since s falls into the row space
of Av (by the definition of MILS), sT = sTQvQT

v ; (ii) since
Av log θ = RT

v Q
T
v log θ = logαv, Q

T
v log θ = R−T

v logαv.
Therefore,

log ζs = sT log θ = sTQvQ
T
v log θ = sTQvR

−T
v logαv. (11)

Based on (11), we can estimate ζs, or equivalently log ζs.
One estimator of particular interest is the maximum likeli-
hood estimator (MLE), which estimates ζs by the value that
maximizes the likelihood of given measurements. This esti-
mator is “optimal” in many senses, e.g., being the only can-
didate for efficient estimator (i.e., unbiased and achieving
the Cramér-Rao bound) at finite sample sizes and asymp-
totically efficient at large sample sizes [31]. The following
lemma states that the empirical version of (11) is actually
the MLE of log ζs.

Lemma 4.2. Given the empirical path success probabilities
α̂v, the MLE log ζ̂s of the log success probability of MILS s
is given by (where s, Qv , and Rv are defined as in (11))

log ζ̂s = sTQvR
−T
v log α̂v. (12)

Later, we will develop a detector that uses log ζ̂s as the
testing statistic (see Section 4.2.3).

4.2.2 Nonexistence of Optimal MILS Detector
Given the measurements xv, node v cannot directly test

the hypotheses (3) for the same reason as in Section 3.2.
Since for each MILS s ∈ Mv, τ

|s| is the minimum success
probability of s without any anomaly (|s|: number of links
in s), we modify the hypotheses as

H0 : ζs ≥ τ |s| vs. H1 : ζs < τ |s|. (13)

As in Section 3.2, the modification is part of our solution,
and the detector derived from the modified hypotheses will
still be evaluated on the hypotheses in (3).

Although this problem appears similar to (7), there is a
critical difference that the successes/losses on MILSs are not
directly observable in general. As shown below, this differ-
ence makes the MILS-based detection more difficult.

Theorem 4.3. Generally, the UMP detector for (13) does
not exist.



Algorithm 1 Distributed Detection Scheme

1: for slot t = 0, 1, 2, . . . do
2: for each node v ∈ NT ∩ Z do
3: for each MILS s ∈ Mv such that all the statistics

in {α̂p}p∈Ps are received by v at the beginning of
slot t do

4: v tests s by the detector in (14)
5: if the detector returns 1 then
6: notify the network administrator of decisionH1

and stop
7: if all the statistics in {α̂p}p∈P have been received by

the monitoring center r then
8: notify the network administrator of decision H0 and

stop

4.2.3 Heuristic MILS Detector
The lack of a (uniformly) optimal detector motivates the

search of heuristic detectors with good performance. Given
an estimator (12) of MILS success probability, a natural
heuristic is to compare the estimated parameter with a thresh-
old, i.e., we test (13) by

δs(xv) =

⎧

⎨

⎩

1 if log ζ̂s(xv) < t,
γ if log ζ̂s(xv) = t,
0 if log ζ̂s(xv) > t,

(14)

where log ζ̂s(xv) is the estimated log success probability of
MILS s given by (12), based on empirical path success prob-
abilities α̂v computed from measurements xv.

Given a maximum false alarm probability β, we can set
t and γ to satisfy β while maximizing the probability of
correctly detecting H1 by:

t = max{k : Pr{log ζ̂s(xv) < k|θ = 1|L|τ} ≤ β}, (15)

γ =
β − Pr{log ζ̂s(xv) < t|θ = 1|L|τ}

Pr{log ζ̂s(xv) = t|θ = 1|L|τ}
, (16)

where θ = 1|L|τ means θl = τ for all l ∈ L as in Section 3.3.

4.2.4 Overall Detection Scheme
Based on the detector in (14), we propose a distributed

detection scheme shown in Algorithm 1. Let Ps ⊆ P denote
the subset of paths required to identify a MILS s, i.e., the
paths that correspond to non-zero coefficients in sTQvR−T

v

in (12). Under this scheme, every monitor v participating in
fusion independently tests each of the MILSs in Mv by (14)
as the required path statistics become available (line 4). If
any test returns 1, then the overall decision is H1 (line 6).
Otherwise, if the fusion has completed, then the overall de-
cision is H0 (line 8).

Under this scheme, different local decisions for a given
MILS s have asymmetric impacts on the global decision:
δs(xv) = 1 immediately triggers a global alarm, while δs(xv) =
0 has no effect. This is due to the asymmetry in the hypothe-
ses (3), where the network is considered abnormal if and
only if any link is abnormal. The absence of anomaly in the
measurements available at a given node does not preclude
the presence of anomaly elsewhere, and hence the detection
procedure should continue if δs(xv) = 0.

Remark: A few remarks are in order regarding this scheme:
• It suffices for nodes to report the empirical path success
probabilities, as the detector (14) only depends on α̂v.
• The detection procedure is concurrent with but orthog-

onal to the fusion procedure. Upon detecting an anomaly
on a MILS, the network administrator may stop the fusion,
continue it, or take other actions as needed (e.g., confirming
the detection by sending more probes).

4.2.5 Parameter Setting
To apply the detection scheme in Algorithm 1, two prob-

lems must be resolved: (i) how to configure parameters (t
and γ) of the detector in (14), and (ii) how to specify the
per-detector false alarm probability β to ensure an accept-
able overall false alarm probability. We now address these
problems. In the sequel, we will simplify ζ̂s(xv) into ζ̂s.

Setting Detection Threshold: We note that it is dif-
ficult to directly compute t and γ according to (15, 16).
Specifically, let cs := (cs,p)p∈Pv = sTQvR

−T
v . By (12),

log ζ̂s =
∑

p∈Pv
cs,p log α̂p. To compute (15), we need to

compute (all the probabilities are conditioned on θ = 1|L|τ )

Pr{log ζ̂s < k} = Pr{
∑

p∈Pv

cs,p log α̂p < k}

=
∑

α̂v∈Φ(cs, k)

∏

p∈Pv

fB(nα̂p; n, τ
|p|), (17)

where

Φ(cs, k):={(yp)p∈Pv∈{0,
1
n
, . . . , 1}|Pv |:

∑

p∈Pv

cs,p log yp<k}

is the set of empirical path success probabilities satisfying
log ζ̂s < k, and

∏

p∈Pv
fB(nα̂p; n, τ |p|) is the joint proba-

bility for these empirical path success probabilities to equal
α̂v (note that the empirical success probabilities on differ-
ent paths are independent). Here fB(m; n, q) :=

(n
m

)

qm(1−
q)n−m is the probability mass function (PMF) of the bino-
mial distribution with parameters (n, q) at m. Computing
(17) requires enumerating all the elements in Φ(cs, k), which
is highly complicated for large n and |Pv |. Similar arguments
will show the complexity of computing (16).

To address this challenge, we introduce two simplifica-
tions. First, we avoid computing (16) by simply setting
γ = 0. This is because for n ≫ 1, ζ̂s is nearly continuously
distributed, with Pr{log ζ̂s = t} ≈ 0 (for any t). Thus, we
can ignore this case by setting γ to zero without violating
the given false alarm constraint. Moreover, instead of com-
puting the exact value of Pr{log ζ̂s < k} as in (17), we bound
it as follows.

Lemma 4.4. Given a MILS s with log ζs =
∑

p∈Pv
cs,p logαp,

conditioned on θ = 1|L|τ , we have

Pr{log ζ̂s < k} ≤
∑

p∈Pv:cs,p>0

FB(⌈ne
k

|Pv |cs,p ⌉ − 1; n, τ |p|) (18)

for any k < 0, where FB(m; n, q) is the CDF of the binomial
distribution of parameters (n, q) at m.

By Lemma 4.4, we can set t to the largest k such that the
righthand side (RHS) of (18) is bounded by β. The result,
together with γ = 0, will guarantee that the false alarm
probability of the detector in (14) is bounded by β. Note
that requiring k < 0 does not lose generality, as it is required
to satisfy Pr{log ζ̂s < k} ≤ β for any β < 1.

Discussion: We note that the above method of setting the
detection threshold can be conservative, i.e., the computed



threshold can be much smaller than the targeted thresh-
old according to (15), resulting in a false alarm probability
that is much smaller than β. In this case, an alternative
is to directly use the empirical CDF of log ζ̂s to approx-
imate Pr{log ζ̂s < k}. Specifically, we can draw m sam-
ples of the empirical path success probabilities (α̂p,i)p∈Pv

(i = 1, . . . ,m), where each n · α̂p,i is binomially distributed
with parameters (n, τ |p|). Using these samples we can obtain
m realizations of log ζ̂s by log ζ̂s,i =

∑

p∈Pv
cs,p log α̂p,i for

i = 1, . . . ,m. We sort these realizations into increasing or-
der: log ζ̂(1)s ≤ . . . ≤ log ζ̂(m)

s . Then the 100β-th percentile3

of the empirical distribution of log ζ̂s, given by log ζ̂(⌊βm⌋+1)
s ,

gives an approximation of (15). It is easy to see that this
approximation becomes accurate as m→∞.

Setting False Alarm Bound: Given an overall false
alarm bound B, we need to translate this bound into a per-
MILS false alarm bound β for applying (14). Let M :=
⋃

v∈NT ∩Z Mv be the set of distinct MILSs that will be tested.
Let PF (M) denote the overall false alarm probability, and
PF (s) (s ∈ M) the false alarm probability for MILS s. We
have the following relationship between the two.

Lemma 4.5. We always have PF (M) ≤
∑

s∈M PF (s). More-
over, if cs,p ≥ 0 for all s ∈ M and p ∈ P , where log ζs =
∑

p∈P cs,p logαp, then PF (M) ≤ 1−
∏

s∈M (1− PF (s)).

By Lemma 4.5, we can set the per-MILS false alarm bound
by (assuming the same bound for all the MILSs)

β =

{

1− (1−B)
1

|M| if cs,p ≥ 0, ∀s ∈M, p ∈ P,
B/|M | o.w.

(19)

This setting makes the upper bound on PF (M) equal to B.
Remark: For |M | ≫ 1, the Taylor expansion shows that

1− (1−B)1/|M| = −log(1−B)/|M |+ o(1/|M |) ≥ B/|M |+
o(1/|M |), suggesting that 1− (1−B)1/|M| is a better choice
if the condition cs,p ≥ 0 (∀s ∈M and p ∈ P ) is satisfied.

4.2.6 Performance Analysis
We now analyze the performance of the detection scheme

proposed in Section 4.2.4 in terms of false alarm probability,
detection probability, and detection delay.

Regarding false alarm probability, the parameter setting
in Section 4.2.5 guarantees the following.

Theorem 4.6. If for each MILS s ∈ M , γ = 0 and t is set
to k such that (18) is bounded by the value of β given by
(19), then the false alarm probability of the overall detection
scheme in Algorithm 1 satisfies PF (M) ≤ B.

Regarding detection probability (i.e., the probability of
detecting H1 when there exists an anomalous link), we note
that the performance usually depends on the specific value
of link parameters θ. Let PD(M |θ) denote the overall de-
tection probability under θ (M : the set of all the tested
MILSs). We bound PD(M |θ) by analyzing its complement,
themiss probability for each MILS. Let PM (s|θ) := Pr{log ζ̂s ≥
ts|θ} denote the per-MILS miss probability for a MILS s,
i.e., the probability of not detecting anomaly on s using
the threshold ts under link parameters θ. We will need

3Precisely, the empirical probability of log ζ̂s < k is bounded
by β if and only if k ≤ log ζ̂(⌊βm⌋+1)

s . Thus, log ζ̂(⌊βm⌋+1)
s is

the solution to (15) based on the empirical distribution.

the following constants. Given a MILS s with log ζs =
∑

p∈P cs,p logαp, let Ps := {p ∈ P : cs,p ̸= 0} be the
set of paths used to identify s (as defined in Section 4.2.4),
αs := minp∈Ps αp be the minimum success probability for
these paths, cmin

s := minp∈Ps |cs,p| be the minimum abso-
lute coefficient, and cmax

s := maxp∈Ps |cs,p| be the maximum
absolute coefficient.

Lemma 4.7. If under link parameters θ, a MILS s satisfies
log ζs ≤ ts − ϵ for some ϵ > 0, then

PM (s|θ)≤|Ps| exp

⎡

⎢

⎣
−2nα2

s

⎛

⎝

exp
(

ϵ
cmax
s |Ps|

)

− 1

exp
(

ϵ
cmin
s |Ps|

)

⎞

⎠

2
⎤

⎥

⎦
, (20)

i.e., the miss probability for s decays exponentially with n,
the number of measurements per path.

Based on Lemma 4.7, we can bound PM (s|θ) for arbi-
trary MILSs and link parameters by defining the following
quantity:

ηs(θ)=

{

RHS of (20) with ϵ=ts−log ζs if log ζs<ts,
1 o.w.

(21)

Then we always have PM (s|θ) ≤ ηs(θ). Note that αs in the
RHS of (20) and ζs are both functions of θ.

Since our detection scheme detects the anomaly as long as
it detects anomaly on one of the MILSs, Lemma 4.7 implies
the following bound on PD(M |θ).

Theorem 4.8. Under link parameters θ, the detection prob-
ability of the overall detection scheme in Algorithm 1 satis-
fies PD(M |θ) ≥ 1−mins∈M ηs(θ) for ηs(θ) in (21).

Remark: Given a set of paths P and a fusion tree T ,
the MILSs tested at each node can be computed by the
Seek MILS algorithm [35]. Moreover, given a detection thresh-
old ts and link parameters θ, ηs(θ) can be computed in
closed form. Therefore, the detection probability bound in
Theorem 4.8 is easily computable.

Another important performance metric is the detection
delay. Since our detection scheme stops as soon as an anomaly
is detected on one of the MILSs, the detection delay is closely
related to the detection probability (or the miss probabil-
ity) for each MILS. Using Lemma 4.7, we can bound the
expected detection delay as follows.

Theorem 4.9. Let T denote the time to fuse all the path
statistics at r, Md denote the set of MILSs tested by slot d,
and M := (Md)

T
d=0. Let D(M) denote the detection delay

under M. Under link parameters θ, the expected detection
delay of the overall detection scheme in Algorithm 1 satisfies

E[D(M)|θ] ≤ E[
T−1
∑

d=0

min
s∈Md

ηs(θ)], (22)

where the expectation on the RHS of (22) is over M.

Remark: Although the bound in Theorem 4.9 is not in
closed form, it sheds light on the asymptotic delay perfor-
mance of the proposed detection scheme. By Lemma 4.7,
ηs(θ) decays exponentially with n if log ζs < ts. For n≫ 1,
this implies that mins∈Md

ηs(θ) ≈ 0 as long as ∃s ∈Md with
log ζs < ts. On the other hand, if log ζs ≥ ts for all s ∈Md,



then mins∈Md
ηs(θ) = 1 by definition. Thus, we have

lim
n→∞

E[
T−1
∑

d=0

min
s∈Md

ηs(θ)]=E[min(T, T ′)], (23)

where T ′ := min{d : log ζs < ts, ∃s ∈ Md} is the first time
we test a detectable MILS (T ′ :=∞ if none of the MILSs is
detectable). This implies that asymptotically, the proposed
detection scheme achieves the minimum detection delay, as
min(T, T ′) is the earliest time that one can hope to make a
correct decision.

5. FURTHER OPTIMIZATION
The detection performance is fundamentally limited by

the measurements available to the detectors. Although we
have previously assumed that the probing paths P and the
fusion tree T are given, in practice they are usually param-
eters that can be designed.

5.1 Measurement Design Problem
Assume that the path p(u, v) for each source-destination

pair (u, v) (u, v ∈ N) is predetermined and symmetric (i.e.,
p(u, v) = p(v, u)). Moreover, assume that we can only probe
between monitors and fuse measurements at one of the mon-
itors. The problem of measurement design includes three
subproblems: (1) probing path selection, which selects a sub-
set P from all the possible probing paths P := {p(u, v) :
u, v ∈ Z}, (2) probing path orientation, which determines
the source/destination for each p ∈ P , and (3) monitoring
center placement, which selects a node as the monitoring
center to fuse measurements. Here, we assume that this
node must be a monitor (i.e., r ∈ Z), but our solution eas-
ily extends to other cases. Jointly, these three subproblems
uniquely determine the testable MILSs by determining the
fusion tree T and the paths whose measurements will be
fused at each node in T .

Ideally, an optimal design should optimize the detection
performance. As is evident from Section 4.2.6, however, the
detection performance depends on the specific values of link
parameters θ, which are unavailable at design time. To ad-
dress this issue, we use the maximum length (in hop count)
of fusion paths as a proxy of the detection performance. Let
ND be the probing destinations of paths in P . The problem
is then to jointly design P , ND, and r such that

min max
v∈ND

|p(v, r)| (24a)

s.t. P spans the link space, (24b)

P ⊆ P , (24c)

r ∈ Z, (24d)

where |p| is the length of path p. Since in the worst case,
all the (statistics of) measurements have to be fused at the
monitoring center r before a decision can be made, a design
by (24) minimizes the proxy of the worst-case detection de-
lay. Note that the delay performance of a design will still
be evaluated by the actual detection delay (see Section 6).

The formulation (24) implicitly assumes that we can iden-
tify all the links using all the possible probing paths in P
(i.e., P spans the link space). In cases violating this as-
sumption (due to limitation on monitor locations), we can
transform the network topology as in [35] such that links
in the transformed topology represent MILSs in the original
topology and are thus identifiable.

5.2 Relationship to Matroid Optimization
Clearly, the designs of P , ND, and r are inter-dependent,

which complicates the problem as they need to be solved
jointly. Moreover, both P and ND have solution spaces that
are exponentially large in the size of the network. Never-
theless, we will show that (24) can be solved optimally in
polynomial time due to the following observations:

1) We observe that r only has a linear-sized solution space,
and ND can be easily optimized given P and r (i.e., orient-
ing each probing path towards the endpoint closer to r).

2) We observe that given r, the subproblem of optimizing
P can be solved in polynomial time as a variation of the
matroid optimization problem defined as follows.

Definition 1 ([11]). Given a ground set E and a family of
its subsets I ⊆ 2E , the pair M = (E, I) is a matroid if: (i)
X ⊆ Y and Y ∈ I imply X ∈ I, and (ii) X ∈ I, Y ∈ I,
and |Y | > |X| imply ∃e ∈ Y \X such that X ∪ {e} ∈ I. A
set B ⊆ E is called a basis of M if B ∈ I and no proper
superset of B is in I.

Definition 2 ([11]). Given a matroid M = (E, I) and
a weight function c : E → R

+, the matroid optimization
problem is to compute a basis B∗ of M that maximizes
∑

e∈B∗ c(e).

It is known that the greedy algorithm is optimal for the
matroid optimization problem.

Theorem 5.1 ([11]). The greedy algorithm, which exam-
ines elements of E in decreasing order of weights to build
a basis, is optimal for the matroid optimization problem in
Definition 2 for any matroid and any weight function.

Matroid generalizes the notion of linear independence in
vector space. In particular, when paths are viewed as vectors
in the |L|-dimensional link space (i.e., rows of the measure-
ment matrix defined in Section 2.2), the set of candidate
paths P and the collection of linearly independent subsets
of paths IP form a matroid, denoted by MP . Then the
constraint of (24b) is equivalent to “P is a basis of MP ”.
Moreover, given r ∈ Z, we can define a weight function
cP (p(u, v); r) := min(|p(u, r)|, |p(v, r)|) to measure the min-
imum path length for fusing measurements on path p(u, v)
to node r. Thus, given a monitoring center r, the opti-
mization in (24) is equivalent to a variation of the matroid
optimization problem:

minmax
p∈P

cP (p; r) (25a)

s.t. P is a basis of MP . (25b)

Different from the problem in Definition 2 that optimizes the
sum weight, this problem optimizes the worst weight4. How-
ever, we show that the greedy algorithm remains optimal.

Corollary 5.2. Given a monitoring center r, the greedy al-
gorithm, which examines candidate paths p ∈ P in increas-
ing order of cP (p; r) to build a basis, is optimal for (25).

5.3 Measurement Design Algorithm
Based on the observations in Section 5.2, we develop an al-

gorithm called Greedy Measurement Design (GMD), shown

4Both problems can be formulated as equivalent minimiza-
tion/maximization problems with analogous solutions.



Algorithm 2 Greedy Measurement Design (GMD)

1: r∗ ← ∅, P ∗ ← ∅, o∗ ←∞
2: for each r ∈ Z do
3: sort P into {p1, p2, . . .} such that cP (p1; r) ≤

cP (p2; r) ≤ . . .
4: P ← ∅
5: for i = 1, . . . , |P| do
6: if P ∪ {pi} are linearly independent then
7: P ← P ∪ {pi}
8: if |P | = |L| then
9: break
10: if maxp∈P cP (p; r) < o∗ then
11: r∗ ← r, P ∗ ← P , o∗ ← maxp∈P cP (p; r)
12: return r∗ and P ∗

in Algorithm 2. GMD enumerates all possible locations
of the monitoring center r and uses the greedy algorithm
to select P for each r (lines 3-9). The overall solution
is then the (r∗, P ∗) that minimizes the objective function
maxp∈P cP (p; r) (lines 10-11). Note that given r∗ and P ∗,
the optimal probing destination for each p(u, v) ∈ P ∗ is sim-
ply the node w ∈ {u, v} with smaller |p(w, r∗)|.

Complexity: There are |Z| candidates of r, and for each
of these the greedy algorithm takes O(|Z|2 log |Z|) to sort P
and O(|Z|2|L|3) to build a basis (where each test of linear
independence takes O(|L|3) by Gaussian elimination). Thus,
the overall complexity of GMD is O(|Z|3|L|3).

Optimality: Corollary 5.2 directly implies the following.

Theorem 5.3. Algorithm GMD is optimal for the measure-
ment design problem defined in (24).

6. PERFORMANCE EVALUATION
We evaluate the proposed solutions via extensive simu-

lations on real Internet Service Provider (ISP) topologies.
Our goals are: (1) comparing the MILS-based detection
scheme in Section 4.2 (‘MILS’) with the path-based detec-
tion scheme in Section 3.2 (‘path’) and the link-based de-
tection scheme in Section 3.3 (‘link’), (2) understanding the
impacts of various input parameters, including the sample
size per path, the false alarm constraint, the network topol-
ogy, and the type of anomaly, and (3) comparing the basic
MILS-based scheme with its variation based on the opti-
mized measurement design in Section 5 (‘MILS-O’).

6.1 Dataset
We simulate networks according to the Rocketfuel topolo-

gies [29], where each node represents a Point of Presence
(POP), i.e., a set of co-located backbone/access routers.
We select five topologies with various numbers of nodes
and average node degrees to represent networks of different
sizes/densities. We assume shortest path routing.

For each topology, we select monitors as follows:

1) Select all the nodes with degree 1 or 2 as monitors, as
they must be monitors to identify their adjacent links.

2) Assuming all the remaining nodes are monitors, sort them
into increasing order of the numbers of links they cover (i.e.,
shortest paths starting/ending at them cover), and remove
each node from the set of monitors if it can be removed
without losing identifiability.

The result is a set of monitors that can identify all the links
by probing the shortest paths between each other. Note

Table 1: Properties of the Simulated Networks

Network |N | |L| |Z| dT dT ∗

Exodus 22 51 16 4 3

EUROPEgraph 28 66 20 4 3

Abovenet 22 80 20 3 2

SprintlinkUS 44 106 33 4 4

TiscaliEurope 51 129 43 4 4

that this method is only used to place monitors for evalu-
ation purpose, and our solution can be used in conjunction
with other monitor placement methods.

We then perform two measurement designs: (i) a ran-
dom design, by randomly selecting a basis of paths from all
the monitor-to-monitor shortest paths, randomly selecting
a probing destination for each path, and randomly select-
ing a monitoring center from all the monitors, and (ii) an
optimized design by GMD (Algorithm 2).

The characteristics of each network are presented in Ta-
ble 1, where dT is the maximum length of fusion paths under
one realization of the random design, and dT ∗ is the same
parameter under the optimized design.

6.2 Parameter Setting
Given an overall false alarm bound B, we configure the

path-based detectors as in Section 3.2 (with per-path false
alarm bound β = B/|P |), and the link/MILS-based detec-
tors as in Section 4.2.5 (with per-link false alarm bound
β = B/|L| and per-MILS false alarm bound given by (19)).
We set the detection threshold for each link/MILS based on
the empirical CDF of its log success probability.

To evaluate the performance under H0, we measure the
false alarm probability when all the links have the minimum
acceptable success probability τ . To evaluate the perfor-
mance under H1, we measure the detection probability and
the expected detection delay when σ-fraction of randomly
selected links are abnormal, where the success probabilities
of normal links are drawn uniformly from [τ, 1], and those
of abnormal links are drawn uniformly from [τmin, τ ]. We
fix τ = 0.9 and vary σ and τmin to study various types of
anomaly. All the results are from 1000 Monte Carlo runs.

6.3 Results

6.3.1 Overall Performance Comparison
Fig. 5 shows the comparison between the benchmarks

(‘path’, ‘link’), the proposed solution (‘MILS’), and the pro-
posed solution with further optimization (‘MILS-O’), for
each of the networks. For a fair comparison, we set σ differ-
ently for different networks such that the number of abnor-
mal links σ|L| is the same for all the networks. Here, the
false alarm probability is only evaluated to verify validity of
the solutions, where a solution is considered valid if its false
alarm probability is bounded by B, and the emphasis is on
evaluating the detection probability (the larger the better)
and the detection delay (the smaller the better). The results
verify that all the solutions are valid under our parameter
setting (Fig. 5 (a)). Meanwhile, the MILS-based detection
scheme significantly outperforms the path-based detection
scheme in detection probability (Fig. 5 (b)) and the link-
based detection scheme in detection delay (Fig. 5 (c)). More-
over, the improvement in both performance measures in-
creases when we combine the MILS-based detection scheme



with the optimized measurement design. While we only
show the comparison under one set of parameters, similar
comparisons hold under other parameter values. Note that
as our definition of detection delay only counts the com-
munication delay in fusing measurements, the path-based
scheme always has zero detection delay.

Note that a large fraction of monitors (71%–91%) is used
in this evaluation to ensure a full-column-rank measure-
ment matrix as assumed in Section 2.2. When all the nodes
are monitors, simply probing all the one-hop paths between
monitors and performing path-based detection will achieve
the optimal detection accuracy and delay, considerably im-
proving the performance in Fig. 5. Meanwhile, the proposed
detection scheme can also be applied in a rank-deficient set-
ting with much fewer monitors; see Section 7.

6.3.2 Impact of Network Topology
We can also use the results in Fig. 5 to evaluate the im-

pact of network topology on detection performance. All the
networks except for Abovenet have similar average node de-
grees, with 2|L|/|N | ∈ (4.6, 5), but different sizes, with |N |
ranging from 22 to 51. As the number of abnormal links
is fixed, we expect that the larger the network, the harder
the detection, because a larger network tends to have longer
probing paths that mix the abnormal links with more nor-
mal links, as well as longer fusion paths that take longer to
fuse the measurements. Indeed, we see from Fig. 5 (b-c) that
the larger networks (SprintlinkUS and TiscaliEurope) have
relatively worse performance than the smaller ones (Exo-
dus and EUROPEgraph). Meanwhile, the network density
also has a significant impact. The first three networks (Exo-
dus, EUROPEgraph, and Abovenet) all have similar sizes in
terms of |N |, but very different densities, where the average
node degree is 4.6, 4.7, and 7.3, respectively. Under shortest
path routing, we expect that the denser the topology, the
shorter the probing/fusion paths, and hence it becomes eas-
ier and quicker to detect the abnormal links from path mea-
surements. Indeed, we see from Fig. 5 (b-c) that Abovenet,
which is much denser than the other two networks, has the
best performance in both detection probability and delay.

6.3.3 Impact of Sample Size
To evaluate the impact of sample size, we select one of the

networks and vary the parameter n. As shown in Fig. 6 (b),
when the sample size increases beyond a certain value (here
1000) to allow reasonably accurate estimation of link suc-
cess probabilities, the link-based detection outperforms the
path-based detection in detection probability due to its finer
resolution, and the MILS-based detection further improves
the detection probability by running a larger set of tests.
Meanwhile, Fig. 6 (c) shows that the MILS-based detection
can detect anomalies much earlier than the link-based de-
tection, and the improvement increases with n, as a larger
sample size makes it easier for the intermediate nodes to de-
tect anomalies using more accurate estimates of the MILS
success probabilities. A special remark is required about the
superior performance of ‘MILS-O’. For this network, the op-
timized design not only shortens the fusion paths, but also
shortens the probing paths, which is why it can reduce the
detection delay while increasing the detection probability.

6.3.4 Impact of False Alarm Constraint
To evaluate the impact of false alarm constraint, we select

one of the networks and vary the parameter B. Fig. 7 (a)
shows that as we relax the false alarm constraint, all the
schemes exploit this by raising their false alarm probabilities
(via raising their detection thresholds). Accordingly, all the
schemes achieve increased detection probabilities (Fig. 7 (b))
and decreased detection delays (Fig. 7 (c)). The amount of
improvement is, however, insignificant, suggesting that the
detection performance is relatively insensitive to the false
alarm constraint.

6.3.5 Impact of Type of Anomaly
To understand how the properties of link anomalies affect

the detection performance, we vary the input parameters
to evaluate two effects: the scale of anomaly, controlled by
the ratio of abnormal links σ, and the extent of anomaly,
controlled by the minimum success probability of abnormal
links τmin. Fig. 8 and 9 show that both parameters have
significant impacts on the detection performance. As ex-
pected, Fig. 8 shows that a larger scale anomaly (as σ in-
creases) is easier to detect, and Fig. 9 shows that a more
subtle anomaly (as τmin increases) is harder to detect. We
omit the false alarm probabilities from these plots since they
do not depend on properties of the anomaly. We have sepa-
rately evaluated the false alarm probabilities for the four de-
tection schemes under the parameter settings used in these
simulations, which equal 0.085, 0.067, 0.067, and 0.085, re-
spectively (all below B = 0.1).

7. APPLICATION TO RANK-DEFICIENT
MEASUREMENT MATRIX

Although we have assumed that the measurement matrix
A has a full column rank (Section 2.2), our distributed de-
tection scheme proposed in Section 4 can be applied as is
in scenarios with rank-deficient measurement matrices. In-
deed, since each node independently tests anomalies based
on locally available measurements, it must handle a pos-
sibly rank-deficient sub-measurement matrix, regardless of
whether the overall measurement matrix is full-rank or not.
Furthermore, our measurement design algorithm Algorithm 2
proposed in Section 5 can also be applied with a minor mod-
ification in line 8: we change the condition to |P | = rank(P)
to ensure that the selected paths form a basis of the subspace
of the link space spanned by all the candidate paths P .

With a rank-deficient measurement matrix, however, it
is no longer possible to perform link-based detection at the
monitoring center. Nevertheless, the monitoring center can
apply our MILS-based detector to each MILS that is iden-
tifiable from all the probing paths, after fusing all the mea-
surements. In the case of full-rank measurement matrix,
each MILS at the monitoring center contains a single link,
and this scheme reduces to link-based detection. We have
verified that the performance advantages of our distributed
detection scheme as observed in Section 6 remain valid in
rank-deficient scenarios in comparison with the above cen-
tralized detection scheme and the (distributed) path-based
detection scheme; see the appendix for details.

8. CONCLUSION
We study the problem of detecting links with abnormally

high loss probabilities from binary end-to-endmeasurements.
Having shown the limitations of path-based detection and
link-based detection, we propose a novel distributed detec-



Figure 5: Rocketfuel topologies (B = 0.1, n = 2000, τ = 0.9, τmin = 0.8, σ|L| = 2)
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Figure 6: SprintlinkUS: varying number of probes n (B = 0.1, τ = 0.9, τmin = 0.8, σ = 0.01)
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tion scheme, which tests for anomaly at the highest possible
resolution (i.e., MILSs) throughout the measurement fusion
process. We provide efficient methods to configure the pro-
posed scheme to satisfy any given false alarm constraint,
while providing analytical bounds on its detection probabil-
ity and detection delay. We further develop an algorithm
to optimize the measurement design. We show via simula-
tions on real topologies that under the same false alarm con-
straint, our solution significantly outperforms path-based
detection in detection probability and link-based detection
in detection delay. In contrast to traditional applications of
network tomography, our solution allows faster anomaly de-
tection without sacrificing accuracy, and thus has promising
applications in scenarios where only the presence of abnor-
mal links is needed (e.g., detection of SLA violations). While
we do not model constraints on the number/locations of
monitors, our solution remains applicable with rank-deficient
measurement matrices induced by such constraints (see Sec-
tion 7). We leave a detailed study of the anomaly detection
problem under these constraints to future work.
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Figure 8: SprintlinkUS: varying ratio of abnormal
links σ (n = 2000, B = 0.1, τ = 0.9, τmin = 0.8)
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APPENDIX

Proof of Lemma 4.1: We prove the result by analyzing
the algorithm Seek MILS [35]. For each p ∈ Pv, Seek MILS
examines all the subpaths, and considers a subpath s as a
MILS if there is no identifiable subpath with the same start-
ing point as s that is shorter than s. Consider a path p =
(v1, . . . , vm) (as a node sequence). Let s1 = (v1, . . . , vm1

) be
a MILS on p starting from v1. If m1 < m, then the subpath
(vm1

, . . . , vm) must be identifiable (since s1 is identifiable),
and must contain a MILS s2 = (vm1

, . . . , vm2
). Repeating

this argument will yield a set of disjoint MILSs s1, . . . , sk
(k ≥ 1) such that their concatenation gives p. Therefore,
αp =

∏k
i=1 ζsi . ✷

Proof of Lemma 4.2: We prove the claim using the
invariance property of MLE [30]. Since the MILS success
probabilities ζv are identifiable from the path success prob-
abilities αv by definition, and the opposite also holds by
Lemma 4.1, ζv (and thus log ζv) and αv form a bijection.
Moreover, since the MLE of the mean of a Bernoulli ran-
dom variable is its empirical mean, we know that the MLE
of αv is α̂v. By the invariance property of MLE, applying
the transformation (11) to α̂v gives the MLE of log ζs. ✷

Proof of Theorem 4.3: Let ζ−s denote the success
probabilities of all the MILSs in Mv \ {s}. Suppose that
we fix the success probabilities for the MILSs in Mv \ {s},
but vary the success probability of MILS s from ζs to ζ′s.
Accordingly, the path success probabilities vary from αp

to α′
p (p ∈ Pv). For any ζ′s ̸= ζs, the likelihood ratio

L(xv; ζ′s, ζs|ζ−s) := f(xv; ζ′s, ζ−s)/f(xv; ζs, ζ−s) equals

L(xv; ζ
′
s, ζs|ζ−s) =

∏

p:s∈p α
′
!n

i=1
xp,i

p (1− α′
p)

n−
!n

i=1
xp,i

∏

p:s∈p α
!

n
i=1

xp,i
p (1− αp)n−

!
n
i=1

xp,i

=

[

∏

p:s∈p

(

1− α′
p

1− αp

)n
]

· exp

[

∑

p:s∈p

(

n
∑

i=1

xp,i

)

log
α′
p(1− αp)

αp(1− α′
p)

]

,

where s ∈ p means that MILS s is a subpath of path p. Note
that the likelihood function f(xv; ζs, ζ−s) is well-defined as
the path success probabilities αv are uniquely determined
by ζs and ζ−s according to Lemma 4.1.

By the Neyman-Pearson lemma [3], the optimal detector
for a given pair of parameters (ζs, ζ

′
s) satisfying ζs ≥ τ |s|

and ζ′s < τ |s| must have the form

δ(xv) =

⎧

⎨

⎩

1 if L(xv; ζ
′
s, ζs|ζ−s) > t,

γ if L(xv; ζ
′
s, ζs|ζ−s) = t,

0 if L(xv; ζ′s, ζs|ζ−s) < t,

which is equivalent to comparing the statistic T (xv) :=
∑

p:s∈p

(
∑n

i=1 xp,i

)

log
α′
p(1−αp)

αp(1−α′
p)

with a threshold t′.

Since T (xv) is a function of αp and α′
p (p ∈ Pv such that

s ∈ p), which in turn depend on ζs and ζ′s, different values of
these parameters require different testing statistics. Thus,
no single detector is uniformly optimal for all ζs ≥ τ |s| and
ζ′s < τ |s|. ✷

Proof of Lemma 4.4: Given log ζs =
∑

p∈Pv
cs,p logαp,

we have

Pr{log ζ̂s < k} = Pr{
∑

p∈Pv

cs,p log α̂p < k}

≤ Pr{∃p ∈ Pv : cs,p log α̂p <
k

|Pv |
} (26)

≤
∑

p∈Pv

Pr{cs,p log α̂p <
k

|Pv|
}, (27)

where (26) is by relaxing
∑

p∈Pv
cs,p log α̂p < k to a neces-

sary condition, and (27) is by the union bound. If cs,p ≤ 0,
then cs,p log α̂p ≥ 0, and it is impossible to have cs,p log α̂p <
k

|Pv|
for k < 0. If cs,p > 0, then

Pr{cs,p log α̂p <
k

|Pv|
} = Pr{nα̂p < ne

k
|Pv |cs,p }

= FB(⌈ne
k

|Pv |cs,p ⌉ − 1; n, τ |p|), (28)

as nα̂p is a binomial random variable with parameters (n, τ |p|).
Plugging the above results into (27) yields the bound. ✷

Proof of Lemma 4.5: The first bound is simply the
union bound. To show the second bound, note that (all
probabilities are under H0)

1− PF (M) = Pr{log ζ̂s ≥ ts, ∀s ∈M}

= Pr{
∑

p∈P

cs,p log α̂p ≥ ts, ∀s ∈M}, (29)

where ts is the detection threshold for MILS s. Since α̂p’s
(p ∈ P ) are independent and hence associated (by Theorem
2.1 in [12]), and

∑

p∈P cs,p log α̂p is nondecreasing in α̂p for
cs,p ≥ 0, by Theorem 5.1 in [12],

Pr{
∑

p∈P

cs,p log α̂p ≥ ts,∀s∈M}≥
∏

s∈M

Pr{
∑

p∈P

cs,p log α̂p ≥ ts}

=
∏

s∈M

(1− PF (s)). (30)

Combining (29, 30) gives the result. ✷

Proof of Theorem 4.6: The result is implied by Lem-
mas 4.4 and 4.5. For each MILS s ∈M , the setting of γ and
t guarantees that PF (s) ≤ β by Lemma 4.4. If cs,p ≥ 0 for
all s ∈M and p ∈ P , then by Lemma 4.5 and (19),

PF (M)≤1−
∏

s∈M

(1− PF (s))≤1− (1− β)|M|=B. (31)

Otherwise, PF (M) ≤
∑

s∈M PF (s) ≤ β|M | = B. ✷

Proof of Lemma 4.7: Since log ζs =
∑

p∈P cs,p logαp ≤
ts − ϵ, we have (all probabilities are conditioned on θ)

PM (s|θ) = Pr{
∑

p∈P

cs,p log α̂p ≥ ts}

≤ Pr{
∑

p∈P

cs,p(log α̂p − logαp) ≥ ϵ}

≤ Pr

{

∃p ∈ Ps, cs,p log
α̂p

αp
≥

ϵ
|Ps|

}

(32)

≤
∑

p∈Ps

Pr

{

cs,p log
α̂p

αp
≥

ϵ
|Ps|

}

(33)

=
∑

p∈Ps:cs,p>0

Pr

{

α̂p

αp
≥ exp

(

ϵ
cs,p|Ps|

)}

+
∑

p∈Ps:cs,p<0

Pr

{

α̂p

αp
≤ exp

(

ϵ
cs,p|Ps|

)}

, (34)



where (32) is by relaxing
∑

p∈P cs,p(log α̂p − logαp) ≥ ϵ to
a necessary condition, and (33) is by the union bound. We
now bound (34) by the Chernoff-Hoeffding bound.

Chernoff-Hoeffding bound [28]: Let X1, . . . , Xn be ran-
dom variables with a common range [0, 1] such that E[Xt|X1, . . . ,
Xt−1] = µ, ∀1 ≤ t ≤ n. Let Sn =

∑n
i=1 Xi. For a ≥ 0,

Pr{Sn ≥ nµ+ a} ≤ e−2a2/n, Pr{Sn ≤ nµ− a} ≤ e−2a2/n.

Since nα̂p =
∑n

i=1 xp,i for i.i.d. Bernoulli random vari-
ables xp,1, . . . , xp,n, with E[xp,i] = αp for all 1 ≤ i ≤ n, the
Chernoff-Hoeffding bound implies that if cs,p > 0,

Pr

{

α̂p

αp
≥ exp

(

ϵ
cs,p|Ps|

)}

≤ exp

[

−2nα2
p

(

exp

(

ϵ
cs,p|Ps|

)

− 1

)2
]

≤ exp

⎡

⎢

⎣
−2nα2

s

⎛

⎝

exp
(

ϵ
cmax
s |Ps|

)

− 1

exp
(

ϵ
cmin
s |Ps|

)

⎞

⎠

2
⎤

⎥

⎦
. (35)

Similarly, if cs,p < 0,

Pr

{

α̂p

αp
≤ exp

(

ϵ
cs,p|Ps|

)}

≤ exp

[

−2nα2
p

(

1− exp

(

ϵ
cs,p|Ps|

))2
]

≤ exp

⎡

⎢

⎣
−2nα2

s

⎛

⎝

exp
(

ϵ
cmax
s |Ps|

)

− 1

exp
(

ϵ
cmin
s |Ps|

)

⎞

⎠

2
⎤

⎥

⎦
. (36)

Plugging (35, 36) into (34) yields the result. ✷

Proof of Theorem 4.8: Let δs ∈ {0, 1} denote the
decision for MILS s. Then

PD(M |θ) = Pr{∃s ∈M, δs = 1|θ}

≥ max
s∈M

Pr{δs = 1|θ}

= 1− min
s∈M

Pr{δs = 0|θ}. (37)

Note that Pr{δs = 0|θ} = PM (s|θ) ≤ ηs(θ). Plugging this
bound into (37) yields the result. ✷

Proof of Theorem 4.9: Fix a realization of M (which
also specifies a realization of T ). Since for d = 0, . . . , T − 1,
D(M) > d if and only if no anomaly is detected among the
MILSs in Md, we have (all probabilities and expectations
are conditioned on M and θ)

Pr{D(M) > d} = Pr{log ζ̂s ≥ ts, ∀s ∈Md}

≤ min
s∈Md

Pr{log ζ̂s ≥ ts} = min
s∈Md

PM (s|θ), (38)

By Lemma 4.7, (38) is bounded by mins∈Md
ηs(θ). Then

E[D(M)] =
T
∑

i=0

i−1
∑

d=0

Pr{D(M) = i}

=
T−1
∑

d=0

Pr{D(M) > d} ≤
T−1
∑

d=0

min
s∈Md

ηs(θ). (39)

Taking the expectation of (39) over M yields the bound. ✷
Proof of Corollary 5.2: We prove a stronger result: for

a generic matroid M = (E, I) and a generic weight function

Table 2: Properties of the Simulated Networks

Network |N | |L| |Z| rank(A) dT dT ∗

Exodus 22 51 7 15 3 2

EUROPEgraph 28 66 9 26 3 2

Abovenet 22 80 7 19 2 2

SprintlinkUS 44 106 14 39 4 3

TiscaliEurope 51 129 16 54 3 2

c : E → R
+, the greedy algorithm is optimal in finding a

basis B of M that minimizes maxe∈B c(e).
Let G = {g1, . . . , gk} with c(g1) ≤ . . . ≤ c(gk) be the

set returned by the greedy algorithm, and H = {h1, . . . , hl}
with c(h1) ≤ . . . ≤ c(hl) be a basis such that c(hl) < c(gk).
First, G must be a basis (and hence k = l), as the greedy
algorithm must be able to build a basis (since it examines
everything in E) and will stop adding elements after select-
ing a basis. Moreover, if i is the smallest index such that
c(hi) < c(gi), then for sets Gi−1 = {g1, . . . , gi−1} and Hi =
{h1, . . . , hi}, there must exist an element hj ∈ Hi \ Gi−1

such that Gi−1 ∪ {hj} ∈ I due to the augmentation prop-
erty of matroid. We must have c(hj) ≤ c(hi) < c(gi). This
is a contradiction since the greedy algorithm must have ex-
amined hj before gi and determined that Gi−1 ∪ {hj} ̸∈ I.
Therefore, the greedy algorithm must return a basis of M
that minimizes the maximum per-element weight. ✷

Evaluations in a Rank-deficient Setting: We repeat
the evaluations in Section 6 in a new setting, where we only
use the first ⌈0.3|N |⌉ nodes selected by the procedure in
Section 6.1 as monitors. As shown in Table 2, all the mea-
surement matrices are rank-deficient. We repeat the evalua-
tion in Fig. 5, with link-based detection (‘link’) replaced by
centralized detection based on MILSs (‘centralized’). The
results in Fig. 10 show that our scheme still outperforms
path-based detection in detection probability and central-
ized detection in detection delay in most cases. However,
the absolute value of the detection probability is much lower
than that in Fig. 5 (b), as the abnormal links are not always
identifiable (or even covered) by the probing paths.
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Figure 10: Rank-deficient setting (same as Fig. 5)
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ABSTRACT
Network tomography using end-to-end probes provides a
powerful tool for monitoring the performance of internal
network elements. However, active probing can generate
tremendous tra�c, which degrades the overall network per-
formance. Meanwhile, not all the probing paths contain
useful information for identifying the link metrics of interest.
This observation motivates us to study the optimal selection
of monitoring paths to balance identifiability and probing
cost. Assuming additive link metrics (e.g., delays), we con-
sider four closely-related optimization problems: 1) Max-IL-
Cost that maximizes the number of identifiable links under a
probing budget, 2) Max-Rank-Cost that maximizes the rank
of selected paths under a probing budget, 3) Min-Cost-IL
that minimizes the probing cost while preserving identifi-
ability, and 4) Min-Cost-Rank that minimizes the probing
cost while preserving rank. While (1) and (3) are hard to
solve, (2) and (4) are easy to solve, and the solutions give a
good approximation for (1) and (3). Specifically, we provide
an optimal algorithm for (4) and a (1� 1/e)-approximation
algorithm for (2). We prove that the solution for (4) pro-
vides tight upper/lower bounds on the minimum cost of (3),
and the solution for (2) provides upper/lower bounds on
the maximum identifiability of (1). Our evaluations on real
topologies show that solutions to the rank-based optimiza-
tion (2, 4) have superior performance in terms of the ob-
jectives of the identifiability-based optimization (1, 3), and
our solutions can reduce the total probing cost by an order
of magnitude while achieving the same monitoring perfor-
mance.

Categories and Subject Descriptors
C.2.3 [Computer-communication Networks]: Network

Operations—Network Monitoring ; G.2.2 [Discrete Math-

ematics]: Graph Theory—Network problems

Keywords
Network Tomography; Identifiability, Path Selection

1. INTRODUCTION
Today’s Internet tra�c is massive, heterogeneous, and dis-
tributed, and continues to grow in these dimensions. There-
fore, unlike small-scale networks, provisioning the desired
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services under an acceptable quality of service (QoS) for
the ever-growing tra�c sizes is extremely challenging and
depends on continuous monitoring of the performance of in-
dividual links. Network monitoring provides the internal
network state that is crucial for many network management
functions such as tra�c engineering, anomaly detection, and
service provisioning. In cases where the important perfor-
mance metrics are not directly observable (e.g., due to lack
of access), network tomography provides a solution that in-
fers these metrics from end-to-end probes [1–6]. Compared
to other monitoring techniques such as SNMP polling, ping,
or traceroute, end-to-end probes does not need any special
support from the routers [7–11] and is therefore a reliable
tool for monitoring the Internet.

However, despite the considerable amount of research on
estimating the individual link’s performance metrics using
given end-to-end measurements, the selection of which paths
to probe, either to minimize probing cost or to satisfy a given
bound (i.e., budget) on the probing cost, has not been thor-
oughly studied in prior works. Probing all possible paths
between each pair of monitors can produce a tremendous
amount of tra�c in the network. Meanwhile, many paths
contain redundant information due to shared links. In this
paper, we show that by carefully selecting the probing paths,
we can significantly reduce the amount of probing tra�c
while achieving the same monitoring performance.

To this end, we consider the following closely-related prob-
lems under the assumption of additive performance metrics
(e.g. delays): 1) the Max-IL-Cost problem that maxi-
mizes the number of identifiable links under a limited prob-
ing budget, 2) the Max-Rank-Cost problem that maxi-
mizes the rank of probing paths under a probing budget,
3) the Min-Cost-IL problem that minimizes the probing
cost while identifying all the identifiable links, 4) the Min-

Cost-Rank problem that minimizes the probing cost while
preserving the rank. Problems (1) and (3) are considered
because they address, from di↵erent perspectives, the op-
timal trade-o↵ between monitoring performance (measured
by identifiability) and probing cost. Problems (2) and (4)
are considered because they possess desirable properties that
allow e�cient computation while providing good approxima-
tions to (1) and (3).

Specifically, we make the following contributions:

1. Based on an existing algorithm that computes all the
minimal sets of paths to identify each identifiable link,
we convert (1) and (3) to problems similar to the max-
coverage problem [12] and the set-cover problem [13],
respectively. The conversion allows us to apply the



greedy heuristic to these problems. We also propose
an iterative branch-and-bound algorithm that treats
our problems as integer linear programs (ILPs), and
decomposes each problem into smaller meaningful sub-
problems to exploit parallelism on a multi-core ma-
chine. Using our iterative branch-and-bound algorithm,
we can configure the trade-o↵ between the execution
time and the optimality gap of the solution.

2. Using techniques from matroid optimization, we give
polynomial-time solutions to (2) and (4) with guar-
anteed performance. The proposed solution for (4) is
provably optimal, and the solution for (2) achieves a
(1� 1/e)-approximation.

3. We show that the solution for (4) provides tight up-
per/lower bounds for (3), and the solution for (2) pro-
vides upper/lower bounds for (1).

4. Our evaluations on real topologies show that in terms
of the objectives of (1) and (3), the solutions proposed
for (2) and (4) perform very close to the optimal and
even outperform the solutions designed for (1) and (3).
Compared to the baseline of probing all the candidate
probing paths, our solutions can reduce the probing
cost by an order of magnitude while achieving the same
monitoring performance.

The remainder of this paper is organized as follows. Sec-
tion 2 discusses the background and motivation behind this
work. In section 3, we formulate the four optimization prob-
lems. Section 4 contains our algorithms and their perfor-
mance analysis. Section 5 shows our evaluation methodol-
ogy and results. Finally, Section 6 concludes the paper.

2. BACKGROUND AND MOTIVATION

2.1 Background
The problem of designing the monitoring system to opti-

mize the trade-o↵ between cost and monitoring performance
is a long-standing hard problem. If monitors cannot control
the routing of probes, the problem is to place the minimum
number of monitors (beacons) to identify all the links, which
is proved to be NP-hard [14,15]. If monitors can control the
probing paths (e.g., via source routing or software-defined
networking), the problem is to both place the minimum
number of monitors and construct the minimum number of
probing paths to identify all the links, which is polynomial-
time solvable [16–18]. In contrast to [16–18], we assume that
routes cannot be controlled, as is usually the case in IP net-
works; in contrast to [14,15] that focus on the o✏ine cost for
deploying monitors, we focus on the online cost for sending
probes (i.e., the probing cost).

In the context of overlay networks, Chen et al. [19] show
that monitoring a set of O(nlog(n)) paths is su�cient for
monitoring an overlay network of n hosts, by selecting a
set of paths that gives a basis of all the paths between the
hosts. Li et al. propose a polynomial-time path selection
algorithm that minimizes the total cost of selected paths to
cover all the links [20]. These approaches di↵er from ours in
that they focus on end-to-end performance, e.g. loss rates
for all end-to-end paths, while we focus on identifying the
performance of each individual link.

Zheng et al. [21] introduced a problem similar to our

Table 1: Cost Reduction Using Selected Probing Paths

network

name

#monitors #paths total

cost

#selected

paths

cost of se-

lected paths

Abilene 11 55 244 12 46

BellCanada 20 190 4467 31 284

CAIDA 34 528 25553 56 1606

third optimization (Min-Cost-IL). They study the problem
of selecting the minimum number of probing paths that can
uniquely identify all the identifiable links and cover all the
unidentifiable links. Our formulation di↵ers from theirs in
that we allow general probing costs for the paths, and do not
require coverage of all the links. These di↵erences allow us
to model paths with heterogeneous probing costs and further
reduce the total cost without losing identifiability. More im-
portantly, the solution in [21] requires the calculation of all
the irreducible path sets to identify each of the identifiable
links, which has an exponential complexity. In contrast, we
show that using rank as a proxy of identifiability gives an
e�cient solution that provides tight upper/lower bounds on
the optimal solution (Theorem 3).

2.2 Motivation
We use an example to illustrate the cost saving that can

be achieved by a careful selection of probing paths. Suppose
that the cost of probing a path is equal to the total number
of links on this path, which represents the amount of traf-
fic that each probe on this path will generate. We consider
three networks from the Internet Topology Zoo [22,23], ran-
domly select a subset of nodes in each network as monitors,
and compute the shortest paths between each pair of mon-
itors as the candidate probing paths. As shown in Table 1,
probing all these paths generates a large number of transmis-
sions and incurs a high cost (total cost). In contrast, using a
selected subset of paths that preserve the rank (computed by
Algorithm 2), we can obtain the same information at a much
lower cost (cost of selected paths). As is shown, using the
selected paths reduces the probing cost by a factor of 5.3–16
in this example. The large gap between the total probing
cost and the probing cost of the given paths motivates the
study of the path selection problem.

3. PROBLEM FORMULATION
In this section, we describe our network model, perfor-

mance measures and optimization problems.

3.1 Network Model
Given an undirected graph G(V, L), where V represents

the network nodes and L is the set of communicating links
connecting the nodes, and a set of nodes M ✓ V employed
as monitors, the set P of routing paths between all pairs of
monitors specifies the set of candidate probing paths that
we can select from. Each link j in L is associated with
an additive metric x

j

(e.g., link delay). In our model, we
assume IP packets from a source node s to a destination
node t are being forwarded using a pre-determined routing
algorithm. Our formulation and solutions support arbitrary
routing algorithms, and the specific algorithm used for eval-
uation will be specified later (see Section 5). We denote a
routing path r in G with a list of edges r = {e1, ..., en} and
denote with k

r

the cost of path r. Probes on each path r in
P give the end-to-end metric of this path y

r

. Given a set P



Table 2: Notation used in our formulations.

Notation Explanation
G(V, L) an undirected graph where V represents

the set of nodes and L is the set of links
L

I

the set of identifiable links using all possi-
ble paths P

M set of nodes where the monitors are located
I(P

R

) set of all identifiable links using paths in
P
R

K limit on the probing cost
P
l

:= {P
l

i

:
i = 1, ..., S

l

}
set of all minimal solutions to link l 2 L

X
l

decision to select an identifiable link l (if
X

l

= 1) or not (if X
l

= 0)
Y
r

decision to select a path r (if Y
r

= 1) or
not (if Y

r

= 0)
Z

s

decision to select a minimal solution s (if
Z

s

= 1) or not (if Z
s

= 0)
P the total set of paths using all of the mon-

itoring nodes M
P
R

a subset of all possible probing paths with
indices in R

r
u,v

given a source node u and a destination
node v and a pre-defined routing algo-
rithm, r

u,v

gives the routing path from u
to v

A
R

a routing matrix of size |R|⇥|L|, such
that if path r 2 R contains link j, then
A

R

[r, j] = 1 and A
R

[r, j] = 0 otherwise
rank(A

R

) the rank of routing matrix A
R

k
r

probing cost of path r
c(P

R

) =P
r2P

R

k
r

total cost of a set of probing paths P
R

✓ P

K limit on probing cost

of all possible probing paths (e.g., routing paths between all
the monitors), let A be the routing matrix of size |P |⇥|L|,
such that if path r 2 P contains link j, then A[r, j] = 1 and
A[r, j] = 0 otherwise. We can write a linear system of equa-
tions relating the link’s additive metric (e.g. delay) to path
metrics as Ax = y. The objective of network tomography is
to infer x from A and y. Table 2 summarizes the notation
used in our formulation.

3.2 Measures of Monitoring Performance
The linear system of equations (introduced in Section 3.1)

may not be invertible as the routing matrix A may not have
a full column rank. To quantify the extent to which this
system can be solved, we introduce two measures: iden-

tifiability and rank. The rank of P is calculated by the
rank of the routing matrix A, denoted by rank(A), which is
the cardinality of the largest set of probing paths, such that
each path in the set contains “new information” about the
links (every other path is a linear combination of paths in
the set and thus does not provide new information).

A link j in L is identifiable using a set P of probing paths
if its metric can be uniquely determined from the metrics
of the paths in P . The identifiability of a network under
probing paths P is the number of links that are identifiable
using P . Let N = Null(A) denote the null space of A, i.e.
for any vector n 2 Null(A), A · n = 0. The next lemma

specifies how to compute the set of identifiable links given
A.

Lemma 1. [19] For an arbitrary routing matrix A, let N
represent the null space of A. Link l

i

2 L is identifiable, if
and only if 8n 2 N we have n

i

= 0.

Therefore, to find the set of identifiable links, L
I

2 L, we
first compute the null space of A and find all indices with
zero values in the null space. The identifiability achieved by
probing P is then the cardinality of L

I

.

3.2.1 Relationship between Identifiability and Rank

While identifiability is a more accurate measure of the
usefulness of the paths for network tomography, rank is eas-
ier to optimize as is shown later (see Section 4.2). Below,
we establish the relationship between the two measures.

Let a set P of routing paths {r1, ..., rn} be given. Cor-
responding to any subset P

R

✓ P of these elements, let
rank(A

R

) be the rank of the routing matrix corresponding
to the selected paths in P

R

. We define L1 to be any subset
of identifiable links (L1 ✓ L

I

) and provide the necessary
and su�cient condition for a subset of paths to identify all
identifiable links.

Theorem 1. Given a subset of paths P
R

✓ P and a sub-
set of links L0 ✓ L, let A

R

be a sub-matrix of A gener-
ated by selecting all the rows corresponding to paths in P

R

,
and A

R,L

0 be a sub-matrix of A
R

generated by selecting all
the columns corresponding to links in L0. A subset of paths
P
R

✓ P can identify a subset of links L1 ✓ L if and only if

rank(A
R

) = |L1|+rank(A
R,L\L1) , (1)

Proof. In Section 8 (APPENDIX).

An illustrative example: Figure 1 shows an example of
a network with 5 links and four candidate monitors M =
{m1, ...,m4}. Using all possible paths between candidate
monitors we have the following routing matrix.

A =

l1 l2 l3 l4 l5
0

BBBB@

1

CCCCA

1 1 0 0 0 : r
m1,m2

1 0 1 0 0 : r
m1,m3

1 0 0 1 1 : r
m1,m4

0 1 1 0 0 : r
m2,m3

0 1 0 1 1 : r
m2,m4

0 0 1 1 1 : r
m3,m4

A⇤,L1 A⇤,L\L1

The rank of this matrix is 4 while the null space shows only
3 identifiable links l1, l2, l3. If we only probe paths in R =
{r

m1,m2 , rm1,m3 , rm2,m3}, the corresponding routing matrix
A

R

satisfies Theorem 1.

A
R

=

l1 l2 l3 l4 l5 !1 1 0 0 0 : r
m1,m2

1 0 1 0 0 : r
m1,m3

0 1 1 0 0 : r
m2,m3

A
R,L1 A

R,L\L1

Meanwhile, it is also clear that probing these paths su�ces
to identify l1, l2 and l3. We can solve the identifiable links
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Figure 1: A simple network example with 5 links and 4
monitors {m1, . . . ,m4}. Candidate paths: r

m1,m2 , rm1,m3 ,
r
m1,m4 , rm2,m3 , rm2,m4 , rm3,m4 .

using Gaussian elimination, where the reduced row echelon
form (rref(A)) is

0

BBBB@

1

CCCCA

1 0 0 0 0 l1 : (r
m1,m2 + r

m1,m3 � r
m2,m3)/2

0 1 0 0 0 l2 : (r
m1,m2 + r

m2,m3 � r
m1,m3)/2

0 0 1 0 0 l3 : (r
m1,m3 + r

m2,m3 � r
m1,m2/2

0 0 0 1 1 l4 + l5
0 0 0 0 0 0
0 0 0 0 0 0

As shown, the reduced row echelon form contains an identity
matrix for columns corresponding to identifiable links and
by choosing {r

m1,m2 , rm1,m3 , rm2,m3}, the conditions of the-
orem 1 are satisfied. Further, the total probing cost reduces
from 15 to 6.

3.3 Optimization Problems

3.3.1 Max-IL-Cost problem

Let I(P
R

) be the set of identifiable links using paths in
P
R

and |I(P
R

)| be the number of identifiable links using
paths in P

R

. The constrained path selection optimization
problem aims at maximizing the number of identifiable links
(Max-IL-Cost) with a limited probing cost K, which can be
formulated as follows:

Maximize |I(P
R

)| (2a)

subject to
X

r2P

R

k
r

6 K, (2b)

P
R

✓ P, (2c)

where k
r

is the probing cost of path r. As a concrete ex-
ample, we can define the probing cost of each path to be its
total number of hops. Then the total probing cost represents
the total number of transmissions generated by probing the
selected set of paths.

ILP formulation for Max-IL-Cost: To better under-
stand properties of Max-IL-Cost, we re-write it as an inte-
ger linear programming (ILP). The basis of our formulation
is the notion of minimal solutions (simply called solutions
in [21]). Each minimal solution to link l 2 L is a sub-
set of paths P 0 ✓ P such that (i) P 0 can identify l, but

(ii) no proper subset of P 0 can identify l. As an exam-
ple, consider the network in Figure 1. Consider the follow-
ing two sets of paths P1 = {r

m1,m2 , rm1,m3, rm2,m3} and
P2 = {r

m2,m3 , rm2,m4 , rm3,m4}, which are both minimal so-
lutions to link l2.

We can compute all the minimal solutions for each link
l by first finding a solution to l and then use a linear re-
placement method to generate other solutions, as described
in [21]. Let P

l

be the set of all the minimal solutions to link
l 2 L (P

l

= ; if l is not identifiable). Then P =
S

l2L

P
l

:=
{P

s

}
s2S

is the collection of all the minimal solutions for the
identifiable links. For ease of presentation, we index the so-
lutions in P and denote by S the set of solution indices.

Based on the minimal solutions, we can write the Max-
IL-Cost problem as the following ILP:

Maximize
X

l

,Y

r

,Z

s

X

l2L

X
l

(3a)

subject toX
l

6
X

s:l2I(P
s

)

Z
s

, 8l 2 L, (3b)

X

r2P

Y
r

· k
r

6 K, (3c)

Z
s

6 Y
r

, 8s 2 S, r 2 P
s

, (3d)

X
l

, Y
r

, Z
s

2 {0, 1}, 8l 2 L, r 2 P, s 2 S. (3e)

Here the binary variables X
l

, Y
r

and Z
s

respectively repre-
sent the decision to select an identifiable link (if X

l

= 1), a
probing path (if Y

r

= 1), and a minimal solution (if Z
s

= 1).
First, we show that given solutions to Y

r

’s, the ILP is easy
to solve.

Lemma 2. The ILP optimization problem can be relaxed
over the integer variables X

l

and Z
s

and still gives an opti-
mal integer solution.

Proof. In Section 8 (APPENDIX).

Remark: While the problem can be relaxed overX
l

and Z
s

,
finding all minimal solutions has an exponential complexity.
Furthermore, similar to [21], optimizing Y

r

’s is hard to solve.
Therefore, we use the rank function as a proxy to identifia-
bility in Section 3.3.2 and show the upper/lower bounds for
identifiability.

3.3.2 Max-Rank-Cost Problem

Creating all the minimal solutions in Max-IL-Cost has
an exponential complexity which limits the scale of appli-
cability to small networks. Therefore, we replace the iden-
tifiability measure in this problem by rank. The resulting
optimization derived from Max-IL-Cost, referred to as Max-
Rank-Cost, is formulated as follows:

Maximize rank(A
R

) (4a)

subject to
X

r2P

R

k
r

 K, (4b)

P
R

✓ P. (4c)

The rank function has an important property that makes
its maximization easy to solve. To this end, we introduce
the following definition.

Submodularity Let P be a finite ground set. A set func-
tion f : 2P ! R is submodular if for all sets P

a

, P
b

✓ P , we
have

f(P
a

[ P
b

) + f(P
a

\ P
b

) 6 f(P
a

) + f(P
b

). (5)
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Figure 2: An example that shows identifiability is not a
submodular or supermodular function.

Intuitively, f is a submodular function if it has the property
of diminishing return, i.e., the marginal gain of adding an
element e to a set P

a

is at least as high as the marginal gain
of adding e to any superset of P

a

.
The significance of this property is that if f(P ) is mono-

tone (i.e., increasing as we add elements to P ) and sub-
modular, then there is a generic greedy algorithm in [12] for
maximizing f(P ) subject to a budget on P , which is within
a (1� 1/e)-factor of the optimal. It is known that the rank
function is submodular.

Lemma 3. [24] The rank function is monotone and sub-
modular.

However, the number of identifiable links |I(P )| is not
submodular. To see this, consider the example in Figure 2,
which shows a network with 4 monitoring nodes (m1, m2,
m3, m4). Consider the following path sets: P

a

= {l2}, and
P
b

= {(l1, l2), (l3, l2)}, where (l
i

, l
j

) denotes a 2-hop path
traversing links l

i

and l
j

. Then it is easy to see that I(P
a

) =
{l2}, I(Pb

) = ;, I(P
a

[P
b

) = {l1, l2, l3}, and I(P
a

\P
b

) = ;.
Thus,

|I(P
a

[ P
b

)|+|I(P
a

\ P
b

)|> |I(P
a

)|+|I(P
b

)|,

violating submodularity.

3.3.3 Min-Cost-IL Problem

The problem of preserving identifiability using minimum
probing cost is the dual of Max-IL-Cost problem. As a spe-
cial case, Zheng et al. [21] considered the same problem when
k
r

= k (i.e. all the paths have an identical probing cost).
They show that even the special case is NP-hard by giv-
ing a reduction from set cover problem. They proposed a
heuristic-based approach to cover all links by enumerating
all possible combination of equations/paths that can cover
each identifiable link. The constructed bipartite graph is
then used to select the minimum number of probing paths
that can cover all links where set cover is a special case of
the problem. They assume each probing path has the same
cost, while Min-Cost-IL allows non-uniform, heterogenous
costs. Furthermore, while [21] also requires the coverage of
non-identifiable links, our proposed algorithm only selects
minimal sets that identify identifiable links. The constrained
path selection optimization problem to minimize the prob-
ing cost to identify all identifiable links (Min-Cost-IL) is

formulated as follows:

Minimize
X

r2P

R

k
r

(6a)

subject to |I(P
R

)|= |I(P )|, (6b)

P
R

✓ P. (6c)

ILP formulation for Min-Cost-IL: Similar to (3), we re-
write Min-Cost-IL as an integer linear programming (ILP)
as follows:

Minimize
Y

r

,Z

s

X

r2P

Y
r

k
r

(7a)

subject to 1 6
X

s:l2I(P
s

)

Z
s

, l 2 I(P
s

), (7b)

Z
s

6 Y
r

, 8s 2 S, r 2 P
s

, (7c)

Y
r

, Z
s

2 {0, 1}, 8r 2 P, s 2 S. (7d)

The optimization minimizes the total cost of selected paths.
The first constraint indicates that at least one of the min-
imal solutions for each identifiable link should be selected.
The second constraint indicates that if a minimal solution is
selected, all paths in the minimal set should also be selected.

3.3.4 Min-Cost-Rank Problem

Similar to section 3.3.2, we define theMin-Cost-Rank prob-
lem as minimizing the probing cost (total hop-count) sub-
ject to preserving rank. Let P = {r1, ..., r|M|(|M|�1)/2} be
the total set of paths using all monitors M and let P

R

✓ P
be a subset of selected paths. We define the routing matrix
A

R

of size |R|⇥|L| to be a matrix consisting of 0 and 1s,
such that if r 2 P

R

contains link j then A
R

[r, j] = 1 and
A

R

[r, j] = 0 otherwise. We aim to select a subset of paths,
P
R

✓ P such that the rank of both matrices be the same.

Minimize

|M|(|M|�1)/2X

r=1

k
r

Y
r

(8a)

subject to rank(A
R

) = rank(A) (8b)

Y
r

2 {0, 1} (8c)

Where the binary variable Y
r

represent the decision to select
a probing path r in A

R

and k
r

is the probing cost of path
r.

4. PATH SELECTION ALGORITHMS
In this section, we give di↵erent algorithms for the four

optimization problems. We propose a greedy heuristic and
an iterative branch-and-bound algorithm for the Max-Cost-
IL and the Min-Cost-IL problems. We also show a greedy
algorithm that is optimal for Min-Cost-Rank and a modified
greedy algorithm that achieves a (1�1/e)-approximation for
Max-Rank-Cost.

4.1 Algorithms for Identifiability Optimiza-
tion

4.1.1 Greedy-Max-IL-Cost and Greedy-Min-Cost-IL

We explain how to select a given set of paths using a
set of feasible monitors and a pre-defined routing algorithm.
To compare with the existing greedy-based heuristic which
was proposed in [21], we construct a bipartite graph that
reflects the coverage of probing path and the target links.



Algorithm 1: Greedy-Max-IL-Cost

Data: A set of feasible paths P , Limit on the number
of paths K, Minimal combination of path sets
that can identify an identifiable link l:
Z

s

= {S
l

l 2 E} where S
l

= {r
i

, ..., r
j

} is the
set of paths that can identify link l 2 E

Result: A set paths P
R

⇢ P that maximizes the
number of identifiable links in G(V,E), A set
of identified links IL = {l 2 E}

1 IL = ;;
2 P

R

= ;;
3 while 9S

l

2 Z
s

that

(K �
|P

R

|P
i=1

k
r

i

) > (Cost of New Paths in S
l

) do

4 Select an un-selected set

S
i

= argmaxNew Identified Links in S

i

Cost of New Paths in S

i

;

5 for i = 1 to New Identified Links(S
i

)
IL = IL [ l l 2 I(S

i

);
6 for r

j

2 S
i

7 P
R

= P
R

[ {r
j

};
8 return IL and P

R

Algorithm 1 shows a greedy-based approach for the men-
tioned bipartite graph model that iteratively chooses the set
of paths that can identify more links with smallest cost. At
each iteration step, the algorithm selects a minimal solution
S
i

that maximizes the value of the following function:

New Identified Links in S
i

Cost of New Paths in S
i

, (9)

where the numerator is the number of uncovered identifiable
links that can be covered by selecting S

i

and the denomina-
tor is the cost of unselected paths in the selected set S

i

.
Remark: Greedy-Min-Cost-IL is similar to the greedy heuris-
tic proposed in [21] but with two key di↵erences. Unlike [21]
that uses uniform cost for all selected paths, we allow an ar-
bitrary cost for each path. Furthermore, unlike [21] that
requires the selected paths to cover all links, we only require
the paths to identify all the identifiable links.
We use a second greedy-based approach that we don’t show
(due to space limitation) for the dual problem (Min-Cost-IL)
by changing the breaking condition. The breaking condition
in line 3 of algorithm 1 is changed to while(IL 6= I(P )),
meaning that we continue adding a new probing set S

i

until
all identifiable links are covered.

4.1.2 Iterative Branch-and-Bound

The ILP formulation (3, 7) allows us to apply general ILP
solvers to Max-IL-Cost and Min-Cost-IL. Specifically, we
use an iterative branch-and-bound algorithm [25] to achieve
a configurable trade-o↵ between complexity and optimality.
For brevity, we explain the algorithm for maximization and
minimization works analogously.

The algorithm first removes the integrality restrictions.
The resulting linear programming (LP) relaxation of Max-
IL-Cost has a polynomial time complexity and gives an up-
per bound (UB) for the maximization. If the solution sat-
isfies all the integral constraints, then we have the optimal
solution. Otherwise, we pick a fractional variable, Y

r

, and
make two branches by creating one more constraint in the

Best found feasible 
solution (LB)

Solution from LP relaxation (UB)

Gap Feasible solutions

Figure 3: The iterative branch and bound algorithm that
shows the gap between the incumbent and the upper bound
for Max-IL-Cost.

optimization: Y
r

= 0 or Y
r

= 1. We continue this procedure
by making more branches to get closer to the optimal. The
branch with the largest objective value that satisfies all the
integrality constraints is called an incumbent. Also, at any
iteration during the branch-and-bound algorithm we have a
valid current upper bound, which is obtained by taking the
maximum of the optimal objective values of all of the cur-
rent leaf nodes. We stop branching once the gap between
the incumbent’s objective function (LB) and the current
upper bound is smaller than a threshold (Gap), or we can
stop branching after passing a given time limit. Optimal-
ity is achieved when the gap is zero. In the first case the
algorithm gives a solution with an approximation ratio of
LB/(LB +Gap) since we have

LB

OPT
� LB

LB +Gap
. (10)

In the second case, there is no guarantee on the approxima-
tion ratio but we have a guarantee on the execution time of
the algorithm. Similarly, for a minimization problem (e.g.,
Min-Cost-IL), the incumbent (the branch with the small-
est objective value and an integral solution) gives a upper
bound (UB) on the optimal solution, and the LP relaxation
gives a lower bound (LB). If the algorithm stops when UB�
LB  Gap, then the incumbent gives a UB/(UB � Gap)-
approximation since we have

UB

OPT
 UB

UB �Gap
. (11)

The advantage of this algorithm is its flexibility. We can
control the stopping rule of the branch-and-bound procedure
to achieve trade-o↵ between optimiality and complexity.

4.2 Algorithms for Rank Optimization
In this section, we propose two greedy-based approaches,

called Greedy-Min-Cost-Rank for Min-Cost-Rank problem
and Greedy-Max-Rank-Cost for Max-Rank-Cost optimiza-
tion problem. We show that in terms of the rank objective,
Greedy-Min-Cost-Rank provides an optimal solution for
Min-Cost-Rank problem. In addition, Greedy-Max-Rank-
Cost gives 1� 1/e approximation for Max-Rank-Cost prob-
lem.

We first review the definition and properties of matroids
[26] as they will prove to be useful in the remainder of the
paper. Matroids play an essential role in combinatorial op-
timization and provide e�cient and strong tool for solving
computationally intractable problems.



Definition A Matroid is a pair M = {L, I} of a finite
ground set L and a collection I ✓ 2L of subsets of L such
that [27,28]:

• ; 2 I

• 8I
x

⇢ I
y

✓ L, if I
y

2 I then I
x

2 I

• 8I
x

, I
y

2 I , |I
x

|< |I
y

| ! 9r 2 I
y

\ I
x

where I
x

[
{r} 2 I

We define M = {P, I}, where P is the set of all paths, I
contains the sets P

R

✓ P such that paths in P
R

are linearly
independent.

We are able to achieve optimal solution for Min-Cost-
Rank and 1 � 1/e near-optimal approximation solution
for Max-Rank-Cost. The first is due to the fact that the
sets of linearly independent paths form a matroid, and we
are selecting a basis of this matroid with minimum cost.
The approximation solution for Max-Rank-Cost is due to
the submodularity of the rank function introduced in 3.3.2.

4.2.1 Greedy-Min-Cost-Rank

We now consider one of the interesting properties of ma-
troids. We show that finding a maximal basis B of ma-
troid, I, of minimum weight can be solved optimally us-
ing a greedy-based heuristic. The greedy-based algorithm
is similar to Kruskal’s algorithm [29] that finds a minimum
spanning tree in the graph. The algorithm iteratively adds
a path with minimum cost to the set of selected paths until
the rank of the selected paths is equal to the rank of the
original routing matrix.

Theorem 2. [26] For any routing path elements P and
any probing cost function k

i

, Greedy-Min-Cost-Rank (Algo-
rithm 2) is optimal for Min-Cost-Rank, i.e., it returns a
basis of P with the minimum probing cost.

Complexity Analysis: Let F (|P |) be the time complexity
of testing whether a ground set is independent or not (line 5-
6) which is the time complexity of checking whether the rank
function is increasing or not. The Greedy-Min-Cost-Rank
algorithm runs in O(|P |log(|P |) + |P |.F (|P |)). Using Gaus-
sian Elimination algorithm to compute the rank function
[30], that has a time complexity of min(|L|, |P |)⇥ (|P |⇥|L|)
the complexity of the algorithm is O(|L|2⇥|P |2), where |P |=
|M|⇥(|M|�1)

2 .

Lemma 4. If Greedy-Min-Cost-Rank returns a basis B
for A⇤,L

I

where rank(A
B,L\L

I

) = 0, then B is the mini-
mum cost set of paths that identifies all identifiable links,
i.e. optimal solution to Min-Cost-IL.

Proof. In Section 8 (APPENDIX).

However, if Greedy-Min-Cost-Rank returns a minimum cost
basis X for A⇤,L

I

where rank(A
X,L\L

I

) = j 6= 0 and the
selected paths’ cost is K1, then K1 is the lower bound for
Min-Cost-Rank.

Theorem 3. For any routing matrix A, and a set of iden-
tifiable links L

I

, let Greedy-Min-Cost-Rank returns a ba-
sis B

A⇤,L
I

for A⇤,L
I

with the minimum cost K
LB

= k1 +
k2 + ... + k|L

I

|, and let Greedy-Min-Cost-Rank returns a
basis B

A

for the routing matrix A with the minimum cost
K

UB

= k0
1 + k0

2 + ...+ k0
rank(A). Also let Kopt be the optimal

cost solution of Min-Cost-IL, we have:

K
LB

 Kopt  K
UB

(12)

Algorithm 2: Greedy-Min-Cost-Rank approach for
Min-Cost-Rank problem

Data: A set of paths P = {r1, ..., r|M|(|M|�1)/2}, a set
of cost functions for each path
Cost = {k1, ..., k|M|(|M|�1)/2}.

Result: A subset of paths R⇤ ✓ P that preserves the
rank, i.e. rank(R⇤) = rank(P ) with minimum
probing cost.

1 P ⇤
R

= ;;
2 TotalCost = 0;
3 sort P in increasing order of cost ;
4 forall r

i

2 P do

5 IncreaseRank
r

i

= rank(P ⇤
R

[ {r
i

})� rank(P ⇤
R

) ;
6 if IncreaseRank

r

i

> 0 then

7 P ⇤
R

= P ⇤
R

[ {r
i

} ;
8 TotalCost = TotalCost+ k

i

;

9 if rank(P ⇤
R

) � rank(P ) or |I(P ⇤
R

)|= |L
I

| then
10 break ;

11 return P ⇤
R

, T otalCost

Proof. In Section 8 (APPENDIX).

Remark: Note that the di↵erence between the lower bound
K

LB

and the upper bound K
UB

is no larger than k0
|L

I

| +
... + k0

rank(A). Since we have more constraint for selecting
the first |L

I

| paths for A⇤,L
I

than A, we always have

k0
1 + k0

2 + ...+ k0
|L

I

|  k1 + k2 + ...+ k|L
I

| (13)

Therefore,

K
UB

�K
LB

 k0
|L

I

| + ...+ k0
rank(A)

 (rank(A)� |L
I

|) ⇤ k0
rank(A) (14)

4.2.1.1 Tightness of the bound.

For special routing matrices, the lower or upper bound is
tight and coincides with the optimal for identifiability. To
prove that, we first construct a routing matrix where the
lower bound is tight. For this scenario, consider a rout-
ing matrix A, where the minimum cost basis B

A⇤,L
I

for
A⇤,L

I

does not pass any of the non-identifiable links (i.e.
rank(A

B,L\L
I

) = 0). In this scenario, the lower bound is
tight and coincides with the optimal. The minimum cost
basis B

A⇤,L
I

for A⇤,L
I

returned by Greedy-Min-Cost-Rank

is always optimal for Min-Cost-IL (i.e., it identifies all links
in L

I

with minimum cost), if rank(A
B

A⇤,L
I

,L\L
I

) = 0.

For the second scenario, we consider a network topol-
ogy, where every monitor is connected to another monitor
through one hop. Therefore, routing matrix is full rank and
all links are identifiable. In this scenario, we need to select
all paths to identify all links and thus the upper bound is
tight and coincides with the optimal. The minimum cost ba-
sis B

A

for A returned by Greedy-Min-Cost-Rank is always
optimal for Min-Cost-IL if rank(A) = rank(B

A

) = |L
I

|.

4.2.2 Greedy-Max-Rank-Cost

Since the rank function is submodular, we can apply a
modified greedy algorithm calledGreedy-Max-Rank-Cost that
gives (1 � 1/e)-approximation of the Max-Rank-Cost prob-
lem.



Algorithm 3 shows a Greedy-Max-Rank-Cost approach
that enumerates all subsets of up to 3 paths, and iteratively
augments each of these subsets by adding one path at a time
to maximize the increment in rank per unit cost within the
probing budget. The path set with the maximum rank is
then selected as the overall solution. Since the rank function
is monotone and submodular (Lemma 3), we can leverage
an existing result for budgeted submodular maximization.

Theorem 4. [12] Greedy-Max-Rank-Cost (Algorithm 3)
achieves (1�1/e)-approximation for the Max-Rank-Cost prob-
lem, i.e., the rank of its solution P is no smaller than (1�
1/e) times the maximum rank.

Complexity Analysis: In the worst case scenario, the
algorithm has to find the maximum increase of the rank
function |P |5 times. Therefore, the complexity of the al-
gorithm is O(|P |5F (P )). Where F (P ) is the complexity of
calculating rank of P . Using Gaussian Elimination algo-
rithm to compute the rank function [30], the complexity of
the algorithm is O(|L|2⇥|P |6).

Algorithm 3 provides upper/lower bounds on the maxi-
mum identifiability that can be achieved under the given
probing budget.

Theorem 5. Let P
R

be the set of paths returned by Greedy-
Max-Rank-Cost for a probing budget K, which induces a
routing matrix A

R,⇤ and identifies I
R

links. Then the maxi-
mum number of links Iopt that can be identified under budget
K, given by the optimal solution of Max-IL-Cost, is bounded
by:

I
R

 Iopt  min{rank(A
R,⇤) ·

e

e� 1
, |L

I

|}, (15)

where L
I

is the set of identifiable links using all possible
paths P .

Proof. In Section 8 (APPENDIX).

5. EVALUATION
In this section, we consider several scenarios to compare

the probing cost of our proposed algorithms compared to the
case where we use all feasible probes or the optimal (OPT)
brute-force solution. For each scenario, we randomize the
results by running 10 di↵erent trials, where we vary the ran-
dom selection of monitors from the entire set of nodes. We
implement our low cost monitoring algorithms in python
and used the Gurobi optimization toolkit, on a 120-core, 2.5
GHz, 4TB RAM cluster [31]. We assume shortest path rout-
ing (based on hop count), with ties broken arbitrarily.

We use di↵erent network topologies including a small (Abi-
lene) and a medium topology (BellCanada) taken from the
Internet Topology Zoo [22, 23]. We also consider AS28717
topology (CAIDA) taken from the CAIDA (Center for Ap-
plied Internet Data Analysis) dataset [32]. The network
topologies used in our evaluation are shown in Figure 4. Ta-
ble 3 shows the characteristics of these topologies.

5.1 Identifiability Maximization
In the first set of simulations, we consider the impact of

probing cost limit on the number of identifiable links. We
first compare the upper and lower bound of Theorem 5 with
maximum number of identifiable links using all candidate

Algorithm 3: Greedy-Max-Rank-Cost approach for
Max-Rank-Cost problem

Data: A set of paths P = {r1, ..., r|M|(|M|�1)/2}, a set
of cost functions for each path
Cost = {k1, ..., k|M|(|M|�1)/2}, Limit on the
probing cost K.

Result: A subset of paths P
Max

✓ P that maximizes
rank(P

Max

) subject to a limited monitoring
cost K

1 P
Max2 = ;;

2 TotalCost = 0;
3 P

Max1 = argmax{rank(P
x

) : P
x

✓ P, |P
x

| 3, c(P
x

) 
K};

4 forall P
g

✓ P, |P
g

|= 3, c(P
g

)  K do

5 P 0 = P \ P
g

;
6 P = P

g

;
7 while P 0 6= ; do

8 forall r
i

2 P 0
do

9 IncreaseBonus
r

i

=
(rank(P

Max2 [ {r
i

})� rank(P
Max2))/ki

10 r
MaxIncrease

= argmax
r

i

2P

0IncreaseBonus
r

i

11 if k
MaxIncrease

+ TotalCost 6 K then

12 P = P [ {r
MaxIncrease

} ;
13 TotalCost = k

MaxIncrease

+ TotalCost ;
14 P 0 = P 0 \ ({r

MaxIncrease

} [ {r 2 P 0 : k
r

>
K � TotalCost})

15 if rank(P ) > rank(P
max2) then

16 P
Max2 = P

17

18 return argmax
P2{P

Max1,PMax2}rank(P )

Table 3: Network characteristics used in our evaluation.

Network

Name

# of nodes # of edges Average Node degree

Abilene 11 14 2.5

BellCanada 48 64 2.62

CAIDA 825 1018 2.46

paths. We randomly select 9, 10 and 9 monitors from the en-
tire set of nodes in Abilene, BellCanada and CAIDA topolo-
gies respectively. Figures 5a, 5b and 5c show the lower and
upper bound on the number of identifiable links and the
optimal number of identifiable links for each topology. We
note that the optimal number of identifiable links is always
upper bounded by the minimum of (i) maximum identifia-
bility and (ii) the upper bound in Theorem 5. As shown, the
di↵erence between the optimal number of identifiable links
in the upper and lower bound is very small which shows
that Greedy-Max-Rank-Cost gives a solution close to opti-
mal. Further, we note that the lower bound is closer to the
optimal and gives a tighter bound in terms of number of
identifiable links.

We next compare the number of identifiable links in Greedy-
Max-IL-Cost heuristic (Algorithm 1), Greedy-Max-Rank,
and the optimal case (OPT). We use gurobi optimization
toolkit to solve the ILP problem formulation (equation 2).
We also use our iterative branch-and-bound algorithm and
stop the search when Gap  0.5 · LB. We recall that, the
larger the gap is, the lower is the number of iterations of
the optimization algorithm is and therefore we have an ap-



(a) Abilene. (b) BellCanada. (c) CAIDA.

Figure 4: Network topology of graphs used in the evaluation a) Abilene, b) BellCanada and c) CAIDA topology.
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(b) BellCanada.
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Figure 5: Upper and lower bound on the number of identifiable links as a function of limit on the probing cost in a) Abilene
(9 monitors), b) BellCanada (10 monitors) and c) CAIDA topology (9 monitors).
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(b) BellCanada.
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Figure 6: Number of identifiable links as a function of limit on the probing cost in a) Abilene (9 monitors), b) BellCanada
(10 monitors) and c) CAIDA topology (9 monitors).
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Figure 7: Probing cost vs number of feasible probing paths in a) Abilene (5-11 monitors), b) BellCanada (10-29 monitors)
and c) CAIDA (9-42 monitors) topology.
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Figure 8: Upper and lower bound on the probing cost as a function of number of candidate paths in a) Abilene (5-11 monitors),
b) BellCanada (10-29 monitors) and c) CAIDA (9-42 monitors) topology.
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Figure 9: Number of identifiable links as a function of limit on the probing cost in a) Abilene (5-11 monitors), b) BellCanada
(10-29 monitors) and c) CAIDA (9-42 monitors) topology.

proximation of the solution which is farther from optimal.
Figures 6a, 6b and 6c show scenarios where we increase the
limit on the probing cost of monitors for the Abilene, Bell-
Canada and CAIDA topology. As we increase the probing
cost limit, more links are uniquely identified and all algo-
rithm eventually converge to maximum identifiability, while
Greedy-Max-Rank is closest to the optimal.

5.2 Cost Minimization
In the next set of simulations, we evaluate the perfor-

mance of Greedy-Min-Cost-Rank algorithm that preserves
rank and the greedy-based heuristics that preserve iden-
tifiability. We consider Abilene, BellCanada and CAIDA
topology and run Greedy-Min-Cost-Rank and Greedy-Min-
Cost-IL algorithms that preserve rank and identifiability re-
spectively. We also run our branch-and-bound formulation
and stop branching once Gap  0.5 · UB. In the first set of
experiments, we increase the number of candidate paths by
increasing the number of randomly selected monitors and
evaluate the cost saving of our Greedy-Min-Cost-Rank al-
gorithm with respect to the case where we use all candidate
paths. By choosing M random monitors, we have M⇥(M�1)

2
candidate paths. We increase the number monitors from 5
to 11 in Abilene, 10 to 29 in BellCanada and 9 to 42 in
CAIDA topology. Figures 7a, 7b and 7c show the simula-
tion results for this scenario. As shown, probing all candi-
date paths generates a large amount of tra�c and incurs a
high cost, while our Greedy-Min-Cost-Rank algorithm sig-
nificantly reduces the cost. We also compare the accuracy
of Greedy-Min-Cost-Rank by running the algorithm on (i)
the entire routing matrix A, and (ii)a subset of the routing
matrix with columns corresponding to the set of identifiable

links A⇤,L
I

; the former gives the upper bound and the lat-
ter gives a lower bound on the probing cost according to
Theorem 3. Figure 8 shows the upper and lower bound on
the probing cost as we increase the number of candidate
paths in each network topology. The simulation results for
CAIDA topology, shows that the number of identifiable links
is equal to the rank of the routing matrix A and thus the
upper bound and lower bound are equal. Therefore, the
solution to Greedy-Min-Cost-Rank for this topology is opti-
mal. In Abilene and BellCanada topology, the lower bound
and upper bound are closer to the optimal respectively.

We next evaluate the probing cost of each algorithm com-
pared to optimal. Figures 9a, 9b and 9c show the probing
cost of each network topology as we increase the number
of candidate paths. As shown, our Greedy-Min-Cost-Rank
algorithm is closer to the optimal in all topologies and coin-
cides with the optimal in CAIDA.

6. CONCLUSION
This paper studies the optimal selection of monitoring

paths to balance identifiability and cost. We consider the
constrained optimization problem of 1) maximizing identi-
fiability under limited probing budget, 2) maximizing the
rank function under a limited probing budget, 3) minimiz-
ing the probing cost subject to preserving identifiability,
and 4) minimizing the probing cost subject to preserving
the rank. While (1) and (3) are hard to solve, (2) and (4)
posses desirable properties that allow e�cient computation
while providing good approximation to (1) and (3). We
proposed an optimal greedy-based approach for (4) and pro-
posed a (1� 1/e)-approximation algorithm for (2). Our ex-
perimental analysis reveals that, compared to several greedy



approaches, our rank-based optimization performs better
in terms of identifiability and probing cost. Furthermore,
our solution can reduce the total probing cost by an order
of magnitude while achieving the same monitoring perfor-
mance.
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8. APPENDIX
Proof of Theorem 1. We first show the necessary con-

dition, i.e. if a set of routing paths P
R

✓ P identifies all
identifiable links in L1, then rank(A

R,⇤) = rank(A
R,L1) +

rank(A
R,L\L1) and rank(A

R,L1) = rank(A⇤,L1) = |L1|.
Suppose that the routing matrix A

R,⇤ is of size n⇥ |L|.
Without loss of generality (WLOG), suppose that the num-
ber of identifiable links in L1 is |L1|= k and the first k
columns of A

R

correspond to these k identifiable links (one
can exchange the columns in A

R

to have this property). This
means that the reduced row echelon form of A

R,⇤ should be
as follows:

rref(A
R,⇤) =


I
k⇥k

0
k⇥(|L|�k)

0(n�k)⇥k

M(n�k)⇥(|L|�k)

�
(16)

Where, I
k⇥k

is the identity matrix and 0
k⇥(|L|�k) and 0(n�k)⇥|L|

are matrices containing all zero entries and M(n�k)⇥(|L|�k)

is a matrix of general values. Therefore, the rank of A
R,⇤ is

as follows:

rank(A
R,⇤) = k + rank(M) (17)

It is clear that:

rank(A
R,L1) = k,

rank(A
R,L\L1) = rank(M) (18)

Therefore,

rank(A
R,⇤) = k + rank(M) =

rank(A
R,L1) + rank(A

R,L\L1) (19)

Next, we prove the su�cient condition, i.e. if for a selected
subset of paths P

R

✓ P (1) is satisfied, then, P
R

can solve
all identifiable links.

Since rank(A
R

)  rank(A
R,L1) + rank(A

R,L\L1), and
rank(A

R,L1)  |L1|, (1) implies that rank(A
R,L1) = |L1|,

i.e., rows of A
R,L1 contain a basis of the row space of A⇤,L1 .

Therefore the reduced row echolen form of A
R,⇤ should con-

tain the identity matrix I
k⇥k

as follows:

rref(A
R,⇤) =


I
k⇥k

B
k⇥(|L|�k)

C(n�k)⇥k

M(n�k)⇥(|L|�k)

�
(20)

We show that the submatrices B
k⇥(|L|�k) and C(n�k)⇥k

must be zero matrices. If C(n�k)⇥k

contains a non-zero
entry, we can make them zero by using a sequence of el-
ementary row operations. Note that (1) implies that

rank(rref(A
R,⇤)) = rank(


I
k⇥k

0(n�k)⇥k

�
)+

rank(


B

k⇥(|L|�k)

M(n�k)⇥(|L|�k)

�
) (21)

To prove that B
k⇥(|L|�k) = 0, we re-write the reduced row

echelon form of A
R,⇤ as follows:

rref(A
R,⇤) =


I
k⇥k

B
k⇥(|L|�k)

0(n�k)⇥k

M(n�k)⇥(|L|�k)

�

=


I
k⇥k

b1 ... b|L|�k

0(n�k)⇥k

m1 ... m|L|�k

�
, (22)

where, b
i

and m
i

are the i-th column of B
k⇥(|L|�k) and

M(n�k)⇥(|L|�k) respectively. Let [e1, e2, ..., ek] be the columns

of


I
k⇥k

0(n�k)⇥(k)

�
. Also let [q1, q2, ..., q|L|�k

] be the columns

of


B
M

�
, where q

i

=


b
i

m
i

�
.

We define the indicator functions �
i

and �0
i

as follows:

�
i

=

8
><

>:

1, if q
i

is independent of

{e1, ..., ek} [ {q1, ..., qi�1}
0, Otherwise.

�0
i

=

8
><

>:

1, if q
i

is independent of

{q1, ..., qi�1}
0, Otherwise.

Lemma 5. We claim that

�
i

= �0
i

fori = 1, ..., |L|�k, (23)

i.e., q
i

is linearly independent of {e1, ..., ek} [ {q1, ..., qi�1},
if q

i

is linearly independent of {q1, ..., qi�1}.

To see this, we note that the left hand side (LHS) and right
hand side of Equation (21) are as follows:

LHS of (21): rank(rref(A
R

)) = k +

|L|�kX

i=1

�
i

(24)

RHS of (21): rank(rref(A
R

)) = k +

|L|�kX

i=1

�0
i

(25)

It is clear that �
i

 �0
i

, 8i = 1, ..., |L|�k, because if q
i

is
linearly independent of {q1, ..., qi�1} [ {e1, ..., ek} it has to
be independent of {q1, ..., qi�1} which is a subset of the for-
mer. Thus, if 9i 2 {1, ..., |L|�k} such that �

i

< �0
i

, (24)
will be smaller than (25), violating Equation (21). Thus,
�
i

= �0
i

, 8i = 1, ..., |L|�k. Using the above claim, we prove
b
i

= 0, i = 1, ..., |L|�k by induction. For i = 1, if row
k + 1 in rref(A

R,⇤) contains a pivot in column k + 1 (i.e.
q1 contains a pivot), then by definition of the reduced row
echelon form, other entries in column k + 1 should be zero
and thus b1 = 0. If row k+1 in rref(A

R,⇤) does not contain
a pivot in column k+1 (i.e., not contain a pivot or contain a
pivot in column j > k+1), then the non-zero entries (if any)
in row k + 1 and every row below row k + 1 must be to the

right of column k + 1, i.e. m1 = 0. Therefore, q1 =


b1
m1

�

is linearly dependent with {e1, ..., ek}. By (23), q1 = 0 and
thus b1 = 0.

For i > 1, assume b
j

= 0 for j = 1, ..., i� 1. If q
i

=


b
i

m
i

�

contains a pivot, then the pivot must be in a row below row
k (as (22) already indicates that the pivots in rows 1, .., k
appear before column q

i

). Thus by definition of reduced
row echelon form b

i

= 0. If q
i

does not contain a pivot, then
q
i

can be written as linear combination of {e1, ..., ek} and
{q

i

l

}i
l=1 where i

l

is the index for those columns in {q1, ..., qi}
which contain a pivot. Thus, q

i

is linearly dependent of
{e1, ..., ek} [ {q1, ..., qi�1}. By Lemma 5, q

i

is linearly de-
pendent of {q1, ..., qi�1}. Since b

j

= 0 for j = 1, ..., i� 1, b
i

must be zero.
Therefore, using the reduced row echolen form of A

R,⇤ in
(20), each link in L1, corresponding to one of the first k
columns in rref(A

R

), can be uniquely determined from the
set of selected paths P

R

. We therefore, conclude that the
necessary and su�cient condition for P

R

✓ P to identify a
set of links L1 is rank(A

R,⇤) = |L1|+rank(A
R,L\L1).



Proof of Lemma 2. Suppose there exists an optimal
solution of the LP-relaxation of Max-IL-Cost over Z

s

and
X

l

, where 9l 2 L with 0 < X
l

< 1. Therefore, 9s : l 2 I(P
s

)
such that Z

s

> 0. From (3-d), it implies that if Z
s

> 0,
we must have Y

r

= 1 8r 2 P
s

. Therefore, we can make
Z

s

= 1, and X
l

= 1 to increase the value of the objective
function without violating any constraint. This contradicts
with the assumption that this solution is optimal. Similar
argument shows a contradiction if 9s 2 S s.t. 0 < Z

s

<
1. Therefore, the optimal solution of the LP relaxation over
Z

s

and X
l

always gives an integer solution.

Proof of Lemma 4. A path set identifies all the iden-
tifiable links if and only if it satisfies the conditions of Theo-
rem 1, i.e. rank(A

R,⇤) = |L
I

|+rank(A
R,L\L

I

). Note that R
is a solution to Min-Cost-Rank since we know rank(A

R,⇤) =
|L

I

|. Thus, the optimal solution to Min-Cost-IL is identical
to the optimal solution to Min-Cost-Rank, given by Greedy-
Min-Cost-Rank by theorem 2.

Proof of Theorem 3. The lower bound is obvious, since

we showed that Greedy-Min-Cost-Rank returns the optimal

minimum basis for A⇤,L
I

, there is no lower cost set of paths
that is both a basis for A⇤,L

I

and satisfies the conditions of
theorem 1.
For the upper bound, note that any basis B

A

for the routing
matrix A identifies all links in L

I

and thus has lower cost
than Kopt.

Proof of Theorem 5. The lower bound I
R

 Iopt triv-
ially holds due to the optimality of Iopt. For the upper
bound, we denote by R⇤ the set of path indices in the op-
timal solution of Max-IL-Cost. Then by Theorem 1, Iopt 
rank(A

R

⇤). Meanwhile, by Theorem 4, we have that

rank(A
R

⇤)  rankopt  rank(A
R

) · e

e� 1
, (26)

where rankopt is the rank of the optimal solution of Max-
Rank-Cost. This gives the upper bound on Iopt. Also, note
that Iopt is always smaller than the maximum identifiability
(|L

I

|) using all possible paths in P .
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ABSTRACT
WebRTC has quickly become popular as a video conferenc-
ing platform, partly due to the fact that many browsers
support it. WebRTC utilizes the Google Congestion Con-
trol (GCC) algorithm to provide congestion control for real-
time communications over UDP. The performance during a
WebRTC call may be influenced by several factors, includ-
ing the underlying WebRTC implementation, the device and
network characteristics, and the network topology. In this
paper, we perform a thorough performance evaluation of
WebRTC both in emulated synthetic network conditions as
well as in real wired and wireless networks. Our evaluation
shows that WebRTC streams have a slightly higher priority
than TCP flows when competing with cross tra�c. In gen-
eral, while in several of the considered scenarios WebRTC
performed as expected, we observed important cases where
there is room for improvement. These include the wireless
domain and the newly added support for the video codecs
VP9 and H.264 that does not perform as expected.

Keywords
WebRTC, Congestion Control, Performance Evaluation

1. INTRODUCTION
WebRTC provides Real-Time Communication (RTC) ca-

pabilities via browser-to-browser communication for audio
(voice calling), video chat, and data (file sharing). It allows
browsers to communicate directly with each other in a peer-
to-peer fashion, which di↵ers from conventional browser to
web-server communication. One of the main advantages
of WebRTC is that it is integrated in most modern web
browsers and runs without the need to install external plug-
ins or applications. TheWorldWideWeb Consortium (W3C)
[4] has set up an Application Programming Interface (API),
which allows developers to easily implement WebRTC us-
ing JavaScript, while the Internet Engineering Task Force
(IETF) [14] defines the WebRTC protocols and underlying
formats.

To realize the low latency and high throughput necessary
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for real-time communication, WebRTC prioritizes transmit-
ting data using UDP instead of TCP. WebRTC over TCP
is used as a last resort, when all UDP ports are blocked,
which can be the case in heavily-protected enterprise net-
works. Since UDP does not support any form of congestion
control, WebRTC uses a custom-designed congestion control
algorithm that adapts to changing network conditions.

With the high-level API, WebRTC makes it easy for ap-
plication developers to develop their own video streaming
applications. The disadvantage of this high-level approach
is that the performance details, especially the way conges-
tion is handled, are completely hidden from application de-
velopers. At the same time, recent research evaluating the
performance of WebRTC has only partially addressed this
gap (see Section 7 for more details).

In this paper, we take a closer look at the performance of
WebRTC, mainly focusing on the Google Congestion Control
(GCC) algorithm, which is the most widely used congestion
control algorithm for WebRTC. We evaluate its performance
using the latest web browsers across a wide range of use
cases. Our key contributions consist of studying the e↵ects
of di↵erent synthetic network conditions on the latest imple-
mentations of WebRTC, comparing WebRTC’s performance
on mobile devices, analyzing the performance of the newly
added video codecs VP9 and H.264, and evaluating the im-
pact of wired and wireless networks on WebRTC. The source
code for reproducing the experimental conditions described
in this paper is available at:
https://github.com/Wimnet/webrtc_performance

In particular, our experimental study includes the follow-
ing:

(i) Baseline Experiments: We study the e↵ects of vary-
ing latency, packet loss, and available bandwidth by
emulating di↵erent performance environments using
Dummynet. We establish benchmarks for the perfor-
mance of WebRTC in di↵erent scenarios.

(ii) Cross Tra�c: We study the e↵ects of TCP cross traf-
fic and multiple WebRTC streams sharing the same
bottleneck. Our evaluations indicate that with the re-
cent enhancements to the congestion control mecha-
nism, WebRTC streams receive slightly higher priority
when competing with TCP flows.

https://github.com/Wimnet/webrtc_performance


(iii) Multi-Party Topology: We compare the performance
of a mesh and Selective Forwarding Unit (SFU) based
topologies for group video calls using WebRTC. Our
evaluation highlights inherent trade-o↵s between per-
formance and deploying additional infrastructure for
multi-party video calls.

(iv) Video Codecs: We study the performance of three
widely used video codecs, VP8, VP9, and H.264, on
WebRTC. Our experiments demonstrate that the newly
added H.264 and VP9 codecs do not perform as ex-
pected in the presence of congestion or packet losses.

(v) Mobile Performance: We evaluate the performance
of WebRTC on mobile devices and demonstrate the
impact of limited computational capacity on call qual-
ity.

(vi) Real Wireless Networks: We experimentally eval-
uate video calls on WebRTC in real networks, specifi-
cally focusing on wireless networks. Our experiments
show that WebRTC can su↵er from poor performance
over wireless due to bursty losses and packet retrans-
missions. We identify key areas for improvement and
briefly look at cross-layer approaches for improving
video quality.

Our performance evaluation focuses on a few key metrics
such as data rate, frame rate, Round Trip Time (RTT),
and call setup time, which have been shown to be the key
factors that a↵ect the user video experience [20, 3]. Overall,
this paper presents a thorough performance evaluation of
WebRTC and discusses various performance-related trade-
o↵s.

The remainder of this paper is organized as follows. In
Section 2, we briefly describe the congestion control algo-
rithm used by WebRTC and in Section 3, we describe the
setup used to conduct the experiments. Section 4 presents
the performance analysis results in synthetic network con-
ditions. Section 5 focuses on the impact of video codecs
and mobile devices on call quality. Section 6 takes a closer
look at the performance of WebRTC in the wireless domain
over real networks. Section 7 presents related work and we
conclude in Section 9, where we also discuss future research
directions.

2. CONGESTION CONTROL

Table 1: GCC notation.
Parameter Description
Ar Estimated available rate at the receiver
As Sender rate
R(i) Measured receive rate for last 500ms
ti Arrival time of ith video frame
di Measured one-way delay gradient
mi Filtered one-way delay gradient
�i Dynamic over-use threshold
tk Arrival time of kth RTCP report
fl(tk) Fraction of lost packets

WebRTC uses the Google Congestion Control (GCC) al-
gorithm [15], which dynamically adjusts the data rate of the
video streams when congestion is detected. In this section,

we provide a brief overview of GCC. More details can be
found in [10]. WebRTC typically uses UDP (unless all UDP
ports are blocked), over which it uses the Real-time Trans-
port Protocol (RTP) to send media packets. It receives feed-
back packets from the receiver in the form of RTP Control
Protocol (RTCP) reports. GCC controls congestion in two
ways: delay-based control (section 2.1) at the receiving end
and loss-based control (section 2.2) at the sender side.

2.1 Receiver-side controller
The receiver-side controller is delay-based and compares

the timestamps of the received frames with the time instants
of the frames’ generation. The receiver-side controller con-
sists of three di↵erent subsystems: (i) arrival time filter, (ii)
over-use detector, and (iii) rate controller. These di↵erent
subsystems of the receiver-side controller are shown on the
right side of Figure 1. The arrival-time filter (Section 2.1.1)
estimates the changes in queuing delay to detect congestion.
The over-use detector detects the congestion by comparing
the estimated queuing delay changes from the arrival-time
filter with an adaptive threshold (Section 2.1.2). The rate
controller makes the decisions to increase, decrease, or hold
the estimated available rate at the receiver, Ar, based on
the congestion estimated derived from the over-use detector
(Section 2.1.3). Ar(i) for the ith video frame is given as
follows:

Ar(i) =

8
><

>:

⌘Ar(i� 1) Increase

↵R(i) Decrease

Ar(i� 1) Hold

(1)

Where ⌘ = 1.05, ↵ = 0.85, and R(i) is the measured
received rate for the last 500 ms. The received rate can
never exceed 1.5R(i):

Ar(i) = min(Ar(i), 1.5R(i)) (2)

Arrival-time
 filter

Over-use
detector

Rate
controller

Adaptive 
threshold
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Receiver-sideSender-side

Sender side
controller

RTP

REMB
RTCP

Figure 1: Diagram illustrating how sender and re-
ceiver determine and exchange their available rate.

2.1.1 Arrival-time filter
The arrival-time filter continuously measures the time in-

stants at which packets are received. It uses the time of
arrivals to calculate the inter-arrival time between two con-
secutive packets: ti � ti�1, and the inter-departure time
between the transmission of the same packets: Ti � Ti�1.
It then calculates the one-way delay variation di, defined as



the di↵erence between inter-arrival time and inter-departure
time as follows:

di = (ti � ti�1)� (Ti � Ti�1) (3)

This delay shows the relative increase or decrease with
respect to the previous packet. The one-way delay variation
is larger than 0 if the inter-arrival time is larger than the
inter-departure time. The arrival-time filter estimates the
one-way queuing delay variation mi. The calculation of mi

is based on the measured di and previous state estimate
mi�1, whose weights are dynamically adjusted by a Kalman
filter to reduce noise in estimation. For instance, the weight
for the current measurement di is weighed more heavily than
the previous estimate mi�1 when the error variance is low.
For more details, see [15].

2.1.2 Over-use detector
The estimated one-way queuing delay variation (mi) is

compared to a threshold �. Over-use is detected, if the
estimate is larger than this threshold. The over-use detector
does not signal this to the rate controller, unless over-use is
detected for a specified period of time. The over-use time is
currently set to 100ms [10]. Under-use is detected when the
estimate is smaller than the negative value of this threshold
and works in a similar manner. A normal signal is triggered
when ��  mi  �.

The value of the threshold has a large impact on the over-
all performance of the GCC congestion algorithm. A static
threshold � can easily result in starvation in the presence
of concurrent TCP flows, as shown in [11]. Therefore, a
dynamic threshold was implemented as follows:

�i = �i�1 + (ti � ti�1) ⇤Ki ⇤ (|mi|� �i�1) (4)

The value of the gain, Ki, depends on whether |mi| is
larger or smaller than �i�1:

Ki =

(
Kd |mi| < �i�1

Ku otherwise
(5)

where Kd < Ku. This causes the threshold � to increase
when the estimated mi is not in the range of [��i�1, �i�1]
and decrease when it does fall in that range. This helps
increasing the threshold when, e.g., a concurrent TCP flow
enters the bottleneck and avoids starvation of the WebRTC
streams. According to [11], this adaptive threshold results
in 33% better data rates and 16% lower RTTs when there
is competing tra�c sharing the same bottleneck.

2.1.3 Rate controller
The rate controller decides whether to increase, decrease,

or hold Ar at the receiver depending on the signal received
from the over-use detector. Initially, the rate controller
keeps increasing Ar until over-use is detected by the over-use
detector. Figure 2 further illustrates how the rate controller
adjusts based on the signals received by the over-use detec-
tor.

A congestion/over-use signal always results in decreasing
the rate, while under-use always results in keeping the rate
unchanged. The state of the rate controller translates into
available rate at the receiver, Ar, as shown in equation (1).
Ar is sent back to the sender as an REMB (Receiver Esti-

Decrease Hold Increase

under-use & normal

over-use

over-use

under-use

under-use

normal

normalover-use

Figure 2: Rate controller state changes based on the
signal output of the over-use detector.

mated Maximum Bandwidth)1 message in an RTCP report
(Figure 1).

2.2 Sender-side controller
The sender-side controller is loss-based and computes the

sending rate at the sender, As in Kbps and is shown on the
left side of Figure 1. As is computed every time (tk) the
kth RTCP report or an REMB message is received from the
receiver. The estimation of As is based on the fraction of
lost packets fl(tk) as follows:

As(tk) =

8
><

>:

As(tk�1)(1� 0.5fl(tk)) fl(i) > 0.1

1.05As(Tk�1) fl(tk) < 0.02

As(tk�1) otherwise

(6)

If the packet loss is between 2% and 10%, the sending
rate remains unchanged. If more than 10% of the packets
are reported lost, the rate is multiplicatively decreased. If
the packet loss is smaller than 2%, the sending rate is lin-
early increased. Furthermore, the sending rate can never
exceed the last available rate at the receiver Ar(tk), which
is obtained through REMB messages from the receiver as
seen in Figure 1.

3. EXPERIMENTAL SETUP

Media
Source

Media
Encoder

Packetization

Internet

Media
Renderer

Media
Decoder

De-
packetization

Figure 3: WebRTC’s media processing pipeline.

In this section, we describe the setup used for experimen-
tal evaluation throughout the paper. WebRTC handles all
media processing as illustrated in Figure 3. Raw media from
the audio and video source are first preprocessed and then
encoded at a given target rate. These frames are then packe-
tized and sent to the receiver over RTP/UDP. These frames
are subsequently depacketized and decoded, which provides
the raw video input that can be rendered at the receiver.

1https://tools.ietf.org/html/draft-alvestrand-rmcat-remb-
03
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Figure 4: Experimental setup used for performance
evaluation where the network limiter is simulated
using Dummynet.

Our evaluation of WebRTC is divided into two parts. In
the first part, we emulate synthetic network conditions to
study the performance of WebRTC in controlled settings.
In the second part, we focus on experimental evaluation on
real networks and particularly focus on wireless networks.
The experimental evaluation setup for two users is shown in
Figure 4.

For the first part, we emulate di↵erent network character-
istics using Dummynet [6], which allows us to add latency,
packet loss, and limit the bandwidth for both uplink and
downlink. To avoid additional latency and network limita-
tions, we connect both WebRTC endpoints to the same local
network via a wire.

In all of our experiments, we use devices with su�cient
processing and memory capacity to ensure that the encoding
and decoding of the video streams are not a↵ected due to the
devices themselves. To ensure this, we leverage WebRTC’s
RTCStatsReport API functionality which indicates if the
video quality is limited due to memory or computation power
at the devices. Unless mentioned otherwise, we use the most
recent version of WebRTC (supported by Google Chrome
version 52 and onwards) at all clients, with the default au-
dio and video codecs OPUS and VP8, respectively. Instead
of using a webcam feed and microphone audio signal, we ex-
ploit Google Chrome’s fake-device functionality to feed the
browser a looping video and audio track to obtain compara-
ble results. For all our tests (unless mentioned otherwise),
we use the following video with a resolution of 1920x1080 at
50 frames per second with constant bitrate: in to tree2.

To obtain performance metrics, we use WebRTC’s built-in
RTCStatsReport3, which contains detailed statistics about
data being transferred between the peers.

4. SYNTHETIC NETWORK CONDITIONS
In this section we evaluate the performance of WebRTC’s

GCC algorithm in synthetic yet typical network scenarios
using Dummynet.

4.1 Static network conditions
Figure 5 shows the results for the cases when both the

uplink and downlink bandwidth are limited to 1500Kbps,
750Kbps, and 250Kbps. We notice that WebRTC is cur-

2https://media.xiph.org/video/derf/
3https://developer.mozilla.org/en-
US/docs/Web/API/RTCStatsReport
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Figure 5: Data rate with limited bandwidth and
without any constraints (100Mbps or more available
bandwidth).

rently limited to sending at 2500Kbps, as set in the browser4.
When the bandwidth is limited, it uses 80% of the available
bandwidth and is able to maintain a constant data rate.
By continuously lowering the available bandwidth in addi-
tional experiments, we observed that a minimum of 20Kbps
is necessary to establish a video call between two parties.
However, at least 250Kbps of available bandwidth is neces-
sary to obtain a somewhat acceptable frame rate (25 Frames
Per Second (FPS)) at the lowest possible video resolution
(480x270). It does take longer to reach the maximum data
rate, especially when we look at the 250Kbps, where it takes
approximately 10 seconds for any data to flow between both
nodes.
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Figure 6: Data rate with additional latency.

Next, we add extra latency to the call, as shown in Figure
6. As expected, this does not a↵ect the data rate, since the
GCC algorithm only responds to latency variation. How-
ever, it leads to delays in the conversation. ITU-T Rec-
ommendation G.114 [1] specifies that one-way transmission
delay should preferably be kept below 150ms, and delays
above 400ms are considered unacceptable. When adding
delay, we also observe that it takes longer to set up the call
and for data to flow between both end points, which neg-
atively a↵ects user experience. Once data flows, it takes
approximately 10 seconds to reach its maximum data rate,
regardless of the added delay. This delay is less than what
is expected from the GCC equations where the rate would
increase with 5% as shown in equation (6). This is because
once a connection is established, WebRTC uses a ramp-up
function5 to get to the highest possible data rate as soon as
4https://chromium.googlesource.com/external/webrtc
5https://bugs.chromium.org/p/webrtc/issues/detail?id=1327



possible.
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Figure 7: Data rate with packet loss.

For the next experiment we drop a certain percentage
of all packets: 5%, 10%, and 20%. The results are shown
in Figure 7. The results match our expectations based on
Equation (6). GCC only decreases the sending rate when
more than 10% packet loss is detected. The sending rate
remains unchanged between 2% and 10% and the rate is
increased when less than 2% of the packets are lost. There-
fore, 5% packet loss slowly converges to the maximum data
rate and at 10% packet loss, the data rate converges to a
minimum of 50Kbps, which almost completely consists of
audio data (the audio stream is not subject to congestion
control by GCC due to its low data rate [12]).

4.2 Network adaptability
Besides experiencing a constant delay or being limited by

a constant bandwidth, a more common scenario is that these
network characteristics change during a call. In this section,
we look at how fast WebRTC adapts to new conditions. We
simulate this behavior by changing the network constraints
every minute according to a predefined schema.
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Figure 8: Data rate with changing bandwidth for
both nodes.

In Figure 8, we cap the available bandwidth for a minute
consecutively at 1000Kbps, 3000Kbps, 500Kbps, 1500Kbps
and 1000Kbps. In this scenario, the bandwidth utilization is
77% of the available bandwidth, which is slightly less than
the 80% bandwidth utilization when the available band-
width is not changed. This is mostly due to the delay it
takes to reach a steady bandwidth when more bandwidth
becomes available at minute 1:00 and 3:00 where, respec-
tively, 16 and 18 seconds are needed. As seen in Equation
(1), this delay confirms what we expect from GCC, since the
bandwidth increases linearly with a factor 1.05 when under-
use is detected. This is because REMB messages are sent

every second, which increase the bandwidth with 5% every
second. Theoretically, we would expect a rate of 1000Kbps
⇥1.0516 ⇡ 2200Kbps after the first minute and 500Kbps
⇥1.0518 ⇡ 1200Kbps after bandwidth is freed at the third
minute, both close to the respectively reached 2500Kbps and
1350Kbps.

Table 2: Changing latency sequence.
Minute Latency change (from - to) Steepness
0 - 1 0ms - 250ms exponential
1 - 2 250ms N.A.
2 - 3 250ms - 0ms linear
3 - 4 0ms - 500ms linear
4 - 5 500ms - 0ms exponential

As shown in Section 4.1, WebRTC’s congestion algorithm
does not respond directly to di↵erent latencies, but changes
its data rate based on latency variation. Therefore, we grad-
ually change the latency at 0.5 seconds intervals with both
linear and exponential functions as shown in Table 2 and
Figure 9 (bottom). The resulting data rate is shown in Fig-
ure 9 (top).
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Figure 9: Data rate and resulting RTT when con-
tinuously changing the latency for both nodes.

The actual round trip time is close to the set data rate.
Unlike other experiments, we notice that the data rate is sig-
nificantly di↵erent for both parties even though additional
latency is added in both directions. As expected, the data
rate climbs up to the maximum data rate when latency is
decreased (at minute 2 and 4) or kept constant (minute 1).
More unexpectedly, the GCC does not seem to kick in until
after 40 seconds even though the RTT is increasing exponen-
tially. This is presumably due to ramp-up function described
earlier, which allows WebRTC to reach the maximum data
rate faster. We observe that GCC responds actively to the
RTT transition at minute 3, where a decreasing and subse-
quently increasing RTT results in a large drop in data rate.

In addition to studying the e↵ect of di↵erent packet loss
values, we also consider how packet loss that changes during
the lifespan of a call a↵ects the call characteristics. Here we
change the packet loss every minute from 10%, 0%, 5%, 7.5%
and 15% as shown in the bottom graph of Figure 10. The
resulting data rate is shown in Figure 10. The results are
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Figure 10: Data rate and packet loss while changing
packet loss for both nodes.

comparable to what we observed in Section 4.1. A packet
loss of 5% and 7.5% only slightly drop the data rate (minute
2 and 3), whereas a packet loss >= 10% reduces the data
rate significantly. It takes approximately 30 seconds to reach
the maximum data rate when packet loss is removed after
the first minute. This is consistent with our expectations
according to the 5% increase in data rate when packet loss
is less than 2% (equation (6)), as set by GCC. The data
rate increases with 5% every second for 30 seconds, coming
down to 550Kbps ⇥1.0530 ⇡ 2400Kbps, which is close to the
reached 2500 Kbps shown at minute 1.

Lastly, we study the e↵ects of changing both the latency
and the available bandwidth. We simulate the e↵ect of hand-
o↵, which for instance occurs when a cellular receiver moves
from one Base Station to another. For this experiment, we
also limit the available uplink and downlink bandwidth dif-
ferently, since it is common for the uplink rate to be lower
than the downlink counterpart. The experimental procedure
is shown in Table 3.

Table 3: Experiment procedure for changing both
latency, uplink and downlink bandwidth.
Minute Round trip time Downlink Uplink
0 - 1 60ms 3000Kbps 3000Kbps
1 - 2 200ms 750Kbps 250Kbps
2 - 3 500ms 250Kbps 100Kbps
3 - 4 150ms 1250Kbps 500Kbps
4 - 5 200ms 750Kbps 250Kbps

The resulting data rates and latencies are shown in Fig-
ure 11. We notice that the bandwidth utilization is 69% of
the available bandwidth, which is significantly lower than
the 77% bandwidth utilization (Figure 8) when there is no
additional latency. The limited bandwidth also results in ad-
ditional latency, especially when the bandwidth is extremely
limited (250Kbps downlink / 100Kbps uplink) at minute 2
when the RTT increases to more than 2 times the value it
was set.

4.3 Cross traffic
WebRTC tra�c competes with cross tra�c when there
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Figure 11: Resulting data rates and Round-Trip-
Time for the experiment in Table 3 for both nodes.

are other TCP/UDP flows active that share the same bot-
tleneck. It has been shown in previous measurement studies
that in the presence of concurrent TCP flows, WebRTC’s
UDP streams could starve due to less aggressive congestion
control [10].

Recently, Google Congestion Control has been updated to
include an adaptive threshold (�), with the aim of guaran-
teeing fairness when competing with concurrent flows [10].
In this section, our goal is to evaluate the impact of the
adaptive threshold on fairness. We first evaluate the perfor-
mance of a single WebRTC stream which is competing with
other WebRTC streams while sharing the same bottleneck
link. Next, we conduct the same test with competing TCP
flows.
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Figure 12: Distribution of bandwidth across three
WebRTC calls.

We first limit the available bandwidth to 2000Kbps and
test how the available bandwidth is distributed when three
WebRTC calls share this bottleneck. To test how fast the
congestion control algorithm adapts, we stagger the start
time of calls. We start with one call, add a second call af-
ter one minute, and add a third call after 2 minutes. To
see how fast WebRTC adapts once bandwidth is freed, we
drop the third call in minute 4. The results of this exper-
iment are shown in Figure 12. The cumulative data rate
is 78%, which is comparable to our earlier measured band-
width utilizations (Figures 5 and 8). We see that the data
rate momentarily drops when a new stream enters or leaves
the bottleneck (minute 01:00, 02:00 and 04:00). The data
rates converge subsequently to their fair share value, but the



time duration for convergence is almost a minute when two
streams compete and even longer with 3 streams. The Jain
Fairness Index values in the case of two streams and three
streams are 0.98 and 0.94, respectively. Since both scores
are close to 1, fairness is maintained.
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Figure 13: Distribution of bandwidth when a single
RTP flow competes with a TCP flow when band-
width is limited to 2000Kbps.

To study the e↵ects of TCP cross tra�c, we generate TCP
flows using iperf 6. We limit the bandwidth to 2000Kbps,
initiate a 12 minute call between two nodes, and introduce
a ten-minute competing TCP flow at minute 01:00. The re-
sults are shown in Figure 13. Surprisingly, WebRTC’s RTP
flow has a significantly higher average data rate from 01:00
- 11:00 compared to the TCP flow (on average 1408Kbps
vs. 451Kbps) with a resulting Jain Fairness Index of 0.79.
The newly introduced adaptive threshold provides better
fairness and WebRTC’s RTP flows no longer starve when
competing with TCP flows. However, optimal fairness is not
achieved and the adaptive threshold prioritizes WebRTC’s
RTP flows more aggressively than desired.

4.4 Multi-party topology comparison
In this section, we compare the performance of several

topologies that can be used for multi-party video conferenc-
ing. We evaluate 2-person, 3-person, and 4-person video
conferencing for these topologies.
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Figure 14: Average data rates for 2-, 3-, and 4-
person meshed calls.

In a meshed network, every participant uploads its stream
n� 1 times and downloads the other n� 1 streams directly
6https://github.com/esnet/iperf

from the other peers, where n equals the number of partici-
pants. The results for 2-, 3-, and 4-person meshed calls are
shown in Figure 14. The data rates in this graph show both
the average uplink and download data rates. The rates for
3-person calls are close to two times the rates of 2-person
calls (factor 2.03). Surprisingly, 4-person calls have less than
3 times the rate compared to 2-person calls (factor 2.77),
mostly due the long startup delay. The rate is also very
volatile compared to the other calls, which maintain a con-
stant data rate even though we averaged out several 4-person
calls. This volatile behavior is due to CPU limitations, be-
cause every person needs to simultaneously both encode its
own video stream three times and decode the three incoming
streams.
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Figure 15: Average data rates for 2-, 3-, and 4-
person calls using a SFU.

By introducing an extra server to forward the streams,
we can reduce the necessary uplink bandwidth. By utiliz-
ing a server as a Selective Forwarding Unit (SFU), all the
participants only have to upload their stream once and the
SFU forwards these to the other participating clients. This
approach introduces extra latency, because streams are re-
layed, but significantly reduces both CPU usage (for en-
coding all streams) and necessary uplink bandwidth. The
results are shown in Figure 15. Compared to meshed calls,
it takes significantly longer to reach a stable data rate (30
seconds vs. 15 seconds). For a 3-person call, the average
downlink rate is 2.00 times higher than the uplink rate. For
a 4-person call, the downlink rate is 2.95 times higher.

5. IMPACT OF VIDEO CODECS AND MO-
BILE DEVICES

In this section, we experimentally study the impact of dif-
ferent video codecs and mobile devices on video call quality
over WebRTC. We use synthetic network conditions similar
to the previous section to generate common network condi-
tions for our evaluations.

5.1 Video codec comparison
By default, Google Chrome utilizes the VP8 video codec

for WebRTC video calls. Recent versions of Google Chrome



(starting with v48) provide support for the more advanced
VP9 codec. VP9 is expected to provide the same objective
video quality as VP8, but at a lower bitrate, due to its more
e�cient compression e�ciency [18]. This, however, comes
at the expense of extra CPU power. VP9 is therefore use-
ful when bandwidth is limited (e.g., cellular and congested
networks). Support for the H.264 video codec has also been
added in Chrome v50, which allows hardware-accelerated
decoding for many devices.

Even though these newly supported codecs are not used by
default, WebRTC can be instructed to use them by altering
the generated Session Description Protocol (SDP). In this
section, we compare the VP8, VP9, and H.264 codecs. Since
these newly added codecs are still under development, we
use the 720p variant of the video to prevent CPU limitations
while encoding/decoding. We conducted experiments with
varying network conditions as described in Table 4. We limit
the tests to changing only one parameter each minute. The
results are shown in Figure 16 and Table 5.

Table 4: Mobile performance evaluation procedure.
Minute Round trip time Data rate Packet loss
0 - 1 0ms 1 0%
1 - 2 0ms 1250Kbps 0%
2 - 3 0ms - 500ms - 0ms 1250Kbps 0%
3 - 4 0ms 1 0%
4 - 5 0ms 1 15%
5 - 6 0ms 1 0%
6 - 7 0ms - 500ms 1250Kbps 0%
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Figure 16: Average data rates, RTT, resolution, and
framerate for di↵erent video codecs when the net-
work varies according to Table 4.

Table 5: Average call characteristics for di↵erent
video codecs.

VP8 VP9 H.264
Data rate (Kbps) 1439.7 1422.5 1154.2
RTT (ms) 83.6 84.2 77.6
Framerate (FPS) 47.4 45.5 36.1
Packet loss (%) 2.51 2.44 2.43
Resolution (pixels) 858x483 892x502 1279x719

As shown in Table 5, the data rate of H.264 is more heav-
ily a↵ected by the limited bandwidth and the added latency
when compared to VP8 and VP9. H.264 also di↵ers in the
way it uses its data rate. While VP8 and VP9 balance be-
tween frame rate and resolution, H.264 only lowers the video
frame rate, while maintaining a constant maximum reso-
lution which could be because it is hardware accelerated
and thus depends more on its browser implementation. As
shown in Figure 16, this causes the frame rate to drop to an
unusable value 1FPS around the 2:30 minute mark. As ex-
pected, VP9 outperforms VP8 when congestion occurs, due
to its more e�cient compression capabilities. This can be
seen from the higher resolutions from minute 1 to 3. When
the congestion is removed at minute 3 or minute 5, VP9,
however, does not scale back up to the original resolution
(1280x720), while VP8 does which might be because VP9 is
fairly new and not yet optimized.

5.2 Mobile devices
For the mobile performance evaluation, we perform seven-

minute experiments covering all di↵erent network variations.
Since we cannot inject a custom video stream for mobile
devices, we fall back on using the camera of the mobile de-
vices and force the use of the rear-camera to generate a
higher quality stream. Unfortunately, Safari does not sup-
port WebRTC on iOS. Therefore, we use the Cordova plu-
gin7 to handle the WebRTC natively, while using the same
performance measurement framework. The experimental
parameters change according to Table 4.

The di↵erent call characteristics of the test described in
Table 4 are shown in Figure 17 and Table 6. The video on
iOS and Android mobile platforms is limited to a resolution
of 640x480 at 30FPS, even though their cameras are able to
handle higher resolutions. Furthermore, iOS and Android
behave similarly across all characteristics. Their data rates
are both significantly less than Chrome when there is no con-
gestion (1750Kbps vs. 2500Kbps) and their average RTT is
much higher. It also takes longer for both mobile platforms
to reach the maximum data rate when compared to Chrome
(20 seconds vs. 10 seconds).

Table 6: Average call characteristics for di↵erent
platforms.

Chrome iOS Android
Data rate (Kbps) 1237.8 1022.5 1047.3
RTT (ms) 80.0 95.4 100.0
Framerate (FPS) 42.96 27.9 27.8
Packet loss (%) 2.30 2.18 2.2
Resolution (pixels) 1006x566 602x339 675x380

7https://github.com/eface2face/cordova-plugin-iosrtc
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Figure 17: Average data rates, RTT, resolution, and
frame rate for iOS, Android and Chrome network
when the network varies as shown in Table 4.

6. WIRELESS PERFORMANCE
In this section, we evaluate the performance of WebRTC

over real networks. We specifically focus on studying the
impact of a WiFi hop on WebRTC.

6.1 Benchmarking
In Section 4, we observed that GCC is sensitive to changes

in latency and packet losses. Transmitting over wireless net-
works may result in bursty packet losses and dynamic la-
tencies due to subsequent retransmissions, especially if the
end-to-end Round Trip Time (RTT) of the WebRTC con-
nection is large. In this section, we characterize the e↵ects of
wireless links on the performance of WebRTC by comparing
against the performance on wired links.

We consider 3 types of WebRTC nodes: (i) a local wireless
node, (ii) a local wired node, and (iii) remote wired nodes.
We used a 2013 ASUS Nexus 7 tablet as a local wireless
node connected to an IEEE 802.11 DD-WRT enabled Access
Point (AP). The wired node is either a local machine located
in our lab in New York City or a remote server running in
Amazon EC2 cloud. We consider two cases for the remote
server: one in the AWS Oregon availability zone and one in
the AWS Sydney availability zone which provide di↵erent
magnitudes of RTT. This allows us to study the impact of
higher RTT as compared to the local machine.

Both the local and remote machines run Ubuntu 14.04
with Google Chrome 57.0 as the browser. We use the same
injected video files for a fair comparison. Moreover, all the
machines have su�cient computational power to eliminate
the impact of devices on video performance. A virtual dis-
play bu↵er was used on the EC2 servers to run WebRTC
on Chrome in headless mode. For the wireless node, we

used 5GHz channels to minimize the interference from other
IEEE 802.11 networks. To emulate the conditions of high
loss environments, the AP transmission power was set to
1mW. We experiment with di↵erent channel conditions with
the wireless node being in the same room as the AP (ap-
proximately 5 feet away), as well as outside of the room
(approximately 25 feet away).

Table 7 shows average call statistics for two fully-wired
calls with one wired node located in the NYC area in the lab
and the other node in Oregon or Sydney. The NYC node
was injecting a video encoded at 50FPS, and the remote
nodes were using a video encoded at 60FPS. The average
RTTs for the Oregon and Sydney calls were 77.74ms and
214.86ms, respectively. Accordingly, we term these scenar-
ios as “medium” and “high” call latencies as compared to
“short” latency scenario with both nodes in the NYC area.
These results establish a baseline performance of WebRTC
in realistic network conditions.

Table 7: Baseline statistics of wired calls with dif-
fering RTTs.

Call Path Data Rate
Frame
Rate

Frame
Width

NYC to Sydney 2971.11 49.58 1278.39
Sydney to NYC 2352.66 58.51 1280.00
NYC to Oregon 3001.45 49.68 1280.00
Oregon to NYC 2305.43 58.47 1242.83

Next, we perform video calls with one wireless node and
the other node either being a local wired node or one of
the two remote nodes. A 720p video encoded in 50FPS
was used across all 3 cases. On the wireless node, the cam-
era on the Nexus tablet was used as video source, because
video could not be injected into the Android distribution of
Chrome without rooting the device.

Figure 18 depicts the data rate, frame rate, frame width,
and the RTT for a single call with high latency between a
server located in Oregon area and a wireless node in the
lab. For comparison, we also show the performance of a
fully wired call in a similar scenario. Adding a wireless hop
in typical indoor conditions creates a significant change in
RTT characteristics. We observe that the peaks in RTT at
20, 30, and 50 seconds correspond to drops in frame rates,
which lead to poor video quality for the user. Furthermore,
we observe these RTT peaks to persist even after frame rates
and data rates drop.

A comparison of packet inter-arrival times between a wired
and wireless call is shown in Figure 19. Further, Figure 19
e↵ectively illustrates how the wireless hop changes the delay
variation di (according to (3)) used by GCC’s arrival-time
filter8. In all our experiments, the number of packet losses
was relatively low (packet losses are handled by retransmis-
sions). Thus, the large variation in packet inter-arrival times
generally results in variations in video quality since GCC re-
lies on packet inter-arrival times for congestion control.

Figure 20 shows performance results of experiments for
the near and far scenarios. Although the calls are two-way,
the figures depict call performance statistics for the data
received at the wireless node. Each result is an average of
four identical experiments of 200 seconds each. Increasing
8The impact of packet inter-departure time is minimal and
we exclude that from our calculations.



Figure 18: Experimental results for a call between
NYC and a remote server located in the AWS Ore-
gon region. A fully wired call is compared with a
wireless hop call.

the distance from the access point generally increased RTTs
as well as packet loss. The received frame rate and frame
resolution reduced as well. With higher RTTs, the impact
of wireless link is more apparent. For instance when the
remote server is in Oregon, the average frame rate and frame
widths for the case of wireless node far from the AP are
more than 25% lower than when wireless node is near the
AP. This di↵erence is approximately 10% when the wired
node is located in the lab and the RTT is small.

In summary, our experiments characterize the performance
of WebRTC video calls on both wired and wireless networks.
We observed that bursty losses and retransmissions can de-
grade the call quality, especially when the end-to-end RTT
is long. In the next section, we briefly explore cross-layer
techniques to enhance the performance of WebRTC over
wireless. More specifically, we study the tradeo↵ between
higher packet losses and lower packet inter-arrival times by
adjusting the wireless MAC layer retry limit.

6.2 Impact of MAC retry limits
In lossy wireless environments, when the wireless node

is far from the AP, we observed that the video stream fre-
quently freezes. The typical duration of such freezes is a few
seconds and subsequently, the stream resumed at a much
lower frame rate and resolution. In the traces of these calls,
as shown in Figure 18, we observed multiple spikes in RTT
values, where the RTT would quickly rise to 2x or 3x the pre-
vious value before dropping back down again. These spikes
occurred throughout the duration of the call despite changes
in other call parameters.

Figure 19: Comparison of time delta characteristics
for a wired call (left) and a call with a wireless hop
(right).

To better understand this variation in RTT, we inspected
the Wireshark traces of the call experiments obtained on
a separate device, placed near the AP, and operating in
monitor mode. We used Wireshark to decode the traces as
RTP streams and observed a high number of packet retrans-
missions, typically in immediate succession. These packet
retransmissions lead to spikes in RTT which subsequently
results in poor video quality. Our objective is to iden-
tify if reducing the number of retransmissions at the ex-
pense of higher packet losses may improve video quality.
We note that recent papers have explored cross-layer retry
limit adaptation mechanisms for latency-sensitive applica-
tions, such as OpenSDWN [21] as well as approaches pro-
posed in [26] and [9].

The DD-WRT enabled AP provides parameters to control
the Long Retry Limit for data packets between values of 1
and 15. We set the Long Retry Limit to two extreme values
of 1 and 15 and compared the impact of the AP automati-
cally configuring the retry limit when the wireless node was
located far from the AP. Furthermore, we evaluated retry
limit and access point proximity combinations across the lo-
cal wired node as well as the two remote nodes to achieve
low, medium, and high baseline RTT magnitudes. All nodes
used the same injected 720p video at 50FPS.

Figure 23 depicts the di↵erences in call performance for
the highest baseline latency with the retry limit set to the
maximum of 15, as well as the minimum of 1. We observe
that disabling MAC layer retries (by setting the limit to
1) reduces the variation in RTTs at the expense of higher
packet losses. Figures 23(a) and 23(b) show the average
frame rate and average frame width for di↵erent retry limits.
Disabling retransmissions leads to reduced values for both
which leads to very poor video quality. With retries dis-
abled, RTT variations are significantly reduced and closely
resemble the RTT characteristics of the fully wired calls as
depicted in Figure 18. Packet losses are much higher in the
wireless call with retries disabled than they are in the vir-
tually lossless wired baseline in Figure 18. Qualitatively, we
observed the video freezes less frequently.

We observed a trade-o↵ between RTT variation and packet
losses when controlling MAC retransmissions in lossy wire-
less environments. This trade-o↵ is visually depicted in Fig-
ure 21. On both extremes of this trade-o↵, however, we
found that call quality still su↵ers, as GCC responds heav-
ily to packet losses.

Since GCC uses packet inter-arrival times as well as packet
loss information, there may be room for further modifi-
cations that would allow GCC to exploit cross-layer tech-



(a) (b) (c) (d)

Figure 20: Experimental results for calls with the wireless node at a static position near (same room) and
far (outside of room) from the AP: (a) the average frame rate, (b) average frame width, (c) average RTT,
and (d) packet loss.

niques such as MAC layer retransmits or PHY layer rate
adaptation. In WebRTC’s current implementation, how-
ever, we observe that GCC is too sensitive to packet loss
to benefit from MAC-layer retransmission adaptation. A
future direction is to study the impact of lowering PHY
layer transmission rates to guarantee successful packet de-
livery at the expense of reduced bandwidth. Figure 22 shows
the PHY transmission rate when the wireless node is near
or far from the AP. The PHY transmission rate is usually
higher than the minimum transmission rate (6 Mbps). Re-
ducing the PHY transmission rate may reduce the number
of packet losses while still ensuring su�cient bandwidth for
the WebRTC call.

7. RELATED WORK
Performance evaluation and design of congestion control

algorithms for live video streaming have received consider-
able attention. Below, we highlight the most relevant work.
Congestion control for multimedia: TCP variants such
as Tahoe and Reno [16] have shown to lead to poor perfor-
mance for multimedia applications since they rely only on
losses for congestion indication. The approaches to address
the shortcomings of these techniques can be divided in two
categories.

The first variety of congestion control algorithms use vari-
ants of delay to infer congestion. Delay based variants of
TCP such as Vegas [5], and FAST [24] rely on measuring
round trip delays but they are more reactive than proactive
in congestion control. LEDBAT [22] relies on measuring one
way packet delays to ensure high throughput while minimiz-
ing delays. Sprout [25] utilizes stochastic forecasts of cellular
network performance to achieve the same goals. The sec-
ond category of congestion control relies on Active Queue
Management (AQM) techniques. NADA [27] uses Explicit
Congestion Notifications (ECN) and loss rate to obtain an
accurate estimate of losses for congestion control.
WebRTC congestion control: SCReAM [17] is a hybrid
loss and delay based congestion control algorithm for conver-
sational video over LTE. FBRA [19] proposes a FEC-based
congestion control algorithm that probes for the available
bandwidth through FEC packets. In the case of losses due
to congestion, the redundant packets help in recovering the
lost packets.
WebRTC performance evaluation: Several papers have
studied the performance of WebRTC. Most related work fo-
cuses on a single aspect of the protocol or use outdated

versions of WebRTC in their performance analyses. [2] an-
alyzes the Janus WebRTC gateway focusing on its perfor-
mance and scalability only for audio conferencing in multi-
party calls. [8] focuses on comparison of end-to-end and
AQM-based congestion control algorithms. [7] evaluates the
performance of WebRTC over IEEE 802.11 and proposes
techniques for grouping packets together to avoid GCC’s
action on bursty losses.

[10] presents the design of the most recent version of the
GCC algorithm used in the WebRTC stack. While [10] pro-
vides preliminary analysis of GCC in some synthetic network
conditions, it does not focus on WebRTC’s performance on
mobile devices or real wired and wireless networks. Its main
focus is on inter-protocol fairness between di↵erent RTP
streams and RTP streams competing with TCP flows.

[23] provides an emulation based performance evaluation
of WebRTC. However, all flaws identified in [23] have been
subsequently addressed in WebRTC. For instance, the data
rate no longer drops at high latencies (but instead responds
to latency variation), the bandwidth sharing between TCP
and RTP is fairer due to the newly introduced dynamic
threshold, and the available bandwidth is shared more equally
when competing RTP flows are added.

A more realistic performance study using real network
e↵ects is done in [13], where the performance of WebRTC is
measured with mobile users in di↵erent areas. Even though
the WebRTC implementation used is outdated, the paper
suggests that WebRTC’s over-reliance on packet loss signals
leads to under-utilization of the channel due to mobility.

8. LESSONS LEARNED
We believe that our evaluation and insights derived from

it can serve as a useful guide for developers of applications
leveraging WebRTC. While we have done an extensive eval-
uation of the performance of GCC and WebRTC in a wide
variety of environments, there are several open issues and
directions for future research.

The new changes in the GCC algorithm include an adap-
tive threshold for congestion control. Our evaluations show
that this ensures better fairness between competingWebRTC’s
RTP and TCP flows than reported in earlier studies. How-
ever, optimal fairness is still not achieved and the adap-
tive threshold prioritizes WebRTC’s RTP flows more aggres-
sively than desired.

We compared the performance of a mesh and Selective
Forwarding Unit (SFU) based topologies for group video



Figure 21: Experimental results for a wireless call
between NYC and Sydney with high (above) and
low (below) MAC layer retry limits.

calls using WebRTC. Our evaluation shows that adding an
SFU can significantly improve the performance of multi-
party video call. The positioning and dimensioning of SFU
in the network are some interesting future research direc-
tions.

Our experiments demonstrated that the newly added H.264
and VP9 codecs do not perform as expected in the presence
of congestion or packet losses. It is not immediately clear if
this performance issue is due to codec design or an imple-
mentation flaw and requires further investigation.

We experimentally evaluated video calls on WebRTC in
real networks, specifically focusing on wireless networks. Our
experiments show that WebRTC can su↵er from poor per-
formance over wireless due to bursty losses and packet re-
transmissions.

In future work, we will consider modifications to the GCC
algorithm to improve its performance with bursty packet
losses and large variations in RTT. Further, we will study
more complex cross-layer approaches to address the perfor-
mance issues of WebRTC over wireless, including PHY-layer
rate adaptation and dynamic adaptation of retransmission
limits along with congestion control.

9. CONCLUSION
In this paper, we evaluated the performance of WebRTC-

based video conferencing, with the main focus being on the
Google Congestion Control (GCC) algorithm. Our evalua-
tions in synthetic, yet typical, network scenarios show that

Figure 22: Comparison of PHY data rate for tablet
positioned “Near” (left) and “Far” (right) from the
AP.

WebRTC is sensitive to variations in RTT and packet losses.
We also evaluated the impact of di↵erent video codecs, mo-
bile devices, and topologies on WebRTC video calls. Fur-
ther, our evaluations on real wired and wireless networks
show that bursty packet losses and retransmissions over long
RTTs can especially lead to poor video performance. The
source code for setting up and evaluating the experimen-
tal environments described in this paper is available at:
https://github.com/Wimnet/webrtc_performance.
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ABSTRACT
We consider the problem of generating perfect samples from
a Gibbs point process, a spatial process that is absolutely
continuous w.r.t. a Poisson point process. Examples in-
clude area-interaction processes, hard-sphere models and
Strauss processes. Traditionally, this is addressed using
coupling from the past (CFTP) based methods. We con-
sider acceptance-rejection methods that, unlike the common
CFTP methods, do not have the impatient-user bias. Our
key contribution is a novel importance sampling based accep-
tance-rejection methodology for generating perfect samples
from Gibbs point processes. We focus on a simpler setting
of hard-sphere models in a d-dimensional hypercube that
we analyze in an asymptotic regime where the number of
spheres generated increases to infinity while the sphere ra-
dius decreases to zero at varying rates.

1. INTRODUCTION
Perfect sampling, that is, generating unbiased samples

from a target distribution, is an important and exciting area
of research in stochastic simulation. In this paper, we con-
sider amongst the most important families of point processes
known as Gibbs point processes (the family of distributions
that are absolutely continuous with respect to the distribu-
tion of a Poisson point process). Hereafter, the distributions
of Gibbs point processes are referred to as Gibbs distribu-
tions. Examples include area-interaction processes, Strauss
processes, spatial loss systems including hard-sphere mod-
els, among others. We introduce and investigate a novel
methodology for generating perfect samples from Gibbs dis-
tributions. This methodology combines importance sam-
pling (IS) and acceptance-rejection (AR) to achieve substan-
tial performance improvement. In particular, we focus on
simpler hard-sphere models. These models can be described
as a set of spheres such that their centers constitute a Pois-
son point process on a bounded Euclidean space conditioned
that no two spheres overlap with each other. In statistical
physics, there is a large body of work related to the hard-
sphere fluid model. See, e.g., [16, 20, 13]. The hard-sphere
model is also important in modelling adsorption of latexes
or proteins on solid surfaces [18, 17]. Our results can be used
to assess the stationary behaviour of Code Division Multiple
Access (CDMA) wireless networks. Analysis of performance
of CDMA involves viewing it as a spatial loss system where
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arrivals are typically assumed to be Poisson and a new call
is accepted only if it guarantees that Signal-to-Interference-
Noise-Ratio at each receiver is at least above a threshold
value; see, e.g, [2; 3, and references therein].

The existing literature o↵ers several perfect sampling meth-
ods for Gibbs distributions, such as the dominated coupling
from the past (DCFTP) [14, 11], Fill’s algorithm [8] and the
backward-forward algorithm (BFA) by Ferrari et al. [7].
They take advantage of an important property that any
given Gibbs distribution can be realized as an invariant mea-
sure of a spatial birth-and-death process. A crucial draw-
back of the DCFTP and BFA methods is that they exhibit
impatient-user bias (a bias induced by the dependence of
the running time of the algorithm on the output sample).
Fill’s algorithm is free of impatient-user bias, but applicable
only under certain monotonicity properties (see [9] and [19]).

AR algorithms are applicable under more general stability
conditions than those analyzed for other methods. Further,
they are free of impatient-user bias. Despite being an ob-
vious alternative to existing methods, to the best of our
knowledge, in the context of Gibbs point processes the use
of AR methods is still largely unexplored (except brief dis-
cussions, e.g., in [10] and [12]). AR methods for Gibbs point
processes are amenable to further algorithmic enhancements
that may substantially decrease the expected running time
of the algorithm. The proposed methodology provides one
such enhancement using IS.

We develop an IS based AR method for generating perfect
samples from Gibbs distributions by partitioning the under-
lying configuration space such that di↵erent IS techniques
can be developed on di↵erent subsets of the partition. We
consider a hard-sphere model that is absolutely continuous
with respect to the homogeneous marked Poisson point pro-
cess on [0, 1)d with intensity �, where the mark associated
with a point is the radius of the sphere centered at that
point. We assume that the radius of each sphere is indepen-
dent and identical in distribution to R/�⌘ for some ⌘ > 0
and a bounded positive random variable R. Applicability of
the proposed algorithm is illustrated using the hard-sphere
model in two settings: 1) In the first case, all the spheres
are assumed to be of the same size with a fixed radius (R is
a constant). We develop an IS technique where spheres are
generated sequentially such that each sphere is generated
uniformly over the non-blocking region associated with the
existing spheres. 2) In the second case, spheres are assumed



to have i.i.d. radii. In this setting, we partition the configu-
ration space into two sets, one where the sum of generated
radii display typical behaviour, and the other where this
sum takes unusually small values. On the latter set we gen-
erate samples of the radii using the well known exponential
twisting based importance sampling, while on the former set
we again sequentially generate spheres uniformly over non-
blocking regions associated with existing spheres. In both
the cases, the new method provably substantially improves
the performance of the algorithm compared to the naive AR.

Refer to [15] for an elaborate version of the paper that
contains the proofs of the results presented here. [15] also
compares the AR methods with the DCFTP methods both
analytically and numerically, and identifies regimes where
the proposed IS based AR method performs significantly
better than the DCFTP method.

Section 2 provides definitions of spatial point processes.
Section 3 and Section 4 present, respectively, the naive AR
and the proposed IS based AR methods. Expected running
time complexity analysis for the hard-sphere models is pro-
vided in Section 5.

2. SPATIAL POINT PROCESSES
Notation: X ⇠ F denotes that the distribution of a

random variable X is F . Poi(�) and Bern(p) denote, re-
spectively, Poisson distribution with mean � and Bernoulli
distribution with success probability p. The uniform distri-
bution on [0, 1] is denoted by Unif [0, 1]. The indicator I(A)
takes value 1 if event A occurs, otherwise it equals 0. A mea-
sure µ

1

is absolutely continuous with respect to measure µ
2

on a measurable set A if µ
1

(B \A) = 0 for any measurable
B such that µ

2

(B \A) = 0. For any probability measure µ,
P
µ

(A) denotes the probability of an event A under the law
µ, and E

µ

[·] denotes the associated expectation. Whenever
possible, we drop the subscript and write P(·) (and E[·] for
expectation); in this case, we make sure that all the random
elements involved in the expression are well defined before-
hand. For any positive real valued functions f and g, write
f(x) = O(g(x)) if lim sup

x!1
f(x)

g(x)

 c for some constant

c, and write f(x) = ⇥(g(x)) if the both f(x) = O(g(x)) and
g(x) = O(f(x)) are true.

Poisson Point Processes: Consider a measurable space
G ✓ Rd and a Radon measure ⌫ on G. Let G be the set of
all locally finite multisets defined as follows:

G =
n

(x
1

, . . . , x
n

) : n = 0, 1 . . . ,1 and x
i

2 G, 8 i  n
o

,

where the case n = 0 corresponds to the empty set denoted
by ?. A point process is a random element X on G . For any
X 2 G , |A\X| denotes the number of points of X in A ✓ Rd.

A random element X 2 G is called Poisson point pro-
cess (PPP) with intensity measure ⌫ if for any separable
measurable subset S ✓ G with ⌫(S) < 1, the finite mul-
tiset X \ S ⌘ {X

1

, X
2

, . . . , X
N

} is an i.i.d. sequence such
that X

i

⇠ ⌫(dx)/⌫(G) and N ⇠ Poi(⌫(S)). A PPP on
Rd is called -homogeneous if the intensity ⌫(dx) = dx for
some constant  > 0. A binomial point process (BPP) with

n points and distribution ⌫(dx)

⌫(S)

on a separable measurable

subset S ✓ G with ⌫(S) < 1 is a PPP conditioned that the

total number of points in S is n. If ⌫(dx) is uniform over
S, then the BPP is called homogeneous. A marked point
process (MPP) on G ⇥ M is a PPP on G such that each
point of the PPP has an independent mark belonging to a
mark space M. An important MPP is the germ-grain model
on Rd ⇥ M, where a collection of points (called germs) in
Rd constitute a PPP and, for some m, each point has an
independent Rm-valued mark to describe the compact Borel
subset (called grain) of Rd at that point.

Gibbs Point Processes: Suppose µ0 is the law of an
MPP on B ⇥M with intensity ⌫ (d(x, y)) = (dx)⇥ #(dy),
for an intensity measure  on Rd and mark distribution # on
the mark space M, where B ✓ Rd is a Borel set such that
� := (B) < 1. A Gibbs distribution µ restricted to B has
a Radon-Nikodym derivative with respect to µ0 given by

dµ
dµ0

(X ) =
exp (�� V (X ))

Z
, (1)

for any locally finite multiset X ✓ B ⇥ M, where � 2 R
is a constant known as inverse temperature, V is known as
potential function and is non-negative, and the normalizing
constant Z := Z(,�, V, B) = E

µ

0 [exp (�� V (X ))]. We
assume that the potential function V is non-degenerate (that
is, V ({x}) < 1) and hereditary (that is, V (X )  V (X 0) for
all X ✓ X 0).

3. NAIVE AR
In this section, we present a simple naive AR perfect sam-

pling algorithm which applies to the Gibbs distributions un-
der a stability condition and establish its expected running
time complexity. Recall (1) and assume N ⇠ Poi(�). Let
 (X ) = exp (�� V (X )).

Stability condition 1: 9 a function � : N ! R
+

such
that E[�(N)] < 1 and  (X )  �(n) for all |X | = n, n � 0.

Suppose thatX
n

denotes the BPP on B with n points and
distribution ⌫(·)

⌫(B)

. Let M be an non-negative integer valued

random variable with probability mass function (pmf)

P(M = m) =
e��

E [�(N)]
�(m)�m

m!
, m � 0. (2)

By (1), for every measurable A ✓ G , we have µ (A) =
E[ (XN )I(XN2A)]

E[ (XN )]

, which is

=
1

E [ (X
N

)]

1
X

n=0

e��
�n

n!
E [ (X

n

)I (X
n

2 A)]

=
E[�(N)]

E [ (X
N

)]

1
X

n=0

e��

E[�(N)]
�n�(n)

n!
E


 (X
n

)
�(n)

I (X
n

2 A)

�

=
E
h

 (XM )

�(M)

I (X
M

2 A)
i

E[ (XN )]

E[�(N)]

=
P
⇣

U   (XM )

�(M)

;X
M

2 A
⌘

E[ (XN )]

E[�(N)]

,

where U ⇠ Unif [0, 1]. The above expression leads to Algo-
rithm 1 that generates perfect samples from µ; the proof is
straightforward and is omitted.

Remark 1 (Running time complexity). Suppose
T
AR

is the average running time complexity of Algorithm 1,
that is, T

AR

denotes the expected number of elementary op-
erations performed by the algorithm; every elementary op-
eration takes at most a fixed amount of time. If we denote



Algorithm 1 Acceptance-Rejection Based Exact Sampling

1: Generate a sample M (using (2))
2: Generate a realization X

M

of BPP with M points and
distribution ⌫(·)/⌫(B)

3: Generate J ⇠ Bern ( (X
M

)/�(M))
4: Return X

M

if J = 1. Otherwise, repeat from Step 1.

the acceptance probability and the running time complexity
of an iteration, respectively, by P

acc

and C
itr

, then the ex-
pected number of iterations to generate one sample is 1/P

acc

and thus T
AR

= E[C
itr

]/P
acc

.

Remark 2 (Choice of �). Observe that the acceptance
probability P

acc

= 1

E[�(N)]

E
µ

0 [ (X )] . Therefore, if both

�
1

(·) and �
2

(·) satisfying Stability condition 1 and E[�
1

(N)]
< E[�

2

(N)], then it is better to choose �
1

over �
2

(assuming
that the complexity associated with generating samples of
M for �

1

is similar to that for �
2

).

4. IS BASED AR
In this section, we further generalize Stability condition 1

and show how one can exploit IS techniques for enhance-
ment of the performance of the AR method. The idea is to
partition the configuration space G and identify separate IS
measure on each subset of the partition such that the like-
lihood ratio associated with each IS measure is uniformly
bounded with a small upper bound. Such enhancements
for the hard-sphere models are presented in Section 5. Let
G
n

:= {X 2 G : |X | = n} and assume that the following gen-
eralised stability condition holds.

Stability condition 2: For each n � 0, there exist
K

n

2 N [ {1}, a partition {D
n,k

}Kn
k=1

of G
n

, and a se-

quence of measures {µ
n,k

}Kn
k=1

such that, for all n � 0, µ0

is absolutely continuous with respect to µ
n,k

on D
n,k

with

the likelihood ratio denoted by L
n,k

(X ) := dµ

0

dµn,k
(X ). Fur-

thermore, suppose that {�
n,k

}Kn
k=1

is a sequence of constants
for each n such that the following condition holds for each
n and each k = 1, 2, . . . ,K

n

:

 (X )L
n,k

(X )  �
n,k

, if X 2 D
n,k

,

and E
h

P

KN
k=1

�
N,k

i

< 1, where N ⇠ Poi(�).

Under Stability condition 2, we can write that µ(A) is
proportional to E

µ

0 [ (X )I(X 2 A)], which is

=
1
X

n=0

e���n

n!

 

Kn
X

k=1

E
µ

0

h

 (X )I (X 2 D
n,k

\A)
i

!

/ E
"

KM
X

k=1

�
M,k

e�(M)
E
µM,k



 (X )L
M,k

(X )
�
M,k

;D
M,k

\A

�

#

= E
"

KM
X

k=1

�
M,k

e�(M)
P
µM,k

✓

U   (X )L
M,k

(X )
�
M,k

,X 2 D
M,k

\A

◆

#

,

where U ⇠ Unif [0, 1], M is a non-negative integer valued
random variable with the pmf defined by,

P (M = m) =
1

C(�)
�m

e�(m)
m!

, m � 0, (3)

e�(n) :=
P

Kn
k=1

�
n,k

, and C(�) =
P1

n=0

�

ne�(n)

n!

. The pmf (3)
is well defined under Stability condition 2 because E [e�(N)]
is finite. Algorithm 2 generates a perfect sample from µ.

Algorithm 2 Importance Sampling Based AR method

1: Generate a sample M using (3)
2: Generate J with pmf P(J = k) = �

M,k

/e�(M), k =
1, 2, . . . ,K

M

3: Generate a realization X of M points under µ
M,J

4: Return X if Bern

✓

 (X )LM,J (X )I(X2DM,J)
�M,J

◆

= 1. Oth-

erwise, repeat from Step 1

Remark 3 (Acceptance Probability). The probabil-
ity of accepting the configuration generated in an iteration
of Algorithm 2, eP

acc

= P( eJ = 1), is given by

E
"

KM
X

k=1

�
M,k

e�(M)
E
µM,k



 (X )L
M,k

(X )
�
M,k

;D
M,k

\A

�

#

=
1

E[e�(N)]
E
µ

0 [ (X )] , whereN ⇠ Poi(�).

Since E
µ

0 [ (X )] is independent of �(n)’s and e�(n)’s, from

Remark 2, P
acc

E[�(N)] = eP
acc

E[e�(N)]. Hence, it is reason-
able to seek a partition {D

n,k

}Kn
k=1

for each n (and the asso-
ciated importance measures {µ

n,k

}Kn
k=1

) for which E[e�(N)] is

much smaller than E[�(N)] so that eP
acc

is much higher than
P
acc

. In Section 5, we present applications of Algorithm 2
for hard-sphere models where eP

acc

is indeed much higher
than P

acc

.

5. HARD-SPHERE MODEL
In this section, we consider a hard-sphere model on the

unit d-dimensional torus [0, 1)d with spheres of i.i.d. radii
and compare the expected running time complexities of the
naive and IS based AR methods. On the torus, a sphere with
center x 2 [0, 1]d and radius a is defined as the set of points
(y

1

mod 1, . . . , y
d

mod 1) for all y = (y
1

, . . . , y
d

) 2 S(x, a),
where k·k is the d-dimensional Euclidean norm, S(x, a) is the
Euclidean sphere with center x and radius a, and ‘mod’ de-
notes the usual modulo operation1. [15] also considered the
hard-sphere model with Euclidean spheres. Qualitatively
this does not a↵ect the results, although the torus model
has greater elegance.

Let R > 0 be a bounded random variable and µ0 be the
distribution of the �-homogeneous MPP on G = [0, 1]d⇥M,
where the mark space M is the support of R. A typical
element (x, r) 2 G of a realization of µ0 denotes a sphere
centered at x 2 [0, 1]d with radius r/�⌘. Let A ⇢ G be the
set of all configurations with non-overlapping spheres. The
law µ of the hard-sphere model has the following Radon-
Nikodym derivative with respect to µ0:

dµ
dµ0

(X ) =
I (X 2 A )

P(�)
, (4)

1For any real numbers a and b 6= 0, a mod b is the unique
c 2 [0, b) such that a = nb+ c for an integer n.



where the normalizing constant P(�) = P
µ

0 (X 2 A ) is
the non-overlapping probability. The following large devi-
ations result on P(�) is useful in the running time com-
plexity analysis of both the naive AR and the IS based AR
methods for hard-sphere model. Let bR be a random vari-
able independent and identical in distribution to R, and

define m
1

:= E


⇣

R+ bR
⌘

d

�

. Hereafter, the constant � =

⇡d/2/�(d/2 + 1), where �(·) is the gamma function.

Theorem 1. Under the above set-up, P(�) satisfies

lim
�!1

P(�) =

(

1, if ⌘d > 2,

e�
�m1

2 , if ⌘d = 2,

lim
�!1

h

P(�) exp
⇣�m

1

2
�2�⌘d

⌘i

= 1, if 5/3 < ⌘d < 2,

lim
�!1



1
�2�⌘d logP(�)

�

= ��m1

2
, if 1 < ⌘d  5/3,

and lim
�!1



1
�
logP(�)

�

= �1, if 0 < ⌘d < 1.

If ⌘d = 1, the limit � := lim
�!1

⇥

1

�

logP(�)
⇤

exists and
�1  � < 0.

5.1 Naive AR
We now establish bounds on the expected running time

complexity T
AR

of the naive AR algorithm for the hard-
sphere model, and provide its asymptotic behavior as � %
1 using Theorem 1.

To understand T
AR

for each �, observe that the expected
running time complexity to generate a sample of Poisson
random variable with mean � is of order log �; see, for e.g.,
[6]. Well known data structures known as self-balancing
binary search trees perform search, insertion and deletion
operations in O(log n) time when the total number of nodes
in the tree is n. Examples of such self-balancing binary trees
include AVL and Red-black trees; see, e.g., [4].

For the hard-sphere model, Stability condition 1 holds
with �(n) = 1 for all n � 0, and this choice of �(n) is opti-
mal due to Remark 2. So, the random variable M in Step 1
of Algorithm 1 is a Poisson variable with mean �. There-
fore, Algorithm 1 for the hard-sphere model can be stated as
follows: Generate M spheres on G and accept the configu-
ration if no sphere overlaps with other spheres. Clearly, this
can be implemented by generating M spheres in a sequential
order such that each sphere is inserted into a self-balancing
binary tree constructed using centers of already generated
spheres. We can check whether the inserted sphere is over-
lapping with existing spheres or not just by checking its
center’s distance from that of its neighboring nodes. This
operation takes at most a constant time because there can
be at most three neighboring nodes in the binary tree. If
a new sphere is overlapping with any of its neighbors, then
discard the whole configuration and go to the next iteration
of the algorithm. Otherwise, generate the next sphere and
repeat the same procedure until all the M spheres are ac-
cepted. Since we are working with a self-balancing binary
tree, the expected complexity of insertion for nth sphere is
of order log n. The complexity associated with verification
of the overlapping criteria for the new sphere is constant as

the co-ordinates of the centers of the accepted spheres are
sorted.

Proposition 1. The expected running time T
AR

of Al-
gorithm 1 (naive AR) for the hard-sphere model satisfies

T
AR

=

8

<

:

⇥(� log �)

P(�)

if ⌘d � 2,

⌘d
⇥(�⌘d/2

log �)
P(�)

if ⌘d < 2.

Furthermore, T
AR

is equal to
8

>

>

>

>

>

>

<

>

>

>

>

>

>

:

⇥
⇣

� log �
⌘

, if ⌘d � 2,

⇥
⇣

�⌘d/2 log �
⌘

exp
⇣

�

�m1
2

+ o(1)
�

�2�⌘d
⌘

, if ⌘d 2 (1, 2),

⇥
⇣

�⌘d/2 log �
⌘

exp (��) , if ⌘d = 1,

⌘d⇥
⇣

�⌘d/2 log �
⌘

exp
⇣

(1 + o(1))�
⌘

, if ⌘d 2 (0, 1),

where 0 < �  1.

Remark 4 (Significance of P
acc

(�)). From Proposi-
tion 1, we see that for large values of � and for ⌘d < 2, T

AR

is mainly governed by the acceptance probability P
acc

(�) =
P(�) as it decreases exponentially with �min(2�⌘d,1). This
suggests that a significant improvement in the acceptance
probability will result in a significant improvement in the
running time complexity. In the following two subsections,
we see two applications of Algorithm 2 that significantly
improve the acceptance probability.

5.2 IS Based AR – Fixed Radius
We consider an application of Algorithm 2 for the hard-

sphere model when spheres are each of the same and fixed
radius. Recall that the distribution µ of the hard-sphere
model is given by (4). For this, we first propose an impor-
tance measure eµ such that the associated likelihood ratio

L(X ) = dµ

0

deµ (X ) allows to choose a better �(n), n � 0.

The importance measure eµ for generating n spheres is de-
fined in the following three steps:
1) Generate the center of the first sphere uniformly on [0, 1]d.
2) For each i = 2, . . . , n, generate the center of the ith sphere
uniformly over the non-blocking subset of [0, 1]d created by
the spheres 1 to i � 1; here blocking means that the center
of the ith sphere falling in this set would create an overlap.
3) If, for any sphere i < n, the whole space is blocked, then
assume that the remaining spheres i to n are centered at
origin, and terminate the procedure (such selection of fixed
centers for spheres i to n leads to overlap of the spheres).

It is not hard to see that µ0 is absolutely continuous with
respect to eµ on A , and the associated likelihood ratio is
given by

L(X ) =
dµ0

deµ
(X ) :=

n

Y

i=1

⇣

1�B
i

⌘

, (5)

for any configuration X 2 G
n

\A , where B
i

= B
i

(X ) is the
volume of the blocking region seen by the ith sphere.

Assume that the sphere radius is r/�⌘ for some constant
r > 0. Since the underlying space is a torus, the block-

ing volume contribution by each sphere is at least �r

d

�

⌘d and



thus B
i

� min
⇣

1, (i� 1) �r
d

�

⌘d

⌘

, for every configuration in

A . Assign �
0,1

= 1 and

�
n,1

=
n

Y

i=1

✓

1� (i� 1)�
⇣ r
�⌘

⌘

d

◆

+

for all n � 1, where x+ = max(0, x).

In summary, for each n � 0, let K
n

= 1, D
n,1

⌘ G
n

,
e�(n) = �

n,1

, and µ
n,1

= eµ. Thus, L
n,1

(X ) = L(X ) for all
X 2 G

n

\ A and n � 0. Note that for the hard-sphere
model,  (X ) = I(X 2 A ). By the absolute continuity of µ0

with respect to eµ on A , for all n � 0, write  (X )L
n,1

(X ) =
I(X 2 A )L(X )  e�(n), ifX 2 D

n,1

. Therefore Stability
condition 2 holds and Algorithm 2 can be used to generate
perfect samples.

By Remark 3, for each �, the ratio of the acceptance prob-
ability eP

acc

(�) of Algorithm 2 and the acceptance probabil-

ity P
acc

(�) of Algorithm!1 is given by
e
Pacc(�)

Pacc(�)
= 1

E[e�(N)]

. Let
T
IS

be the expected running time complexity of Algorithm 2
for the hard-sphere model defined above, and N ⇠ Poi(�).

Proposition 2. In the above set-up, there exists a con-
stant c > 0 such that, for ⌘d > 0,

T
IS

 c min(1, ⌘d) E [e�(N)]
�min(1,⌘d) log �

P(�)
.

Furthermore, for some b > 0, E [e�(N)] is equal to

8

>

>

>

>

<

>

>

>

>

:

O
⇣

exp
⇣

� �r

d

2

�2�⌘d
⌘⌘

, if ⌘d > 3/2,

O
⇣

exp
⇣

� �r

d

2

(1� ✏)�2�⌘d
⌘⌘

, if ✏ > 0 and ⌘d 2 (1, 0.5],

O
�

e�b�

�

, if ⌘d = 1,

O
�

e�✏�
�

, if ✏ < 1/2, and ⌘d 2 (0, 1).

The following result is a trivial consequence of Proposition 1
and Proposition 2. It highlights the benefits of using the
combined IS and AR approach.

Corollary 1. If ⌘d � 2, then T
IS

is of order T
AR

, and
if 0 < ⌘d < 2, then there exist a constant c > 0 such that

T
IS

 cE [e�(N)]�min( ⌘d
2 ,1� ⌘d

2 )T
AR

.

5.3 IS Based AR – Random Radius
We now consider another application of Algorithm 2 for

the hard-sphere model when each sphere has an i.i.d. ran-
dom radius. Recall that in the previous section where each
radius was fixed, the proposed IS ensured that small uniform
bound on the likelihood ratio could be obtained for all large
n along acceptable configurations. This however, may no
longer be true in the random radius setting on sample paths
where the generated radii are unusually small (because the
associated blocking area is small). We address this issue
by partitioning the state space into two sets for all su�-
ciently large n: One where the the sum of radii (raised to
the power d) is well behaved, and the other where this sum
takes unusually small values. The IS scheme proposed for
fixed radius works well for the first set (resulting in small
uniform bound on the likelihood ratio along acceptable con-
figurations), while for the second set we exponentially twist

(see, e.g., [1]) the generated radius so that sum of the gen-
erated samples taking small values now occurs with high
probability. This results in a small uniform bound on the
likelihood ratio on the second set of acceptable configura-
tions. We adjust some of the structuring parameters for
improved performance.

Recall that R denotes a random variable such that R/�⌘

is distributed as the radius of each generated sphere. Let F
be the distribution of Rd and ↵ = E[Rd]. The logarithmic
moment generating function associated with F is defined by

⇤(✓) := log
⇣

E
h

e✓R
d
i⌘

for every ✓ 2 R. Suppose that there

exists b✓ such that ⇤0(b✓) = (↵ � �) for some � 2 (0,↵),

where ⇤0 denotes the derivative of ⇤. Observe that b✓ < 0;
see, for e.g., [5]. Consider the distribution eF obtained by

exponentially twisting F by amount b✓, i.e.,

d eF (dx) = exp
⇣

b✓x� ⇤(b✓)
⌘

dF (x).

Fix any � 2 (0, 1) (we later show that � = 1/2 optimizes
the performance of the algorithm). To simplify the notation,
in the following discussion assume that n� is the integer
bn�c. Define, for each n,

H
n

:=

(

(r
1

, r
2

, . . . , r
n�

) :
1
n�

n�

X

i=1

r
i

� (↵� �)

)

.

Using the convexity of ⇤(·) and the definition of b✓, one can

easily show that ⇤⇤(b✓) := b✓(↵ � �) � ⇤(b✓) is strictly posi-
tive; see, e.g., [1, 5]. Denote the complement of H

n

by Hc
n

.

Observe that exp
⇣

b✓
P

n�

i=1

r
i

� n�⇤(b✓)
⌘

equals

exp

 

b✓
n�

X

i=1

(r
i

� (↵� �)) + n�⇤⇤(b✓)

!

.

Using the fact that b✓ < 0, write

exp

 

b✓
n�

X

i=1

r
i

� n�⇤(b✓)

!

� exp
⇣

n�⇤⇤(b✓)
⌘

,

for all (r
1

, r
2

, . . . , r
n�

) 2 Hc
n

, and thus

n�

Y

i=1

dF

d eF
(r

i

)  exp
⇣

�n�⇤⇤(b✓)
⌘

, (6)

which exponentially decreases as n increases due to the pos-
itivity of ⇤⇤(b✓). Recall the definition of the distribution
µ of the hard-sphere model given by (4). To apply Algo-
rithm 2, select K

n

and the associated importance measures
{µ

n,1

, . . . , µ
n,Kn}, for each n � 0, as follows.

Case 1: n  1/�: Let K
n

= 1, D
n,1

= G and µ
n,1

= µ0

and �
n,1

= 1. That is, there is no partition and no change
of measure involved when n  1/�. All the n spheres are
generated independently and identically.

Case 2: n > 1/�: Let K
n

= 2 and define

D
n,1

:=
n

X = {(x
1

, t
1

), . . . , (x
n

, t
n

)} : (td
1

, . . . , td
n�

) 2 H
n

o

,

and D
n,2

:= Dc
n,1

, where X = {(x
1

, t
1

), . . . , (x
n

, t
n

)} is a
typical configuration that denotes the set of n spheres where



the ith sphere is centered at x
i

with radius t
i

/�⌘. The im-
portance measures µ

1

and µ
2

are defined as follows.

• Take µ
1

= eµ, where eµ is the importance measure in-
troduced in the previous subsection. In other words,
to generate n spheres, we first generate their radii
R

1

/�⌘, . . . , R
n

/�⌘, where R
1

, . . . , R
n

are i.i.d. such
that Rd

1

⇠ F . Then generate center of each sphere
uniformly over the non-blocking region created by al-
ready generated spheres. The associated likelihood ra-
tio L

n,1

(X ) is given by (5), that is,

L
n,1

(X ) =
n

Y

i=1

⇣

1�B
i

⌘

, X 2 G
n

,

where B
i

is the volume of the blocking region seen by
the ith sphere. Notice that the blocking region B

i

is at

least min

 

1,
�
�⌘d

i�1

X

j=1

Rd

j

!

. Therefore, B
i

is minimized

by min
�

1, �n�
�

⌘d (↵� �)
�

on D
n,1

\ A for all i � n� +

1 because 1

n�

P

n�

j=1

Rd

j

� (↵ � �) over the set H
n

.
Consequently, we have by (5) that

L
n,1

(X ) 
"

✓

1� �n�
�⌘d

(↵� �)

◆

+

#

n(1��)

:= �
n,1

,

for all X 2 D
n,1

\ A .

• The measure µ
2

is induced by the following procedure:
Generate i.i.d. samples Rd

1

, . . . , Rd

n�

from eF , and gen-
erate i.i.d. samples Rd

n�+1

, . . . , Rd

n

from F . For i =
1, . . . , n, the ith sphere has radius R

i

/�d with the cen-
ter generate uniformly over [0, 1]d. Since Rd

1

, . . . , Rd

n�

are sampled from eF , by (6),

L
n,2

(X ) =
n�

Y

i=1

dF

d eF
(x

i

)  exp
⇣

�n�⇤⇤(b✓)
⌘

:= �
n,2

.

In summary, with the above choice of K
n

’s and the impor-
tance measures, Stability condition 2 holds and Algorithm 2
generates perfect samples from µ.

Notice that e�(n) = �
n,1

+ �
n,2

for each n � 0. By Re-

mark 3, eP
acc

(�) =
1

E [e�(N)]
P
acc

(�), where N ⇠ Poi(�).

Observe that �
n,1

 exp
⇣

� �n

2
�(1��)
�

⌘d (↵� �)
⌘

=: u
n,1

. The

proof of Proposition 2 can be extended to the current sce-
nario to show that

T
IS

 c min(1, ⌘d) E [e�(N)]
�min(1,⌘d) log �

P(�)
,

for some constant c > 0, and for some b > 0, E [�
N,1

] is of
8

>

>

>

>

<

>

>

>

>

:

O
�

exp
�

���(1� �)↵̄�2�⌘d�� , if ⌘d > 3/2,

O
�

exp
�

���(1� �)↵̄(1� ✏)�2�⌘d�� , if ✏ > 0, ⌘d 2 (1, 3/2],

O
�

e�b�

�

, if ⌘d = 1,

O
⇣

e�
✏
2�
⌘

, if ✏ < 1/2, ⌘d 2 (0, 1),

where ↵̄ = (↵� �). It is now clear that a good choice for �
is 1/2 because �(1� �) is maximized at 1/2.

Furthermore,

E [�
N,2

] = exp
⇣

��
⇣

1� e��⇤
⇤
(

b
✓)

⌘⌘

,

using the moment generating function of Poisson random
variable. Therefore:

Proposition 3. For the hard-sphere model considered above,

T
IS

 c min(1, ⌘d) E [e�(N)]
�min(1,⌘d) log �

P(�)

for some constant c > 0, where N ⇠ Poi(�). Furthermore,
for all large values of �, there exists b > 0 such that E [e�(N)]
is of
8

>

<

>

:

O
�

exp
�

� �↵̄

4

�2�⌘d�� , if ⌘d > 3/2,

O
�

exp
�

� �↵̄

4

(1� ✏)�2�⌘d�� , if ✏ > 0 and ⌘d 2 (1, 3/2],

O
�

e�b�

�

, if 0 < ⌘d  1.

Remark 5. Proposition 3 is true for any value � 2 (0,↵)

for which there exists a b✓ such that ⇤0(b✓) = (↵ � �). How-
ever, the smaller E [e�(N)], the better the upper bound on
T
IS

. Since �
n,1

decreases and �
n,2

increases as � decreases
to 0, one would like to choose � as a function of n and � so
that e�(n) = �

n,1

+ �
n,2

is smaller (because such selection
of � minimizes E [e�(N)]). This issue will be addressed in a
more elaborate version of this paper.

Remark 6 (Implementation). When the underlying
space has dimension d = 1, implementation of the proposed
IS measure eµ is easy as each sphere becomes a line seg-
ment. For d � 2, in [15], it is pointed out how to adapt the
proposed algorithm using the construction of a hyper-cubic
grid on the space [0, 1)d, where the blocking region seen by
a sphere is approximated with the cells that are blocked by
the existing spheres. Clearly, the smaller the the cell size,
the better the approximation. [15] further optimizes the cell
size of the grid for each n and � so that the running time
complexity of the algorithm is minimized.

Remark 7 (Numerical Experiments). In [15], some
of the well known DCFTP methods are discussed. For dif-
ferent values of � and ⌘, numerical experiments for the hard-
sphere model with radius on [0, 1)d are conducted to com-
pare the complexity of proposed IS based AR method (us-
ing grid) with that of the DCFTP and naive AR methods.
These numerical results shows that the proposed method
performs significantly much better in the regime ⌘d  1,
while some of the DCFTP methods can perform better for
large � when 1 < ⌘d < 2.
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ABSTRACT
Community detection is a classical problem in the field of
graph mining. We are interested in local community detec-
tion where the objective is the recover the communities con-
taining some given set of nodes, called the seed set. While
existing approaches typically recover only one community
around the seed set, most nodes belong to multiple com-
munities in practice. In this paper, we introduce a new
algorithm for detecting multiple local communities, possi-
bly overlapping, by expanding the initial seed set. The new
nodes are selected by some local clustering of the graph em-
bedded in a vector space of low dimension. We validate our
approach on real graphs, and show that it provides more in-
formation than existing algorithms to recover the complex
graph structure that appears locally.

Keywords
Graphs; Clustering; Community detection; Random walks

1. INTRODUCTION
Community detection is a fundamental problem in the

field of graph mining, with applications to the analysis of
social, information or biological networks [12, 23]. The ob-
jective is to find dense clusters of nodes, the underlying com-
munities of the graph. While most existing algorithms work
on the entire graph [25, 4, 27, 17], it is often irrelevant in
practice to cluster all nodes. A more practically interesting
problem is to detect the communities containing some given
set of nodes, the so-called seed set. This problem, known as
local community detection, is particularly relevant in large
datasets where the exploration of the whole graph is com-
putationally expensive, if not impossible.

The problem of local community detection is generally
stated as follows: the objective to recover some unknown
community C in a graph given some subset S ⇢ C of these
nodes. The implicit assumption is that the communities
form a partition of the graph. However, nodes typically be-
long to multiple, overlapping communities in practice [26,
32]. The problem is then to recover all communities con-
taining the seed set S.

In the present paper, we propose a novel approach to this
problem by introducing the MULTICOM algorithm, which is
able to detect multiple communities nearby a given seed
set S. This algorithm uses local scoring metrics to define
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an embedding of the graph around the seed set. Based on
this embedding, it picks new seeds in the neighborhood of
the original seed set, and uses these new seeds to recover
multiple communities.

The rest of the paper is organized as follows. In the next
section, we introduce some mathematical notations that we
use throughout the paper. Existing approaches for local
community detection are presented in Section 3. Our ap-
proach to multiple local community detection is presented
in Section 4. The algorithm itself is presented in Section 5
and tested on real graphs in Section 6. Section 7 concludes
the paper.

2. NOTATIONS
Let G = (V,E) be an undirected, unweighted graph. We

use n to denote the number of nodes and m the number
of edges in G. Without loss of generality we consider that
V = {1, ..., n}. We denote by A the adjacency matrix of the
graph. We use du to denote the degree of node u 2 V and D
the diagonal matrix diag(d1, ..., dn). If U is a set of nodes,
its volume is defined by Vol(U) =

P
u2U du.

3. RELATED WORK
Local community detection has recently drawn the atten-

tion of many researchers, motivated both by the ever in-
creasing size of the datasets and the complex local structure
of real graphs [19, 14].

3.1 Scoring and sweeping
The classical approach to local community detection is

based on two steps [2]: first, nodes are scored according to
their proximity to the seed set; then, nodes are considered in
decreasing order of their score and added to the community,
with a stopping rule based on some goodness metric.

Formally, the algorithm is based on some scoring func-
tion f such that, for any seed set S ⇢ V , fS is a vector in
RV

+ whose component fS(v) characterizes the attachment of
node v to S. We expect that the higher the score fS(v), the
higher the probability that v is in the same community as
the nodes of S. Examples of scoring functions are the Per-
sonalized PageRank, the heat kernel di↵usion and the local
spectral score, described below.

Given some seed set S, the score fS(v) of each node v 2 V
is computed. The nodes are then numbered in decreasing
order of their score, so that fS(v1) � fS(v2) � . . . � fS(vJ),
where J is the number of nodes with non-zero scores. This
numbering defines a sequence of nested sets S1, ..., SJ , with
Sj = {vi, i  j}.



The second step consists in finding the set Sj that defines
the best community. To measure the quality of a community
C, a classical metric is the conductance, defined by

�(C) =

P
u2C

P
v/2C Auv

min(Vol(C),Vol(V \ C))
.

A community of good quality has low conductance. The
conductance of each set Sj+1 can be computed from the
conductance of Sj in time proportional to dvj+1 . This step is
called the sweep process [2]. The outcome of the algorithm is
the set Sj having the lowest conductance. This set is called
the sweep cut. Other goodness metrics like modularity or
density can also be used for the sweep cut [33].

3.2 Personalized PageRank
The Personalized PageRank is certainly the most com-

mon score used for local community detection [16]. It is
based on a random walk with restart. Given a parameter
↵ 2 (0, 1), we consider the random walk X0, X1, X2, ... that
starts uniformly at random from seed set S and that, at each
step, moves from node u to node v with probability ↵Auv

du
and restarts with probability 1�↵ from a node of S chosen
uniformly at random. For all t � 0 and all v 2 V , we have

Pr(Xt+1 = v) = (1� ↵)
1S(v)
|S|

+ ↵

nX

u=1

Auv

du
Pr(Xt = u).

There is a unique stationary distribution p for the Markov
chain (Xt)t�0 and it is the limiting distribution of Xt when
t!1. This distribution satisfies

p(v) = (1� ↵)
1S(v)
|S|

+ ↵
nX

u=1

Auv

du
p(u). (1)

The vector p is known as the Personalized PageRank (PPR)
associated with the seed set S.

Solving the linear system (1) exactly is computationally
expensive. E�cient methods for approximating the PPR
have been proposed [1]. Recent experimental results show
that, in practice, a few iterations of the fixed-point equation
(1) are su�cient to get a very good ordering of the nodes
[16].

3.3 Heat kernel diffusion
The linear system (1) can be written in vector form

p = (1� ↵)�S + ↵Pp,

where P = AD�1 and �S = 1S/|S|, leading to the following
expression for the PPR:

p = (1� ↵)(I � ↵P )�1�S = (1� ↵)
1X

k=0

↵kP k�S .

Another form of di↵usion has been introduced by Chung
in [6, 7]. It is called the heat kernel di↵usion and is defined
by

h = e�t

 1X

k=0

tk

k!
P k

!
�S = exp{�t(I � P )}�S ,

where t is a parameter capturing the spread of the di↵usion.
A method of approximation of h is proposed in [15] and used
in the sweep method to detect local communities.

3.4 Local spectral analysis
Another class of algorithms applies spectral techniques to

detect local communities [21, 20]. In [20] for instance, the
LEMON algorithm is based on the extraction of a sparse vector
y in the span of the so-called local spectral subspace of the
graph around the seed set S. This vector y is then used as
the scoring function. Unlike the previous algorithms, the
LEMON algorithm is iterative: the nodes of highest scores are
used to expand the seed set S and to find a new vector y,
and so on. The iteration stops when the conductance starts
increasing.

3.5 Other approaches
A number of other approaches have been proposed for lo-

cal community detection. These include greedy algorithms
[8, 5, 22], flow-based algorithms [24], degree-based tech-
niques [28], motif detection [13, 34] and subgraph extraction
[30]. None recover multiple communities.

4. MULTIPLE COMMUNITY DETECTION

4.1 Scoring gap
Let v1, . . . , vJ be the nodes numbered in decreasing or-

der of their score, as described in §3.1, and S1, . . . , SJ be
the corresponding nested sets. For a strong community, the
scoring function should give high values to nodes belonging
to the community and small values for nodes outside the
community. As a result, we expect the existence of some
a > 0 such that

max (fS(v2)� fS(v1), . . . , fS(vj)� fS(vj�1))  a,

while fS(vj+1)� fS(vj) > a,
(2)

where j is the index of the target set Sj . The parameter a is
called the scoring gap. Conditions for the existence of such
a gap have been derived in [29, 2]. Experimental studies
showing the presence of a scoring gap in real graphs can be
found in [2, 9].

To illustrate this, we use the DBLP dataset presented in
[33] and available on the Stanford Social Network Analysis
Project (SNAP) website. DBLP is a database that collects
the main publications in computer science. The graph we
consider is a collaboration network: nodes correspond to au-
thors and there is an edge between two authors if they have
co-authored a paper. This dataset comes with ground-truth
communities that correspond to journals and conferences
(i.e., all authors having published in the same journal or
conference form a community).

In our experiment, we pick a ground-truth community C
in the graph and a seed node s 2 C. We compute the attach-
ment scores fs to s with three di↵erent scoring functions:
Personal PageRank p, Heat Kernel score h and LEMON
score y, introduced in Section 3. We compare the corre-
sponding sets S1, S2, . . . to the ground-truth community C
with the F1-Score. The F1-Score F1(Ĉ, C) between two sets
C and Ĉ is defined as the harmonic mean of the precision
and the recall of Ĉ with respect to C:

F1(Ĉ, C) = H(precision(Ĉ, C), recall(Ĉ, C))

where H(a, b) = 2ab
a+b and

precision(Ĉ, C) =
|Ĉ \ C|

|Ĉ|

, recall(Ĉ, C) =
|Ĉ \ C|

|C|

.



0 5 10 15 20 25

0

1

2

·10�2

Sweep index j

P
er
so
n
al
iz
ed

P
ag

eR
an

k
p

0 5 10 15 20 25
0

0.2

0.4

0.6

0.8

1

F
1-
sc
or
e

0 5 10 15

0

0.1

0.2

0.3

Sweep index j

H
ea
t
ke
rn
el

sc
or
e
h

0 5 10 15
0

0.2

0.4

0.6

0.8

1

F
1-
sc
or
e

0 5 10 15
0

0.2

0.4

0.6

0.8

1

Sweep index j

L
E
M
O
N

sc
or
e
y

0 5 10 15
0

0.2

0.4

0.6

0.8

1

F
1-
sc
or
e

Figure 1: Attachment scores and F1 scores for the

sweep sets in a ground-truth community of DBLP.

We consider three scoring functions to compute the at-
tachment scores: Personalized PageRank, Heat Kernel and
LEMON. The attachment score curves are drawn in orange
and the F1 Score curves in grey.

In Figure 1, we jointly plot for a given target community
C and seed node s 2 C the values of the score fs(vj) and the
F1 score F1(Sj , C), for each scoring function. We observe in
each case the existence of a clear scoring gap. Moreover we

observe that the drop in the scoring function corresponds
each time to a peak in the F1 Score, which means that the
associated set is actually the best candidate for a commu-
nity among all the nested sets. In order to find multiple
communities, we elaborate on this idea as described in the
next section.

4.2 Local embedding
The main idea of our algorithm is to use the scoring func-

tion to get a local embedding of the graph around the seed
set S. Specifically, each node v is embedded into the vector
(fs(v))s2S . Note that for a node far from the seed set S,
this vector will be the all zero vector and it can be safely
removed since we are only interested in local communities.
We then cluster nodes with respect to their mutual distances
in the embedding space.

To motivate the proposed embedding, let us consider the
case of a perfect scoring function f such that fs(v) = cs if
v is in the same community as s and 0 otherwise, where cs
is some positive constant that depends on s. Let us as-
sume that we have disjoint communities C1, . . . , CK and
seed nodes s1, . . . , sK in each of these communities (sk 2
Ck). Then, we see that the embedding (fsk (v))1kK asso-
ciated with these seed nodes and this perfect scoring func-
tion takes exactly K distinct non-zero values and that each
of these values corresponds to a community Ck. Thus, by
using a clustering algorithm on the vectors in the embedding
space, we can exactly recover the communities (Ck)k=1,...,K .
The scoring gap property presented above for Personalized
PageRank, LEMON and Heat Kernel guarantees that these
three functions are close to the perfect scoring function de-
fined above. Therefore, applying clustering on the embed-
ding (fs(v))s2S should lead to results similar to these perfect
setup.

To illustrate the behavior of such embeddings, we show in
Figure 2 the result of a local embedding using the Personal
PageRank scoring function on a random graph generated
from a mixture of two gaussian vectors in R2 by putting
an edge between two points if they are within distance r
from each other. We choose a seed node in each gaussian.
We observe that the local embedding from these seed nodes
clearly separates the nodes from the di↵erent groups and
that a clustering algorithm can be used in order to recover
each gaussian.

4.3 Finding new seeds
We use the local embedding introduced in the previous

section to iteratively find new seeds S around the original
seed set S. The main idea of the algorithm is simple: we
start with S = S and we grow this new seed set by repeating
the following three steps:

1. Perform the local embedding using S: (fs(v))s2S .

2. Cluster the nodes in the embedding space.

3. Pick a new seed node in each unexplored cluster and
add it to S.

The new seed nodes of S are then used to detect multi-
ple communities in the neighborhood of the initial seed set
S. We define more formally the algorithm in the next sec-
tion, and, in particular, we clarify the notion of unexplored
cluster.
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Figure 2: Example of local graph embedding for a

random graph. The graph is generated from a mixture of
two gaussians in R2 by putting an edge between two points if
they are within a given distance r from each other. The local
embedding is performed using the Personalized PageRank
scoring function and two seed nodes s1 and s2 picked in
each gaussian.

5. ALGORITHM
We now present our algorithm, named MULTICOM, that re-

covers multiple local communities.

5.1 Inputs
The inputs of MULTICOM are a graph G = (V,E) and a seed

set S ⇢ V . Our algorithm also takes a scoring function f ,
which is typically one of the functions presented in Section
3, and a local community detection function local that,
given a seed node s and a score fs, returns a local commu-
nity around S. For instance, this local function may re-
turn the sweep set with the lowest conductance by applying
the sweep process described in §3.1. Finally the algorithm
takes an integer parameter I that controls the number of
detected communities and a re-seeding threshold � 2 [0, 1]
that controls the number of new seeds at each iteration of
the algorithm.

5.2 Description
In order to find multiple communities in the neighborhood

of the initial seed set S, the algorithm uses a larger seed set
S that contains S at the end of the algorithm. The new
seed nodes found during a step of the algorithm are stored
in Snew. Initially, Snew is initialized with S.

Step 1: Local community detection for new seeds

The algorithm starts by computing the score vectors fs for
each new seed node s 2 Snew. Then, for each s 2 Snew we
use the local algorithm to extract a local community Cs

around s. Thus, at the end of this step of the algorithm,
we obtain one community Cs per seed node s. In particular,
if the set Snew is a singleton, we only recover one community
at this stage.

Step 2: Embedding and clustering

We use the scores fs for s 2 S to define an embedding which
maps each node v 2 V to a vector xv = (fs(v))s2S in R|S|

+ .
We then apply the popular clustering algorithm DBSCAN
[11] to the non-zero vectors xv and obtain K clusters of
nodes, D1, ..., DK .

Step 3: Picking new seeds

The second step of the algorithm applies the ideas of Sec-
tion 4 to find new seeds. We expect to obtain two types of
clusters in Step 2:

• clusters with significant overlap with the communities
Cs, s 2 S, already detected;

• clusters with low overlap with these communities.

We want to select seed nodes in the later clusters in order
to detect new communities. To identify these clusters, we
compute for each cluster Dk the ratio

|Dk \ [s2SCs|

|Dk|
.

Clusters with a ratio lower that the threshold � are consid-
ered as new directions that are worth exploring: a new seed
node is picked in each of them. In order to have a central
node in each cluster, we simply choose the node with the
highest degree.



Loop

The seeds selected at the end of step 3 form the new seed
set Snew to which we apply the same three steps. We stop
the algorithm when the number of communities is greater
than I or if there is no new seed.

Finally we output all the communities Cs found from the
seed nodes s 2 S. The pseudo-code of our algorithm is given
below.

Algorithm 1 MULTICOM

Require: GraphG = (V,E), seed set S ⇢ V , score function
f , function local, parameters I,�.

1: S  ; (all seed nodes)
2: Snew  S (new seed nodes)
3: C  [] (list of communities)
4: while Snew 6= ; and |C|  I do

5: # Detecting communities from new seeds

6: for s 2 Snew do

7: fs  compute score function
8: Cs  local(fs) (local community detection)
9: C.push(Cs)
10: end for

11: S  S [ Snew (add new seeds)
12: # Embedding and clustering

13: 8v 2 V , xv  (fs(v))s2S

14: D1, ...., DK  clustering of (xv)v2V in R|S|
+ \ {0}

15: # Picking new seeds

16: Snew  ;

17: E  [C2CC (explored nodes)
18: for k = 1, ...,K do

19: if |Dk \ E| < �|Dk| then

20: snew  node with highest degree in Dk \ E

21: Snew  Snew [ {snew}
22: end if

23: end for

24: end while

25: return C

5.3 Post-processing
Note that the communities returned by MULTICOM might

intersect. This is consistent with the fact that nodes often
belong to multiple communities in practice [26, 32]. How-
ever, we might want to limit the number of nodes that the
communities have in common, and consider that if two com-
munities Ci, Cj share too many nodes, then they form only
one community Ci[Cj . To do so, we apply a post-processing
step, called MERGE, at the end of MULTICOM that merges two
communities Ci and Cj if their F1 score F1(Ci, Cj) is greater
than a given threshold � 2 [0, 1]. In the following experi-
ments we use MERGE with parameter � = 1

2 .

6. EXPERIMENTS
We now analyse the performance of our algorithm, both

qualitatively and quantitatively, on real graphs.

6.1 Case study: Wikipedia
First, we illustrate the interest of our algorithm on an

extract of Wikipedia presented in [31]. The dataset is built
from a selection of articles from the English version of Wikipedia
that matches the UK National Curriculum1. The nodes of
the graph corresponds to Wikipedia articles, and we put an

edge between two articles a and a0 if there is an hyperlink
to article a0 in article a. We apply MULTICOM with a Person-
alized PageRank scoring function and using a cut based on
conductance on the seed set S = {Albert Einstein}. With
the parameter I = 5, the algorithm returns 6 communities,
for a total of 153 nodes. For each of these communities, we
list the top-5 nodes according to their PageRank:

• C1 = {Albert Einstein, Special relativity, Euclid, Wave,
String theory}

• C2 = {Light, Electric field, Contact lens, Maxwell’s
equations, Semiconductor device}

• C3 = {Gottfried Leibniz, Algebra, Pi, Game theory,
Thermo- dynamics}

• C4 = {Star, Red dwarf, Open cluster, Orion Nebula,
Gliese 876}

• C5 = {Quantum mechanics, Photon, Electromagnetic
radiation, Electric charge, Linus Pauling}

• C6 = {Atom, Renormalization, Mechanical work, Quark,
Ununpentium}

The top node of each community C2, . . . , C6 turns out
to be a seed found by MULTICOM. We see that each com-
munity corresponds to a di↵erent facet of Einstein’s work.
Note that the state-of-the-art algorithms like Personalized
PageRank only recover community C1, as it corresponds to
the first step of the MULTICOM algorithm. We see that we gain
precious information by considering additional communities
around the Albert Einstein article.

6.2 Real-world data

Datasets

For a quantitative evaluation of our algorithm on real-world
graphs, we use the datasets available on the SNAP web-
site [33]. All these datasets include ground-truth commu-
nity memberships. We consider graphs of di↵erent types:
the social network YouTube [3], the product co-purchasing
graph built from Amazon data [18], and the DBLP dataset
described in Section 5.

Algorithms

We compare MUTLTICOM to the three state-of-the-art algo-
rithms presented in Section 3: Personalized PageRank (PPR),
Heat Kernel (HK) and LEMON (LEMON). For MULTICOM we
use a function cut that finds the local minimum for the
conductance �(Sj), and we take Personalized PageRank for
the scoring function f . We have implemented MULTICOM in
Python and made it available on GitHub2.

Performance evaluation

In order to evaluate the performance of the algorithms, we
measure for each returned community Ĉ its conductance
�(Ĉ) and the maximum F1-score between Ĉ and any ground-
truth community.

The state-of-the-art algorithms return only one commu-
nity so the computation of these scores is straightforward.

1http://schools-wikipedia.org
2https://github.com/ahollocou/multicom
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Figure 3: Seeds and communities detected by

MULTICOM in a SBM. The algorithm has been applied to
a SBM random graph with an initial seed displayed in red

in Figure (a). Figure (a) shows the new seeds detected by
MULTICOM. Figure (b) shows the communities detected from
these seeds. Note that some nodes belong to several com-
munities (bi-colored nodes).

MUTLTICOM generally outputs several communities, so we con-
sider the average values of conductance and F1-score for
these communities.

We also compute the total number of nodes |E| labeled or
explored by each algorithm, i.e. the total number of nodes
that belong to a community at the end of each algorithm.

Benchmark

For each dataset, we pick 100 seed nodes uniformly at ran-
dom and run the algorithms on each of these seed nodes.
We use the parameter I = 5 and � = 0.8 for MULTICOM. The
results are shown in Table 1.

DBLP

Algo. |E| � F1

MULTICOM 103 0.45± 0.14 0.23± 0.15
PPR 21 0.41± 0.17 0.23± 0.22
HK 15 0.32± 0.14 0.23± 0.26
LEMON 18 0.43± 0.20 0.26± 0.24

Amazon

Algo. |E| � F1

MULTICOM 80 0.35± 0.14 0.44± 0.19
PPR 26 0.31± 0.16 0.46± 0.24
HK 24 0.27± 0.16 0.49± 0.26
LEMON 21 0.40± 0.27 0.48± 0.25

YouTube

Algo. |E| � F1

MULTICOM 284 0.69± 0.11 0.05± 0.03
PPR 95 0.56± 0.25 0.05± 0.11
HK 100 0.55± 0.33 0.04± 0.11
LEMON 5 0.96± 0.12 0.12± 0.20

Table 1: Benchmark results on SNAP datasets

Observe that the total number of nodes found by MULTICOM,
corresponding to multiple communities, is much higher than
those found by the other algorithms. In other words, the
volume of information that MULTICOM collects in the neigh-
borhood of the seed set is much more important. Moreover,
the quality of this information is not too much downgraded
by the multi-directional approach. Indeed, the average F1-
score measured on the multiple communities returned by
MULTICOM is essentially the same as the F1-scores of the
other algorithms. The much higher F1-score of LEMON for
the YouTube dataset is due to the much smaller communi-
ties detected by this algorithm.

6.3 Synthetic data
We evaluate our algorithm on synthetic graphs generated

with the Stochastic Block Model (SBM) [10]. We illustrate
the results of MULTICOM on such a synthetic graph in Figure
3. In the sub-figure (a), we display the new seeds found by
the algorithm when initialized with an initial seed colored in
red in the figure. In the sub-figure (b), we display the corre-
sponding communities returned by the algorithm. Note that
some communities are overlapping i.e. some nodes belong
to more than one community.

In order to numerically evaluate the results of MULTICOM
on the SBM model, we generate 100 graphs with 100 nodes
and 5 communities of equal size. We pick a random seed
node in each of these graphs and run MULTICOM starting
from this seed with the same parameters as in §6.2. We use
the same performance metrics (average conductance, aver-
age F1-score and number of explored nodes) to evaluate the



performance of MULTICOM and we compare it to PPR. The
results are shown in Table 2. We observe that MULTICOM re-
covers almost perfectly all 5 communities in each generated
graph, whereas PPR recover only one of these communities.

Algo. |E| � F1

MULTICOM 98 0.11 0.98
PPR 20 0.11 0.97

Table 2: Benchmark results on a SBM model. Graph
generated have 100 nodes and 5 equal-sized communities.

7. CONCLUSION
In this paper, we have presented an algorithm for multiple

local community detection. The approach relies on the local
embedding of the graph near the seed set, using a scoring
function such as Personal PageRank. We have seen that
the target communities are typically well separated in the
embedding space. Building on this observation, we have
proposed a clustering method to identify new seeds in the
neighborhood of the initial seed set, so as to recover di↵erent
communities in various directions of the graph.

For future work, we would like to compare the local em-
bedding obtained with MULTICOM with the existing local spec-
tral embedding, and use it for other tasks such as network
visualization and link prediction.
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ABSTRACT
The study of concurrent processes with conflicts a↵ecting
concurrent execution has been long related to various ge-
ometric objects. In the special case of two processes and
non-overlapping conflicts (definitions below) an instance of
a problem is encoded by a permutation describing the con-
flict sets for the interacting processes. Further, it turns out
that the set of increasing subsequences of the permutation
describes the homotopy classes of the execution plans for the
concurrent processes, an abstraction encoding one particular
serialization of the executions of two processes.

This motivates the study of random increasing subsequences
of random permutations. Here, we give a large deviation
principle which implies that such a subsequence never de-
viates too far from the identity permutation: a random se-
rialization of two concurrent processes will not delay either
process’s access to shared resources too much at any given
time. We then give an e�cient exact algorithm for uniform
random sampling of an increasing subsequence from a given
permutation. Finally, we indicate how our results general-
ize to larger numbers of processes, wherein conflict sets may
take on more interesting geometries.

Categories and Subject Descriptors
G.2.1 [Combinatorics]: Combinatorial algorithms, Count-
ing problems, Permutations and combinations. D.4.1 [Pro-

cess management]: Concurrency.

General Terms
Algorithms, Performance, Theory.

Keywords
Large deviations, permutations, increasing subsequences.

1. INTRODUCTION
Here, we study a combinatorial question – the typical be-

havior of an increasing subsequence of a random permuta-
tion – in the context of serializations of concurrent processes.
We will begin by making this connection precise.

Perhaps the most basic formal setting for problems in the
theory of concurrency control consists of a pair of processes
P
1

, P
2

, where each Pi consists of a sequence of mi atomic
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Figure 1: An example pair of processes with conflict sets
and one representative for each possible serialization.

checkpoints (so Pi may be regarded as the set of integers
from 1 to mi). The interactions of these processes are de-
scribed by a set of conflict points, which intuitively specify
transactions/checkpoints that cannot be executed simulta-
neously. As an example, one may think of a concurrent
programming scenario, in which at the checkpoints of either
of the processes a shared resource should be accessed (e.g.
a record in the common memory changed).

These interactions can be then described by pairs (X
1

, X
2

),
where Xi 2 Pi is a checkpoint.

One can, without loss of generality, consider the ordered
checkpoint sets Pi as partitions of the unit interval I = [0, 1]
into subintervals (concretely, the jth checkpoint of process
Pi is associated with the subinterval ( j�1

mi
, j
mi

]). With this
geometric view in mind, the conflict pairs can then be rep-
resented as points in [0, 1]2 [3, 7].

Given such a interpretation, the pair of processes can be
represented as a curve (i.e. a mapping from a time interval
C : [0, T ] ! I2) such that either of the coordinate func-
tions Ci : [0, T ] ! I (for i 2 {1, 2}) is continuous and non-
decreasing. The image of this curve in I2 has naturally the
property that any two points are ordered in the 2D-sense.

A serialization of the two processes – a class of sequen-
tial schedules of the constituent transactions of each process
which avoids the conflicts – corresponds therefore to the non-
decreasing curves that avoid the points in I2 corresponding
to the conflicts.

We say that two curves have the same serialization type
if they are homotopic in the class of non-decreasing curves.

(Recall that two mappings in a functional space are called
homotopic if there exist a continuous 1-paramateric family
of mappings starting at one, and ending at the other: in our



case, the functions are non-decreasing continuous curves to
I2.).

The curves in the same serialization type can be deformed
one into the other avoiding discontinuities, i.e. the changes
in the orders of the checkpoints in their execution path, thus
semantically resulting in the same output. (As an example,
one can think of the event 3 on the Figure 1 as corresponding
to two checkpoints (one for each process) where process 1 at-
tempts to withdraw some amount from, say, a bank account,
and process 2 attempts to block it. Two curves passing on
the di↵erent sides of the conflict would lead to very di↵erent
outcomes.)

This justifies restricting attention to the the collections
of homotopy classes of increasing paths from (0, 0) to (1, 1)
which avoid all conflict points in the geometric picture.

For the remainder of this note we will assume that the
conflicts are point-like, so that the conflict set is a finite
subset of I2, and that each checkpoint is represented in at
most one conflict. As an example, the conflicts depicted in
Figure 1 are point-like, since each conflict component (an
infinite set of points) may be replaced by a single appropri-
ately chosen representative conflict point with no change in
concurrency semantics (i.e., all of the combinatorial proper-
ties of equivalence classes of serializations are preserved).

In this case, we have the following:

Proposition 1. [8] There is a bijection between the set
of distinct serializations of a pair of processes and the set of
increasing subsequences in the coordinate-wise domination
partial order on the set of conflict points in I2.

(This is a special case of a result valid in arbitrary dimension;
in our case it is easy to prove it by elementary means.)

This result allows one to reduce the hard topological prob-
lem to a combinatorial one. Moreover, an instance of the
problem becomes fully described by a permutation: as coordinate-
wise monotonic reparametrizations of the intervals I do not
change the topology of the set of non-decreasing paths, one
can assume that the n conflict points correspond to a per-
mutation � (on arbitrary chosen set of n ordered points in
I).
In other words, by Proposition 1, there is a one-to-one

correspondence between serializations and increasing subse-
quences of �.
As an example, Figure 1 shows a pair of processes, each

with seven transactions, with three conflict sets (e.g., the
fifth transaction of P

1

cannot execute concurrently with the
second one of P

2

). Numbering the conflict components left
to right as 1, 2, 3, the partial order on the set of conflict
components contains only the relation 2 �� 3. The five dis-
tinct serializations then correspond to the increasing subse-
quences (1), (2, 3), (2), (3), ;.
It is natural to study the typical behavior of serializations

of a typical pair of processes, where the conflict points are
now distributed uniformly at random in the [0, 1]2. Now �
is a permutation with probability 1 (since, almost surely,
no conflict points share an x or y coordinate), and the goal
is to study random increasing subsequences of a random
permutation.
Here we establish a large deviation principle for random

increasing subsequences of a random permutation. For a
pair of concurrent processes, this has the attractive con-
sequence that a randomly selected serialization (typically)
aligns closely the checkpoints in two processes involved (in

a sense that we explain more precisely below).
Our second main result gives an e�cient exact algorithm

for uniformly sampling an increasing subsequence of a given
permutation.

Finally, we speculate how our results extend to larger
numbers of processes with pairwise conflicts.

2. PRIOR RESULTS
Increasing subsequences of random permutations (and,

more generally, in random partial orders [1]) have been ex-
tensively studied. E.g., the moments of the number of in-
creasing subsequences of a random permutation were pre-
cisely studied in [5] (notably implying poor concentration).
Perhaps the most commonly studied parameter for general
random partial orders is the length of the longest increas-
ing subsequence: e.g., for permutations, the typical value is
2
p
n(1 + o(1)) (as shown in the sequence of works [4, 6, 9]),

with tight concentration around this value [2].
To our knowledge, large deviations for geometric proper-

ties of randomly chosen increasing subsequences of a ran-
dom permutation (the subject of the present paper) have
not been studied.

Regarding prior results on concurrency and its relation to
geometry, most work has been of an algorithmic/complexity-
theoretic nature: e.g., [7] considers the algorithmic problem
of determining whether or not a given set of processes (spec-
ified by their set of conflict points) is safe, in the sense that
there is no serialization of the constituent transactions of
the processes that separates two conflict components (i.e.,
all possible serializations are equivalent to ones which sched-
ule all transactions of one process before all of the other).

3. MODEL AND MAIN RESULTS
Consider a permutation � 2 Sn, the symmetric group on

n letters. An increasing subsequence of � is a finite sequence
1  t

1

< t
2

< · · · < tk  n (possibly of length k = 0 or 1)
of positive integers such that for all j 2 [k] = {1, ..., k}, we
have �(tj) < �(tj+1

). We denote by ⌧(�) the number of
increasing subsequences of �.

Here, we are interested in � sampled uniformly at random
from Sn, along with a uniformly random increasing subse-
quence T = (t

1

, ..., tk) of �.
Our first main result precisely characterizes the probabil-

ity that any element of T is far from the diagonal (in the
sense that |�(i)� i| is large):

Theorem 1 (LDP for increasing subsequences).

Let � be a random permutation from Sn, and let T be a ran-
dom increasing subsequence of �. Then we have, for any
✏ > 0,

Pr


max
i2T

|�(i)� i| > ✏n

�
= exp(�⇥(

p
n)), (1)

where the constants hidden in the ⇥(·) may be explicitly
bounded in terms of ✏.

This theorem implies that a random increasing subsequence
is very likely to be close to the identity permutation re-
stricted to the elements of the subsequence. In terms of
the concurrency scenario described in the introduction, this
implies that a randomly chosen serialization of a pair of
processes with randomly selected conflict points typically



avoids the phenomenon of starvation (in a certain topo-
logical sense); that is, there exists a representative path in
the serialization (recall that a serialization is an equivalence
class of paths) such that, over any given interval [a, b] with
b� a = ⇥(n), during which one of the processes reaches its
ath through bth checkpoints, neither process succeeds sig-
nificantly more than the other in being the first to access
shared resources.
It is also of interest (e.g., for the sake of simulation stud-

ies) to be able to sample a uniformly random increasing
subsequence of a given permutation. Our next result says
that this can be done e�ciently.

Theorem 2 (Exact sampling algorithm). There is
an algorithm for sampling a uniformly random increasing
subsequence of a permutation from Sn in time ⇥(n2), as-
suming that arithmetic operations take constant time.

4. PROOF OF THEOREM 1
The proof is guided by the following insight: if any given

element of a random increasing subsequence strays too far
from the diagonal (say, i is such that �(i) is much larger
than i), then the typical number of indices j > i for which
�(j) > �(i) is small; thus, the number of increasing sub-
sequences containing i (and, hence, the probability that a
random increasing subsequence contains such an i) cannot
be very large. Presently, we make this intuition rigorous.
We explain in detail how to upper bound the probability

in (1); we then sketch how this upper bound adapts to a
matching lower bound. To do this, we union bound over all
i 2 [n]:

Pr


max
i2T

|�(i)� i| > ✏n

�


nX

i=1

Pr[i 2 T \ |�(i)� i| > ✏n].

For simplicity, we will only upper bound the probability

Pr[i 2 T \ �(i)� i > ✏n], (2)

since this gives an upper bound for the probability of the
desired event by symmetry.
To calculate this probability, we sum over all permuta-

tions ⇡ satisfying ⇡(i)� i > ✏n and over all increasing sub-
sequences t of ⇡:

Pr[�(i)� i > ✏n \ i 2 T ]

=
X

⇡ : ⇡(i)�i>✏n

X

t

Pr[� = ⇡ \ T = t]

=
1
n!

X

⇡ : ⇡(i)�i>✏n

⌧(⇡, i)
⌧(⇡)

, (3)

where we define ⌧(⇡, i) to be the number of increasing sub-
sequences of ⇡ that include the index i.

Let A✏ = A✏(�, i) denote the event that �(i) � i > ✏n.
Then we can express (3) as a conditional expectation:

Pr[�(i)� i > ✏n \ i 2 T ]

= Pr[A✏(�, i)] · E

⌧(�, i)
⌧(�)

���� A✏(�, i)

�
. (4)

To compute the remaining expectation, we note that ⌧(�, i)
can be expressed as a product as follows:

⌧(�, i) = �(�, i,�(i)) · ↵(�, i,�(i)), (5)

where we define �(⇡, i, j) = 1+ # of nonempty increasing
subsequences of ⇡ ending before i and whose last element
x satisfies ⇡(x) < j, and ↵(⇡, i, j) = 1+ # of nonempty
increasing subsequences of ⇡ beginning after i and whose
initial element x satisfies ⇡(x) > j.

Now, both � and ↵ are constrained by the number of
indices x for which, say, x < i and ⇡(x) < �(i). Thus, we
introduce the following quantities:

Li,k := |{x 2 [n] : x > i,�(x) > k}|,
Bi,k := |{x 2 [n] : x < i,�(x) < k}|.

Here, Bi,k is hypergeometrically distributed with population
size n, number of trials i�1, and number of successes k�1.
Similarly, for any given b, [Li,k|Bi,k = b] is hypergeometri-
cally distributed with population size n� i, number of trials
n� i, and number of successes n� k � i+ b.

With this in mind, we define an event W , under which
Li,�(i) and Bi,�(i) are well-behaved: for an arbitrary fixed
t > 0,

W = [|Bi,i+✏n � E[Bi,i+✏n]| < t(i� 1)

\|Li,i+✏n � E[Li,i+✏n| < t(n� i)]] .

Then from standard hypergeometric concentration results,

Pr[W ] � 1� e�2t2(i�1) � e�2t2(n�i). (6)

Then we can rewrite the expectation in (4) by conditioning
on W :

E[⌧(�, i)/⌧(�)|A✏(�, i)]

= E[⌧(�, i)/⌧(�)I[W ]|A✏(�, i)] + E[⌧(�, i)/⌧(�)I[¬W ]|A✏(�, i)]

 E[⌧(�, i)/⌧(�)I[W ]|A✏(�, i)] + Pr[¬W |A✏(�, i)],

where the inequality is from the fact that ⌧(�, i)/⌧(�)  1.
The second term decays exponentially, by our choice of W ,
so we can focus on the first term.

To proceed, we will need a lemma to the e↵ect that we
can split the expected fraction into a ratio involving two
expectations that are easy to bound:

Lemma 3. We have

E

⌧(�, i)
⌧(�)

I[W ]

����A✏(�, i)

�

 E[⌧(�, i)I[W ]|A✏(�, i)]

2E[L(�)]

+ e�⇥(n/ log

3 n). (7)

Here, L(�) denotes the length of the longest increasing sub-
sequence of �, so the denominator becomes

2E[L(�)] = 22
p
n(1+o(1)). (8)

Proof. Note that ⌧(�) is lower bounded by the number
of subsequences of a longest increasing subsequence of �.
This is exactly 2L(�). Now, we need a concentration result
for L(�).

From Theorem 1 of Deuschel & Zeitouni [2], we know a
LDP for L(�): for any �2 < c  0,

lim
n!1

1
n
log Pr[L(�n) < (2 + c)

p
n] = �2H

0

(c), (9)

where H
0

(c) is a complicated (but explicitly known) non-
negative function of c alone.

Setting c = �1/ log n, we define R to be the event

R = [L(�) � (2 + c)
p
n]. (10)



Then we write

E

⌧(�, i)
⌧(�)

I[W ]

����A✏(�, i)

�

 E

⌧(�, i)
⌧(�)

I[W ]I[R]

����A✏(�, i)

�
+ Pr[¬R]

 E


⌧(�, i)

22
p
n(1+o(1))

I[W ]

����A✏(�, i)

�
+ Pr[¬R]

Now, to bound Pr[¬R], we use (9) to conclude

Pr[¬R] = e�2H0(c)n(1+o(1)) = e�⇥(n/ log

3 n), (11)

which concludes the proof.

We can then estimate the numerator of the ratio (7) as fol-
lows:

E[⌧(�, i)I[W ] | A✏(�, i)]

= E[�(�, i,�(i)) · ↵(�, i,�(i))I[W ] | A✏(�, i)].

We can evaluate the remaining expression by observing that,
conditioned on particular values for Bi,i+✏n and Li,i+✏n (say,
b and `, which are constrained by T ), �(�, i,�(i)) and ↵(�, i,�(i))
are independent and have the same distribution as the num-
ber of increasing subsequences in random permutations from
Sb and S`, respectively (the first and second moment of this
distribution are given in [5]).

This implies that

E[⌧(�, i)I[W ]|A✏(�, i)]

 22
p

i(i+✏n)/n(1+O(t/n))+2

p
n�(i+✏n)�i+i(i+✏n)/n.

Now, suppose that i ⇠ cn, for c 2 (0, 1). Then the expres-
sion in the exponent becomes

2
p
n(

p
c(c+ ✏) +

p
1� 2c� ✏+ c(c+ ✏)),

and we want to choose ✏ so that this is < 2
p
n. We have the

following:
p

c(c+ ✏) +
p

1� 2c� ✏+ c(c+ ✏)

<

r
c(1 + ✏/c) + (1� c)(1� ✏

1� c
) = 1,

where the inequality is by Jensen and the concavity of the
square root function, and it is strict because ✏ 2 (0, 1� c).

Now, note that the function

F (c) =
p

c(c+ ✏) +
p

1� 2c� ✏+ c(c+ ✏)

satisfies F (0) = 1� ✏ and F (1� ✏) =
p
1� ✏ and is concave

as a function of c.
This implies that any nonzero value of ✏ yields exponential

decay of the probability Pr[�(i)� i > ✏n \ i 2 T ]: i.e., it is

at most e�⇥(

p
n), where the constant in the ⇥(·) is bounded

away from 0 (for any fixed ✏) for all i.
Now, to upper bound Pr[i � �(i) > ✏n \ i 2 T ], we note

the following symmetry property: an increasing subsequence
of � containing i is equivalent to an increasing subsequence
of the counterclockwise rotation of the permutation ⇢ corre-
sponding to the graph of � by ⇡ radians containing n � i.
Moreover, i��(i) > ✏n if and only if ⇢(n� i)� (n� i) > ✏n,
and ⇢ is uniformly distributed on Sn. This implies that
nX

i=1

Pr[i 2 T \ �(i)� i > ✏n] =
nX

i=1

Pr[i 2 T \ i� �(i) > ✏n],

(12)

so that

Pr


max
i2T

|�(i)� i| > ✏n

�
 2

nX

i=1

Pr[i 2 T \ �(i)� i > ✏n]

 2
nX

i=1

2�2

p
n(1�F (i/n))

= 2�2(1�
p
1�✏)

p
n(1+o(1)),

since 1�F (c) is minimized at c = 1� ✏. This concludes the
proof of the upper bound.

Remark: Strictly speaking, we did not address the bound-
ing of terms for which i = o(n) or i = n(1 � o(n)). These
may be shown to be negligible compared to our stated upper
bound by a slight variation of our argument.

To show the lower bound in (1), it is su�cient to choose
a particular i 2 [n] and lower bound the probability

Pr[i 2 T \ �(i)� i > ✏n].

In fact, the entire derivation of the upper bound holds ex-
actly in the case of the lower bound, up to the point where
we are required to lower bound

E

⌧(�, i)
⌧(�)

I[W ]

����A✏(�,i)

�
.

To proceed, we need to find an upper bound for ⌧(�), which
holds with su�ciently high probability. Fortunately, we can
use the results of [5] (in particular, Markov’s inequality and

the fact that E[⌧(�)] = e⇥(

p
n)) to conclude that, with prob-

ability at least 1� e⇥(

p
n), we have ⌧(�)  eO(

p
n).

The final ingredient, lower bounding E[⌧(�, i)I[W ]|A✏(�, i)]
can be accomplished by again invoking the probabilistic
lower bound on L(⇡), for ⇡ 2 S�(�,i,�(i)) or S↵(�,i,�(i)). This
yields the desired lower bound for (1).

5. PROOF OF THEOREM 2
We analyze an algorithm, which takes advantage of the

following decomposition, for any increasing subsequence t
of a given permutation �:

1
⌧(�)

= Pr[T � = t]

=
Y

i2t

Pr[i 2 T �|Fi�1

(t)]

·
Y

i/2t

(1� Pr[i 2 T �|Fi�1

(t)]),

where Fi�1

(t) is the event that T �\[i�1] = t\[i�1], and we
denote by T � a uniformly random increasing subsequence of
�.

Recall that ↵(⇡, i, j) is the number of increasing subse-
quences of ⇡ beginning after i, whose initial element x satis-
fies ⇡(x) > j, plus 1 for the empty sequence (for the special
case of i = j = 0, we define ↵(⇡, 0, 0) = ⌧(⇡)). Then each
conditional probability can be computed as

Pr[i 2 T �|Fi�1

(t)] =
↵(�, i,�(i))

↵(�,�t(i),�(�t(i)))
, (13)

where �t(i) denotes the largest j < i for which j 2 t (when
i = 1, �t(i) = 0, and we define �(0) = 0 for convenience).
Thus, the core of the algorithm is to compute these counts



(i.e., ↵(�, i, j) for i, j 2 [n]) for a given � by dynamic pro-
gramming. Essentially, we use the fact that ↵(�, i, j) can be
written recursively as follows:

↵(�, i, j) =

(
↵(�, i+ 1, j) �(i+ 1)  j

↵(�, i+ 1,�(i+ 1)) + ↵(�, i+ 1, j) �(i+ 1) > j

function ComputeAlphaTable(� 2 Sn)
A [0](n+1)⇥(n+1)

for i = 1 to n do

A[i, n] 1
A[n, i] 1

for i = n� 1 to 0 do

for j = n� 1 to 0 do

if �(i+ 1)  j then

A[i, j] A[i+ 1, j]
else

A[i, j] A[i+ 1,�(i+ 1)] +A[i+ 1, j]

return A

Using this, we can sample T using the following algorithm:

function SampleIncreasingSubsequence(� 2 Sn)
A ComputeAlphaTable(�)
t ;
� 0
for i = 1 to n do

With probability A[i,�(i)]/A[�,�(�)], add i to t
and set � = i.

return t

That the algorithm correctly samples from the set of in-
creasing subsequences of � can be verified easily by induc-
tion.

Now, computing A takes time ⇥(n2), and this is followed
by a linear number of operations (since t can be represented
as a linked list, we need only to append to the end at each
step). Thus, the running time is ⇥(n2), as desired. It is
simple to extend this algorithm to higher dimensional ana-
logues (e.g., as in [1]). For dimension d, the running time
becomes ⇥(dnd+1): specifically, the equation (13) still holds,
but now we replace j with a vector ~j 2 {0, ..., n}d and � with
a vector � of permutations from Sn. Then ↵(~�, i,~j) denotes
the number of increasing subsequences of ~� beginning af-
ter i, whose initial element is > ~j in the coordinatewise
domination order. Then we need to generalize the func-
tion ComputeAlphaTable to this multidimensional case,
where the input is ~�, and the output is a hypermatrix A with
indices in {0, ..., n}d+1. Filling in each entry of A takes time
⇥(d), which gives a running time of ⇥(dnd+1) for the entire
algorithm. For instance, when d = 1, this gives ⇥(n2), as
expected.

6. EXTENSION TO N PROCESSES WITH
PAIRWISE CONFLICTS

Here, we briefly discuss extensions to larger numbers of
processes.

In this work, we gave asymptotics for large deviation prob-
abilities for increasing subsequences of random permuta-
tions, which is connected to the simple setting of a random
serialization of two concurrent processes with randomly gen-
erated conflict points.

A natural extension might consider similar questions for
the case of conflict sets among N � 3 processes. In this case,

the geometry of the conflict sets and of the partial orders
that they induce becomes slightly more exotic. It is natu-
ral to restrict our attention to pairwise conflicts, as induced
by simple locking mechanisms (though even more processes
may arise in a conflict set in practice). In such a case, a con-
flict consisting of a pair of transactions in two distinct pro-
cesses is geometrically represented by an axis-parallel N�2-
dimensional unit hypercube in [0, 1]N . A serialization then
corresponds to a homotopy class of increasing paths from
~0 to ~1 lying entirely in [0, 1]N minus the conflict sets (see
Figure 2).

A

B

C

Figure 2: An example of N = 3 processes with pairwise
conflicts.

A natural probabilistic model, analogous to the N = 2
case, chooses, for each pair of coordinates i, j (i.e., each pair
of processes) n points in [0, 1]2 uniformly at random, which
induce n pairwise conflicts for each pair of processes, and,
hence, a permutation on n letters. A serialization then con-
sists of a choice, for each (unordered) pair of processes, of
an increasing subsequence of the corresponding permutation
(for a total of

�
N
2

�
increasing subsequences). Thus, the re-

sults that we have developed for the case N = 2 generalize
easily to the case of arbitrary N .
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ABSTRACT
This paper deals with the problem of incentivized informa-
tion fusion, where a controller seeks to infer an unknown
parameter by incentivizing a network of social sensors to re-
veal the information. The social sensors gather information
on the parameter after interacting with other social sensors,
to optimize a local utility function.

We are interested in finding incentive rules that are easy
to compute and implement. In particular, we give su�cient
conditions on the model parameters under which the optimal
rule for the controller is provably a threshold decision rule,
i.e, don’t incentivize when the estimate (of the parameter)
is below a certain level and incentivize otherwise.

We will further provide a complete sample path character-
ization of the optimal incentive rule, i.e, the nature (average
trend) of the optimal incentive sequence resulting from the
controller employing the optimal threshold rule. We show
that the optimal incentive sequence is a sub-martingale, i.e,
the optimal incentives increase on average over time.

1. INTRODUCTION
Autonomous decision making involves information acqui-

sition and identifying a course of action that optimizes an
objective function. To gather the required information, an
autonomous system (controller) can avail the services of an
information network or a multi-agent sensor network. For
example, e-commerce companies like Amazon gather ratings
and reviews from users (sensors) regarding the services and
products listed on their websites; where the social network
serves as the information network. The sensors that are a
part of the information network exhaust their own resources
in acquiring the information, for example, the customers
who share the experiences on Amazon are those who have
purchased the product. Thus, there is a need to design au-
tonomous systems that suitably compensate the sensors for
information, to motivate their participation by considering
that the sensors in the information network may learn and
influence each other. We term this problem as incentivized
information fusion, where a controller seeks to infer an un-
known parameter by incentivizing a network of social sensors

⇤This material is based upon work supported, in part by, the
U. S. Army Research Laboratory and the U. S. Army Re-
search O�ce under grant 12346080, National Science Foun-
dation under grant 1714180, and Schmidt Sciences.
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to reveal the information they gather about the underlying
parameter.

Sensors having the following attributes will be called So-
cial Sensors:

i.) They a↵ect the behaviour of other sensors.
ii.) They share quantized information (decisions/actions)

and have their own dynamics.
iii.) They have limited processing capabilities - bounded-

ness.
iv.) They are rational - they fuse all available information

using Bayes’ rule to take an action that maximizes the
reward.

A social sensor (human) provides information about its state
(sentiment, social situation, quality of product, label) to a
social network after performing social learning. Social learn-
ing is the process by which the sensors learn and influence
each other. The availability of review platforms like Yelp,
Expedia, Amazon etc, facilitates social learning; see [8] for
an empirical study of peer e↵ects on consumption, and [10]
for a more formal treatment.

In this paper, we present a model of Bayesian social learn-
ing with focus on the interaction between the controller and
the multi-agent network of social sensors.
The contribution of this paper is two fold:

1.) Threshold Incentive Rule: We study the interac-
tion of a controller and a network of social sensors,
where the controller can modify the utility function of
the sensors which in turn a↵ects their decisions. We
give su�cient conditions on the model parameters -
that are intuitive - under which the optimal rule for
the controller is provably a threshold decision rule, i.e,
don’t incentivize when the estimate (of the parameter)
is below a certain level and incentivize otherwise.

2.) Sub-martingale Property: We provide a complete
sample path characterization of the optimal incentive
rule, i.e, the nature (trend) of the optimal incentive se-
quence over time. We show that the optimal incentive
sequence for the controller is a sub-martingale, i.e, the
optimal incentives increase on average over time.

Related Literature
[5] considers the interaction of a global controller and a
network of social sensors, where the sensors perform social
learning to estimate an underlying parameter and to opti-
mize a local utility function. The objective of the controller
is to detect a change in the parameter as soon as possible by
observing the actions of the sensors. In this paper, unlike [5],



the controller can influence the behaviour of the sensors by
modifying their utility function.

Crowdsourcing large scale problems like image classifica-
tion [11], annotation [9], recommendation, peer prediction
for eliciting truthful and informative feedback; where the
sensors (Turkers) are allowed to interact and influence each
other, are some of the applications that can be analyzed us-
ing framework in this paper. [4] considers a general model
of crowdsourcing and the problem of minimizing the total
incentive that must be paid to achieve a target overall reli-
ability. The problem considered in this paper can be seen
as an extension of [4], in that we also allow the possibility
of social learning between the workers (Turkers). Our work
is similar in flavor to Peer Prediction [7, 12], where reward
based scoring schemes are devised to elicit informative feed-
back; but a key di↵erence is that there is Bayesian social
learning.

Organization
Sec. 2 details the Bayesian social learning model for the
process of information fusion by the social sensors and the
incentivization protocol employed by the controller. Sec. 3
formulates the stochastic control problem faced by the con-
troller as a POMDP and is solved using dynamic program-
ming. The structure of the value function and optimal de-
cision rule is completely characterized for the controller ob-
jectives.
Sec. 4 describes the nature of the incentive sequence that
is input to the multi-agent network. It is shown that the
controller o↵ers smaller incentives initially and subsequently
increases it to learn the true parameter.

2. SOCIAL LEARNING MODEL AND CON-
TROLLER OBJECTIVE

2.1 Social Learning Model and Incentive Pro-
tocol

The following illustrates an example application of the
problem considered in this paper. Travel website companies
like TripAdvisor and e-commerce companies like Amazon,
o↵er monetary compensation for people (social sensors) to
reveal truthful or honest information (in the form of reviews)
regarding the services and products listed on their websites.
The social sensors want to maximize their utility - a func-
tion of the compensation, experience with the product or
services, and the experience of other sensors. The controller
(TripAdvisor or Amazon) wants to minimize the expected
payout for gathering truthful information from the social
sensors.

Let k = 1, 2, · · · denote the discrete time instant when
sensor k acts. Let x 2 X = {1, 2} denote the underlying
parameter, which is assumed to be a random variable1. The
network of social sensors and the controller, seek to estimate
the realization of the random variable. Let

⇡
k�1(i) = P(x = i|a1, . . . , ak�1)

denote the estimate of the parameter (termed as public be-
lief) at time k�1, and let the initial estimate be denoted as
⇡0 = (⇡0(i), i 2 X ), where ⇡0(i) = P(x0 = i). Let the belief

1For example x could denote {Bad quality, Good quality}
for a product or service, {Object absent, Object Present} in
case of a simple annotation problem, etc.

space, i.e, the set of distributions ⇡ over the parameter be
denoted as

⇧(2)
�
={⇡ 2 R2 : ⇡(1)+⇡(2) = 1, 0  ⇡(i)  1 for i 2 {1, 2}}.

2.2 Controlled Information Fusion Objective
The controller wants to estimate the underlying parameter

x by providing incentives to the social sensors in exchange
for information. The controller considers the following ob-
jective function:

J
µ

(⇡) = E
µ

{
1X

k=1

⇢kc(p
k

)|⇡0 = ⇡}. (1)

Here p
k

denotes the incentive, ⇢ 2 [0, 1) denotes the eco-
nomic discount factor indicating the degree of impatience
of the controller, ⇡ denotes the estimate of the parameter
conditioned on the decisions of the social sensors - termed
as public belief, c(p

k

) denotes the cost of information fusion
incurred by the controller, and µ denotes the decision rule
for the controller that maps ⇡ to an incentive p 2 [0, 1].
The controller seeks to find the optimal incentive rule µ⇤

such that

J
µ

⇤(⇡0) = inf
µ2µJµ

(⇡0). (2)

2.3 Social Learning Model and Incentive Pro-
tocol

We will model the dynamics of the social sensors (observa-
tion model and decision rule optimization), the information
fusion cost that models the cost of information acquisition
for the controller, the dynamics of the parameter estimate
computed from the decisions of the social sensors (public be-
lief), and incentive rules that associate parameter estimates
with incentives to be provided.
We consider the classical sequential social learning frame-
work [2, 5]. The decision of social sensor a

k

2 A = {1, 2}
depends on the decisions of the first k � 1 sensors and its
own estimate of the parameter (termed private belief) af-
ter receiving noisy private valuations, y

k

2 Y = {1, 2}, of
the parameter x. The controller estimates the parameter by
providing incentives p

k

2 [0, 1] at each time k (or at each
sensor k). It is assumed that each sensor decides once2 in a
predetermined sequential order indexed by k.

Social Sensor Dynamics
1. Social Sensor’s Private Observation: Sensor k’s

private observation denoted by y
k

2 Y = {1, 2} is a
noisy measurement of the true parameter. It is ob-
tained from the observation likelihood distribution as,

B
ij

= P(y
k

= j|x = i). (3)

The discreteness of the observation distribution cap-
tures the boundedness or the limited processing capa-
bilities of the sensor.

2The model and the results presented in the paper can eas-
ily be interpreted in the case where more than one sensor
acts every period. Consider the situation where multiple ho-
mogenous sensors act at time k. A naive approach to map
to the model considered in this paper is to use Majority
voting and label the majority vote as a. Majority voting
simply chooses what the majority of sensors agree on. At
time k+1, a group of sensors decide by considering the Ma-
jority decisions at times k < k + 1. The controller updates
the knowledge about the underlying parameter based on the
Majority decisions.



2. Social Learning and Private Belief update: In-
formation on the parameter conditioned on the private
valuation is the private belief (⌘y), and is computed us-
ing Bayes’ rule. Sensor k updates its private belief by
fusion of the observation y

k

and the prior public belief
⇡
k�1 as the following Bayesian update

⌘yk =
B

yk⇡k�1

10B
yk⇡k�1

(4)

where B
yk denotes the diagonal matrix


P(y

k

|x = 1) 0
0 P(y

k

|x = 2))

�

and 1 denotes the 2-dimensional vector of ones.
3. Social Sensor’s Action: Sensor k executes an action

a
k

2 A = {1, 2} myopically to maximize the reward.
Let r(x, y, a

k

) denote the reward accrued if the sensor
takes action a

k

when the underlying parameter is x
and the observation is y.
In this paper, we assume for simplicity that all social
sensors have the same reward function r(x, y, a) and
we choose this as

r(x, y, a) = �
a

p� ↵
a

I(a 6= x)� �
a

I(a 6= y)� �
a

(5)

where �
a

,↵
a

,�
a

, �
a

2 [0, 1]. The form is inspired by
the quasi-linear utility in [1]. Here, �

a

is interpreted as
the fraction of the monetary compensation p received,
↵
a

and �
a

are the losses incurred for not taking appro-
priate actions, and �

a

is the cost incurred in obtaining
observation.
The sensor chooses an action a

k

to maximize the re-
ward as

a
k

= arg max
a2A

r0
a

⌘yk (6)

where

r
a

= [r(1, a) r(2, a)] and r(x, a) =
2X

j=1

r(x, y = j, a)B
xj

.

(7)
Remark. For example, consider the situation where
an e-commerce website like Amazon is soliciting hon-
est customer reviews from those who have purchased
a particular product.
Here a

k

2 A = {1(Bad Review), 2(Good Review)},
�
a

p could indicate the compensation in exchange for
the review, ↵

a

denotes the cost incurred for making
a decision not appropriate for the product quality, �

a

denotes the cost incurred for making a decision not ap-
propriate for the information gathered on the product
quality, and �

a

denotes the cost of acquiring informa-
tion regarding the product quality before the purchase.
Remark. It is assumed that �2 > �1, ↵1 > ↵2, �1 > �2,
�2 > �1. These assumptions are intuitive, for exam-
ple if Amazon is soliciting honest reviews, �2 > �1
models higher compensation o↵ered to the sensor to
write a high quality review; �2 > �1 models higher
cost invested by the sensor in information acquisition
to write a high quality review; ↵1 > ↵2 and �1 > �2

model higher cost for writing a bad review when the
quality/ information indicates otherwise.

Information Fusion cost
The controller wants to maximize the number of sensors that
act according to their evaluations/observations3 while min-
imizing the following cost:
Expenditure: The controller o↵ers a compensation to re-
ceive truthful accounts of the information gathered by the
social sensors, i.e,

c(p
k

) = p
k

� �
r

I(a
k

= y
k

|⇡
k�1) (8)

where I denotes the indicator function, �
r

2 (0, 1) denotes
the benefit from truthful information gathering and p de-
notes the expenditure.

Public Belief Dynamics
Information on the parameter conditioned on the new action
is the public belief (⇡), and is computed using Bayes’ rule.
Sensor k’s action is shared by the controller with the multi-
agent network and the public belief on the quality is updated
according to the social learning Bayesian filter (see [5]) as
follows

⇡
k

= T⇡(⇡
k�1, ak

) =
R

⇡k�1
ak ⇡

k�1

10R
⇡k�1
ak ⇡

k�1

. (9)

Here, R
⇡k�1
ak = diag(P(a

k

|x = i,⇡
k�1), i 2 X ) is the deci-

sion or action likelihood matrix, where P(a
k

|x = i,⇡
k�1) =P

y2Y
P(a

k

|y,⇡
k�1)P(y|x = i) and

P(a
k

|y,⇡
k�1) =

(
1 if a

k

= arg max
a2A

r0
a

⌘yk ;

0 otherwise.

Note that ⇡
k

belongs to the unit simplex ⇧(2)
�
={⇡ 2 R2 :

⇡(1) + ⇡(2) = 1, 0  ⇡(i)  1 for i 2 {1, 2}}.
Information Fusion Incentive
The controller fuses (aggregates) the information by provid-
ing incentives to the social sensors. The history of past in-
centives and decisions H

k

= {⇡0, p1, · · · , pk, ak

} is recorded
by the controller and the multi-agent network. The con-
troller chooses

p
k+1 = µ

k+1(Hk

) 2 [0, 1] (10)

for the sensor k+ 1. Here µ
k+1 denotes the decision rule at

time k + 1 that associates the history H
k

with an incentive
p
k+1. Since H

k

is increasing with time k, to implement a
controller, it is useful to obtain a su�cient statistic that does
not grow in dimension. The public belief ⇡

k

computed via
the social learning filter (9) forms a su�cient statistic for
H

k

and the incentive in (10) is given as

p
k+1 = µ

k+1(⇡k

). (11)

3. STRUCTURE OF OPTIMAL INCENTIVE
RULE

The stochastic control problem faced by the controller
is equivalent to a partially observed Markov decision pro-
cess (POMDP) with dynamics (9) and objective (2), and is
3This is consistent with the objective of truthful information
reporting in Peer Prediction literature; see [7]. Acting ac-
cording to self-valuations or observations also improves the
quality of social learning as the decisions are informative (in
the Blackwell sense, see [6]); see also Footnote 4.



solved using dynamic programming. In this section, we give
su�cient conditions under which the optimal incentive rule
for the controller is provably a threshold rule.

Assumptions
(A1) The observation distribution B

xy

= P(y|x) is TP2, i.e,
the determinant of the matrix B is non-negative.

(A2) The reward vector r
a

is supermodular, i.e, r(1, 1) >
r(2, 1) and r(2, 2) > r(1, 2) for every p 2 [0, 1].

Discussion of the Assumptions

1. Assumption (A1) is on the underlying stochastic model,
and enables the posteriors to be compared. The obser-
vation distribution being TP2 (total positive of order
2) implies that for higher parameter values, the prob-
ability of receiving higher valuations is higher than for
lower values.

2. (A2) is required for the problem to be non-trivial. If
it doesn’t hold and r(i, 1) > r(i, 2) for i = 1, 2, then
a = 1 always dominates a = 2; the sensors provide no
useful information.

The optimal incentive rule µ⇤ and the optimal cost (value
function) V (⇡) for the POMDP satisfy the Bellman’s dy-
namic programming equation

Q(⇡, p) = c(p) + ⇢
X

a2A

V (T⇡(⇡, a))�(⇡, a), (12)

µ⇤(⇡) = argmin
p2[0,1]

Q(⇡, p),

V (⇡) = min
p2[0,1]

Q(⇡, p), J
µ

⇤(⇡0) = V (⇡0).

Main Result: 1 (Threshold Incentive Rule)
The theorem shows that the optimal incentive rule is thresh-
old; i.e, belief space ⇧(2) is divided to two connected regions.
In one of the regions, it is optimal to not provide any incen-
tives; and in the other, it is optimal to incentivize using
a well defined deterministic function of the parameter esti-
mate. Define the following function:

�(⌘y) = [l1 � l2]
B

y

⇡

10B
y

⇡
+ l3 (13)

where ⌘y is the private belief update (4), ⇡ =


1� ⇡(2)
⇡(2)

�
,

l1 =
↵2 + �2B11 � �1B12

�2 � �1
, l2 =

↵1 � �2B21 + �1B22

�2 � �1
,

l3 = �2��1
�2��1

, and ↵,�, �, � are as in (7). The function �(⌘y)
will henceforth be referred to as the incentive function.

Theorem 1. Let �
r

2 (0, 1). Under (A1) and (A2), the op-
timal incentive rule for the controller µ⇤(⇡) = argmin

p

Q(⇡, p)
is

µ⇤(⇡) =

⇢
0 if ⇡(2) 2 [0,⇡⇤

r

(2));
�(⌘y=2) if ⇡(2) 2 [⇡⇤

r

(2), 1].
(14)

where ⇡⇤
r

(2) 2 (0, 1).

Discussion of Main Result

The optimal incentive rule p = µ⇤(⇡) seeks to maximize the
number of sensors that act according to their observations -
to improve the quality of social learning4 - while minimizing
4Acting according to self valuations or private observations
is equivalent to truthful information reporting, and is in-

the payout. According to Theorem 1, the regions in the
belief space ⇧(2) where it is optimal choose p = �(⌘y=2)
and p = 0 are connected and convex. Therefore, computing
the optimal decision rule amounts to finding the belief ⇡⇤,
below5 which it is optimal not to provide any compensation
p = 0; and above which it is optimal to compensate �(⌘y=2)
at every belief, to minimize the cost.

The practical usefulness of the threshold incentive rule in
the theorem stems from the following: (i) the search space of
incentive rules µ reduces from an infinite class of functions
(over ⇧(2)) to those that have a simple threshold structure
as in Fig.1; (ii) to compute the optimal incentive rule µ⇤, one
can compute the belief ⇡⇤ o✏ine. This is advantageous as
the control problem (POMDP) has a continuous state space
⇧(2), and computing optimal policies involves a PSPACE
hard dynamic programming recursion o✏ine; (iii) at each
instant (or belief) the controller only needs to decide be-
tween �(⌘y=2) and p = 0 depending on the threshold rule
(14); (iv) having connected regions reflects the confidence of
the controller in implementing the incentive schemes– if its
is optimal to not incentivize at a particular belief, it is opti-
mal to discontinue incentivization when the belief is lower.
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Figure 1: Expenditure Minimization: Optimal fusion rule for the
controller. When ⇡ < ⇡⇤ , it is optimal not to incentivize µ⇤(⇡) =
0, and when ⇡ > ⇡⇤, the controller incentivizes using the incentive
function µ⇤(⇡) = �(⌘y). The following parameters were chosen:
�
r

= 0.3 and discount factor ⇢ = 0.7. Let e1 and e2 denote
indicator vectors. For �1 = 0.3, �2 = 0.95, and B=

�
0.8 0.2
0.4 0.6

�
, the

following parameters were obtained as a solution of�(e1) = 1 and
�(e2) = 0 for the reward vector: ↵1 = 0.288,↵2 = 0.278,�1 =
0.11,�2 = 0.1, �1 = 0.1, �2 = 0.414.

4. STOCHASTIC PROPERTIES OF THE OP-
TIMAL INCENTIVE SEQUENCE

In this section, we will describe the relation between the
optimal decision rule in Theorem 1, and the incentive se-
quence p

k

= µ⇤(⇡
k�1), for k = 1, 2, . . . In particular, we

provide a complete sample path characterization of the in-
centive sequence (over) that results from the controller ap-
plying the optimal incentive rule.

Main Result: 2 (Sub-martingale Property)
The theorem gives a complete sample path characterization

formative. Since the sensors take into account the actions
or decisions of the preceding sensors, fusion of informative
decisions lead to improved estimate of the parameter and
hence improves social learning.
5⇡2 � ⇡1 if the determinant

����
⇡1(1) ⇡1(2)
⇡2(1) ⇡2(2)

���� � 0



of optimal decision rule implemented by the controller. It
is shown that when the controller wants to minimize the
expected payout for gathering truthful information, the in-
centive sequence is a sub-martingale6; i.e, it increases on
average7 over time.

Theorem 2. Let ⇡0 denote the initial belief. Under (A1),
the optimal incentive sequence p

k

= µ⇤(⇡
k�1) for the infor-

mation fusion problem is a sub-martingale.

Discussion of Main Result

According to Theorem 2, the optimal decision rule of the
controller is such that the sample path of the incentive se-
quence displays an increasing trend, i.e, the incentives in-
crease on average over time.
The usefulness of the theorem stems from the following: (i)
it gives a complete sample path characterization of the op-
timal incentive rule implemented by the controller; (ii) the
sub-martingale property assures that that larger beliefs and
higher compensations are concomitants of high parameter
values.

The controller starts compensating with a low incentive
initially to learn about the quality of the product or ser-
vice. If the quality looks promising, it gradually increases
the compensation to encourage the sensors to act according
to their assessments. For example, when Amazon is solic-
iting honest reviews, gradual increase in the compensation
when the quality looks promising will lead to good quality
reviews and this in turn will increase the sales of the product
or services in the future.

5. CONCLUSION
This paper considered the problem of incentivized infor-

mation fusion, where a controller compensates a network of
social sensors in exchange for information on an underlying
parameter. It was shown that the optimal fusion/decision
rule for the controller is a threshold rule; and a sample path
characterization of the optimal incentive rule employed by
the controller was also provided. In particular, it was shown
the when the controller wants to maximize the number of
social sensors that report truthfully, the sequence of incen-
tives should display an increasing trend on average; i.e, it’s
a sub-martingale.

Crowdsourcing large scale problems like image annota-
tion, data labeling, recommendation, peer prediction for
eliciting truthful and informative feedback; where the sen-
sors (Turkers) are allowed to interact and influence each
other, are some of the applications that can be analyzed
using framework in this paper.

APPENDIX
Preliminaries and Definitions:
Definition 1 (Submodular function [6]). ⌫ : ⇧(2)⇥A ! R
is submodular in (⇡, a) if

⌫(⇡, a)� ⌫(⇡, ā) � ⌫(⇡̄, a)� ⌫(⇡̄, ā) (15)

for a > ā and8 ⇡̄ � ⇡.
6See Appendix for definition.
7Here average is over di↵erent iterations of the estimation
process. For example, each round of labelling/classification
in Crowdsourcing can be seen as one iteration.
8See Footnote 5

Define

F
k

: � � algebra generated by (⇡0, p1, a1, . . . , pk, ak

).

Definition 2 (Martingale). ( [3]) Let F
k

denote the sigma
algebra. A sequence X

k

such that E[|X
k

|] < 1 is a martin-
gale (with respect to F

k

) if

E[X
k+1|Fk

] = X
k

, for all k.

If E[X
k+1|Fk

] � X
k

, for all k., the sequence X
k

is a sub-
martingale.

Definition 3. ( [3]) A sequence H
k

is said to be a pre-
dictable sequence if H

k

2 F
k�1.

Theorem 3 ( [6]). Let the parameter be a random variable
and (A1) and (A3) hold. For p 2 [0, 1], the belief space ⇧(2)
can be partitioned into at most 3 non-empty regions such
that, the sensor decision likelihood matrix R⇡ in (9) is a
constant with respect to the belief parameter ⇡ and is given
as


0 1
0 1

�
,


B11 B12

B21 B22

�
, and


1 0
1 0

�
.

Theorem 4 ( [6], Chapter 8). Consider a POMDP with pos-
sibly continuous-valued observations. Assume that for each
action p, the instantaneous costs c(⇡, p) are decreasing with
respect to ⇡ 2 ⇧(2). Under (A1), the value function V (⇡)
is decreasing in ⇡.

Theorem 5 ( [6], Chapter 12). Consider a POMDP with
possibly continuous-valued observations. Assume that for
each action p, the instantaneous costs c(⇡, p) are decreasing
with respect to ⇡ 2 ⇧(2), and c(⇡, p) is submodular. Under
(A1), there is a unique threshold ⇡⇤ such that

µ⇤(⇡) =

⇢
p1 if ⇡  ⇡⇤;
p2 otherwise.

where p1 and p2 are two possible actions.

Theorem 6 ( [3]). Let W
k

be a sub-martingale. If H
k

� 0
is predictable and each H

k

is bounded, then (H.W )
k

is a
sub-martingale.

Theorem 6 corresponds to Theorem 5.2.5 in [3].

From Theorem 3, we have the following results. The
proofs are omitted due to lack of space.

Theorem 7. Let �(⌘y=1) and �(⌘y=2) be two possible in-
centives at belief ⇡. Under (A1) and (A2), the Q function
in (12) can be simplified as:

Q(⇡, p) =

8
<

:

p+ ⇢V (⇡) if p 2 [0,�(⌘y=2));
p� �

r

+ ⇢EV (⇡) if p 2 [�(⌘y=2),�(⌘y=1));
p+ ⇢V (⇡) if p 2 [�(⌘y=1), 1].

(16)
and V (⇡) = minQ(⇡, p). Here,

EV (⇡) = 10B⇡

y=1⇡ ⇥ V (⌘y=1) + 10B⇡

y=2⇡ ⇥ V (⌘y=2).

Theorem 7 represents the Q function (12) over the range
[0, 1] into three regions. The following corollary highlights
why such a partition is useful.

Corollary 8. At every public belief ⇡ 2 ⇧(2), it is su�cient
to choose one of the three incentives {0,�(⌘y=2),�(⌘y=1)}.



Discussion: A consequence of Corollary 8 is that the value
function (12) computation reduces to:

V (⇡) = min{⇢V (⇡),�(⌘y=2)� �
r

+ ⇢EV (⇡),

�(⌘y=1) + ⇢V (⇡)}.
) V (⇡) = min{0,�(⌘y=2)� �

r

+ ⇢EV (⇡)}. (17)

In words, it is su�cient for the controller to choose either
p = �(⌘y=2) or p = 0 at every belief ⇡, as opposed to
p 2 [0, 1] at every belief.

Lemma 9. Under (A1), �(⌘y=1) is concave in ⇡, and
�(⌘y=2) is convex in ⇡.

Proofs:
Proof of Theorem 1:
By definition, we know that �(⌘y) 2 [0, 1], �(e1) = 1 and
�(e2) = 0. It can be seen by substitution that EV (⇡) =

V (⇡) when ⇡ =

⇢
1
0

�
,


0
1

��
, and let V (0) and V (1) denote

the corresponding values. So the incentive function �(⌘y=2)
is decreasing with ⇡. The value function computation is
given by (17). Let

⌫(⇡, p1) = 0

⌫(⇡, p2) = �(⌘y=2)� �
r

where p1 = 0 and p2 = �(⌘y=2) > 0. The function ⌫(⇡, p)
is submodular with p1 = 0 and p2 = �(⌘y=2) > 0. From
Theorem 4 and Theorem 5, it is easily seen that there exists
a unique ⇡⇤

r

such that

minQ(⇡, p) =

⇢
0 if ⇡  ⇡⇤

r

;
�(⌘y=2)� �

r

+ ⇢EV (⇡) otherwise.

where ⇡⇤
r

(2) is given by

⇡⇤
r

(2) = {⇡(2)|0 = �(⌘y=2)� �
r

+ ⇢EV (⇡)}.
Therefore the optimal incentive rule is given as:

µ⇤(⇡) =

⇢
0 if ⇡  ⇡⇤

r

;
�(⌘y=2) otherwise.

Proof of Theorem 2:
Consider the sub-optimal policy µ̂(⇡) given as

µ̂(⇡) =

⇢
�(⌘y=2)� ✏ if ⇡(2) 2 [0,⇡⇤(2));
�(⌘y=2) if ⇡(2) 2 [⇡⇤(2), 1].

Here ✏ > 0 and ⇡⇤(2) 2 [0, 1]. Let W
k

= µ̂(⇡
k�1).

From Lemma 9, �(⌘y=2) is convex in ⇡. Let uS(⇡
k+1) =

�(⌘y=2
k+1) denote the incentive at time k + 1. So uS(⇡) is

convex in ⇡.
We know that the public belief ⇡

k

is a martingale [2], i.e,
E[⇡

k+1|Gk

] = ⇡
k

. For ✏ ! 0,

E[W
k+1|Gk

] = E[uS(⇡
k+1)|Gk

] � uS(E[⇡
k+1|Gk

]) � uS(⇡
k

) � W
k

by Jensen’s inequality and martingale property of the public
belief. Therefore W

k

(= µ̂(⇡
k

)) is a sub-martingale.
Consider a function µ̄(⇡) given by

µ̄(⇡) =

⇢
0 if ⇡(2) 2 [0,⇡⇤(2));
1 if ⇡(2) 2 [⇡⇤(2), 1].

Let H
k

= µ̄(⇡
k�1). From Theorem 6, (H.W )

k

is a sub-
martingale. But (H.W )

k

= p
k

. Therefore, the optimal in-
centive sequence p

k

= µ⇤(⇡
k�1) is a sub-martingale,

E[p
k+1|Fk

] � p
k

i.e, it increases on average over time.
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ABSTRACT
This paper presents a set of new results on wireless chan-
nel capacity by exploring its special characteristics. An ap-
pealing discovery is that the instantaneous and cumulative
capacity distributions of typical fading channels are light-
tailed. An implication of this property is that these dis-
tributions and subsequently the distributions of delay and
backlog for constant arrivals can be upper-bounded by some
exponential functions, which is often assumed but not justi-
fied in the literature of wireless network performance analy-
sis. In addition, three representative dependence structures
of the capacity process are studied, namely comonotonicity,
independence, and Markovian, and bounds are derived for
the cumulative capacity distribution and delay-constrained
capacity. To help gain insights in the performance of a wire-
less channel whose capacity process may be too complex or
detailed dependence information is lacking, stochastic or-
ders are introduced to the capacity process, based on which,
comparison results of delay and delay-constrained capacity
are obtained. Moreover, the impact of self-interference in
communication, which is an open problem in stochastic net-
work calculus (SNC), is investigated and original results are
derived. These results complement the SNC literature, eas-
ing its application to wireless networks and its extension
towards a calculus for wireless networks.

Keywords
Wireless Channel Capacity; Stochastic Process

1. INTRODUCTION
The wireless communication system is entering a new gen-

eration, namely 5G. 5G is transformative, since it will ad-
vance mobile communication technology from largely a set
of technologies, connecting people to people and people to
information, to a unified connectivity fabric connecting peo-
ple to everything [24], i.e., 5G will thrust mobile technol-
ogy into the exclusive realm of general purpose technologies,
e.g., electricity and automobile. The profound e↵ects arising
from these innovations range widely from the positive im-
pacts on human and machine productivity to ultimately el-
evating the living standards of people around the world [24].
On the other hand, there will be a continuing wireless data
explosion and an increasing requirement of higher data rate
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and less latency. It has been depicted that the amount of IP
data handled by wireless networks will exceed 500 exabytes
by 2020, the aggregate data rate and edge rate will increase
respectively by 1000ˆ and 100ˆ from 4G to 5G, and the
round-trip latency needs to be less than 1ms in 5G [1]. The
capacity demand and supply is a paradox, and the poten-
tial digital tra�c jams threaten to throttle the information-
technology revolution [22]. Evidently, it becomes more and
more crucial to explore the ultimate capacity that a wire-
less channel can provide under stringent delay constraints
and to analyze what delay limit may be achieved in specific
wireless channel situations.

In this paper, we ask and answer three questions on the
statistical properties of wireless channel capacity that is
treated as a stochastic process, and the obtained results are
supposed to provide some insights to cope with the above
challenges.

1. What is the fundamental property of this stochastic
process?

We discover that the tail distribution of wireless chan-
nel capacity is light-tailed. A simple explanation is
that the capacity is a logarithm function of some ran-
dom variables, so long as these random variables are as
light as fat tails, the capacity is light-tailed. Though
intuitive, it has been taken for granted without being
taken fully advantage of. Moreover, this property is
fundamental as it holds for all typical wireless chan-
nel models. This property has been extended from
flat-fading to frequency-selective fading, from instan-
taneous to cumulative time regime, and from single-
hop to multiple-hop scenarios.

2. What is the hidden resource to be utilized in wireless
channels?

As a stochastic process, the wireless channel capacity is
dependent over time, we classify the dependence struc-
ture into three categories, i.e., positive dependence,
independence, and negative dependence, and we show
that the negative dependence greatly improves the chan-
nel performance even with a smaller capacity mean
with respect to independence, while the positive de-
pendence has an opposite e↵ect. It is worth noting
that the dependence control can be implemented in
practice, e.g., the negative dependence in power con-
trol will bring its impact into capacity. On the other
hand, the negative dependence in environment can be
taken advantage of, e.g., fading.



3. What is the impact of self-interference on ad hoc net-
work scalability?

It is well known that the self-interference has a huge
impact on the end-to-end throughput, and we prove
it mathematically that the impact of self-interference
can be localized. Specifically, when a common channel
is shared among a group of nodes, the end-to-end net-
work can be seen as a single-hop system. This result
can be used to reduce the complexity of network topol-
ogy in analysis. In addition, the wireless channel with
self-interference is a feedback system, which is di�-
cult for analysis and is regarded as an open problem
in stochastic network calculus, a methodology suit-
able for end-to-end network performance analysis in
feedforward networks. The solution here indicates the
potential of extending stochastic network calculus to
non-feedforward networks.

To date, wireless channel capacity has mostly been an-
alyzed for its average rate in the asymptotic regime, i.e.,
ergodic capacity, or at one time instant/short time slot, i.e.,
instantaneous capacity. For instance, the first and second
order statistical properties of instantaneous capacity have
been extensively investigated, e.g., [38, 42]. However, the
previous works focus on deriving explicit expressions of con-
sidered statistics in specific channel models without exploit-
ing the general capacity property of di↵erent channels, e.g.,
[38, 23, 41, 39], or rely on the assumption that the distri-
bution of the service process is exponential without math-
ematical justification, e.g., [31]. In [20], the capacity of ad
hoc networks is studied based on constant transmission rate,
while we focus on the stochastic process of wireless channel
capacity. In [32], the self-interference in ad hoc networks is
investigated in the protocol layer and it is shown that the
average distance between source and destination must be
small for network scalability, in contrast, we focus on the
physical layer capacity and provide a mathematical proof of
the localization property.

The remainder of this paper is structured as follows. Sec.
2 focuses on the basic concepts and fundamental property of
wireless channel capacity. First, concepts of ergodic capac-
ity, instantaneous capacity, cumulative capacity, and tran-
sient capacity are introduced; second, the fundamental prop-
erty that the tail distribution of the capacity process is
light-tailed irrelevant to temporal dependence, is proved;
third, it is shown how specific dependence structures can
be taken advantage of for result improvement. Sec. 3 is
dedicated to applications of the light-tail property of wire-
less channel capacity. First, the wireless channel is modeled
as a queueing system following a general queuing principle,
delay-constrained capacity is defined as a complementary to
the classical capacity concepts with a focus on delay per-
formance, and Lundberg’s inequality is invoked for explicit
results in view of the light-tailed distribution; second, for de-
pendence scenarios where explicit results are not tractable,
the influence of dependence is manifested by stochastic or-
dering, again, the results are based on the light-tail property;
last, the performance analysis is extended from feedforward
to non-feedforward systems and from single-hop to multi-
hop systems, with application to self-interference modeling
in and scalability investigation of ad hoc networks. Finally,
the paper is concluded in Sec. 4.

2. THEORY

2.1 Concepts
Basic concepts of wireless channel capacity, including er-

godic capacity, instantaneous capacity, cumulative capacity,
and transient capacity, are introduced in this part.

The maximum mutual information over input distribution
at t, denoted as Cptq throughout this paper, is defined as
instantaneous capacity [9]:

Cptq “ max
ppxq

IpX;Y |hptqq, (1)

where hptq is a stochastic process describing wireless channel
fading, X and Y are input and output random variables
with alphabets X and Y, and the maximum is taken over
all possible input distributions ppxq “ P tX “ xu, x P X .

Consider a discrete-time flat fading channel with input
xptq, output yptq, and stationary fading process hptq, the
complex baseband representation is as follows,

yptq “ hptqxptq ` nptq, (2)

where nptq is an additive white Gaussian noise (AWGN)
process CN p0, N0q. Conditional on a realization of hptq, the
mutual information is expressed as [47]

IpX;Y |hptqq “
ÿ

xPX ,yPY
P px, y|h

t

q log2
P px, y|h

t

q
P px|h

t

qP py|h
t

q .

(3)
Particularly, for a single input single output channel, if

the channel side information is only known at the receiver,
solving the right hand side of (1) with (3), the instantaneous
capacity is obtained [48], i.e.,

Cptq “ W log2p1 ` �|hptq|2q, (4)

where |hptq| denotes the envelope of hptq, � “ P {N0W de-
notes the average received SNR per complex degree of free-
dom, P denotes the average transmission power per complex
symbol, N0{2 denotes the power spectral density of AWGN,
and W denotes the channel bandwidth. For multiple input
and multiple output channels, a generalized form of (4) is
available in [47, 17].

Averaging the instantaneous capacity over the probability
space of channel gain, the mean is defined as ergodic capacity
[47]:

C “ ErCptqs. (5)

The definition implies that the ergodic capacity is a con-
stant and is a concept for infinite code length in infinite
time regime, i.e., it defines the maximum transmission rate
of the channel with asymptotically small error probability
for the code with su�ciently long length that the received
codewords is a↵ected by all fading states [19].

To account for finite time regimes, the sum of instanta-
neous capacity over a time period ps, ts, denoted as Sps, tq,
is defined as cumulative capacity:

Sps, tq “
tÿ

i“s`1

Cpiq. (6)

For Sp0, tq, we use Sptq as simplification. The time aver-
age of the cumulative capacity through p0, ts is defined as
transient capacity [48]:

Cptq “ Sptq
t

. (7)



Note that the transient capacity is random, which essen-
tially defines the achievable capacity for a code with finite
length that the received codewords only experience partial
fading states. The probabilistic average of the transient ca-
pacity in a stationary process is expressed as

E
“
Cptq‰ “ C, (8)

where C is the ergodic capacity of the channel. According to
the law of large numbers, the transient capacity converges
to the ergodic capacity when time goes to infinity, i.e.,

lim
tÑ8

Cptq Ñ C, (9)

for independent and identically distributed instantaneous
capacity. However, the dependence in capacity may be un-
known, and a more general result for the transient capacity
on finite time horizon is expressed by the Chebyshev in-
equality [37],

P t|Cptq ´ C| • xu § VarrCptqs
x2

, (10)

which is a basic result of concentration [5]. It indicates that,
in view of temporal behavior, statistical properties of the
cumulative process should be taken into account besides the
instantaneous capacity.

2.2 Light-tail Behavior
A distribution is said to be light-tailed, if the tail F pxq “

1 ´ F pxq is exponentially bounded, i.e.,

F pxq “ Ope´✓xq, (11)

for some ✓ ° 0; equivalently, it means the moment generat-
ing function pF r✓s is finite for some ✓ ° 0. Otherwise, the
distribution is said to be heavy-tailed [3, 43], specifically, if
F pxq “ O

`
x´✓

˘
, it is said to be fat-tailed.

The following theorem gives the condition for the wireless
channel capacity distribution to be light-tailed.

Theorem 1. For flat fading, the instantaneous capacity
is expressed as the logarithm transform of the instantaneous
channel gain, i.e., Cptq “ W log2p1 ` �hptq2q, @t. If the
distribution of the fading process is not heavier than fat tail,
the distribution of the instantaneous capacity is light-tailed.

Proof. For convenience, we omit the time index t and
write C “ W log2p1 ` �h2q. Correspondingly, the tail of
the instantaneous capacity is a function of the tail of the
channel gain, i.e.,

F
C

pxq “ F
h

¨

˝
d

2
x

W ´ 1
�

˛

‚. (12)

Let r “
b

2
x

W ´1
�

, for some ✓ ° 0, F
C

pxq “ Ope´✓xq entails

F
h

prq “ O
´
r´✓

¯
, (13)

which completes the proof.

The following corollary shows that the capacity distribu-
tions of the typical wireless fading channels are light-tailed.

Corollary 1. If a wireless channel is Rayleigh, Rice,
Nakagami-m, Weibull, or lognormal fading channel, its in-
stantaneous capacity distribution is light-tailed.

Proof. For Weibull fading channel, the tail of fading is
expressed as

F
h

prq “ e´cr

k

, (14)

where c ° 0 and k ° 0 are constants. Applying Taylor’s

theorem to expend ecr
k

, it is easily shown that, for some ✓
satisfying k ° ✓ ° 0

lim
rÑ8

e´cr

k

r´✓

“ lim
rÑ8

r✓

1 ` crk ` . . .
“ 0. (15)

This limit shows that though the Weibull distribution is
heavy-tailed for 0 † k † 1, it is lighter than the fat tail.
Hence from Theorem 1, the instantaneous capacity under
Weibull fading is light-tailed.

Rayleigh fading is a special case of Weibull fading with
k “ 2. The distribution of its instantaneous capacity is
expressed as [23]

F pxq “ 1 ´ e
1´2

x

W

� . (16)

It is trivial to show that the tail is exponentially bounded

F pxq § e
1

� e´✓x, (17)

for 0 † ✓ § 1
W�

2
1

log 2 log 2. Hence, the instantaneous capac-
ity under Rayleigh fading is light-tailed.

For Rice fading channel, the tail of the instantaneous ca-
pacity is expressed as [41]

F pxq “ Q1

˜
s
�0

,

a
2x{W ´ 1{�

s

s

�0
2

¸
, (18)

where W is the bandwidth, s the amplitude of the LOS
(light of sight) component, �0

2 the variance of the underly-
ing Gaussian process, and �

s

the average SNR. According
to the exponential bound of the Marcum Q-function [46],

↵
F

“ lim sup
xÑ8

´ logF pxq
x

(19)

• lim sup
xÑ8

1
2x

˜ a
2x{W ´ 1{�

s

s

�0
2

´ s
�0

¸2

(20)

“ 8, (21)

which means that the instantaneous capacity of a Rice fad-
ing channel is light-tailed [43].

For Nakagami-m fading channel [39], since the square of
the Nakagami-m random variable follows a gamma distribu-
tion, which is light-tailed [3], the distribution of its instan-
taneous capacity is thus light-tailed.

For lognormal fading channel [40], since the lognormal
distribution has all the moments, which means that it has
a lighter tail than the fat-tailed distribution [21], the distri-
bution of its instantaneous capacity is light-tailed.

The rest of this subsection shows that the light-tailed
property is extended from flat-fading to frequency-selective
fading, from instantaneous to cumulative time regime, and
from single-hop to multiple-hop scenarios.

Corollary 2. For frequency-selective fading modeled by
L parallel independent channels with the instantaneous ca-
pacity C “ ∞

L

`“1 W`

log2p1 ` �h2
`

q, if the distribution of the
instantaneous capacity of each sub-channel C

`

“ W
`

log2p1`
�h2

`

q is light-tailed, so is the instantaneous capacity distri-
bution of the frequency-selective fading channel.



Proof. For this frequency-selective fading channel, its
instantaneous capacity is by definition related to the instan-
taneous capacity of each sub-channel as

C “
Lÿ

`“1

C
`

. (22)

The tail of the distribution of the instantaneous capacity
can then be expressed by [26]

F
C

pxq “ 1 ´ F
C

1

f . . . f F
C

L

pxq (23)

§ F
C

1

‘ . . . ‘ F
C

L

pxq, (24)

where f f gpxq “ ≥8
´8 fpx ´ yqdgpyq is the Stieltjes convo-

lution and f ‘ gptq “ inf0§s§t

tfpsq ` gpt ´ squ is the uni-
variate min-plus convolution [4] or infimal convolution [44].
The first step results from sum of independent random vari-
ables, and the second step results from that the distribution
of sum of independent random variables is upper bounded
by the distribution of such a sum without dependence con-
sideration [26]. As is illustrated in the proof of the next
theorem, the latter is light-tailed.

Corollary 3. Consider a wireless channel, if the dis-
tribution of its instantaneous capacity at any time is light-
tailed, the distribution of the cumulative capacity is light-
tailed, and the distribution of the cumulative capacity of a
concatenation of such wireless channels is light-tailed.

Proof. Without considering any dependence constraint,
the tail of the cumulative capacity, Sptq “ Cp1q ` ¨ ¨ ¨ `Cptq,
is bounded by [26]

F
Sptqpxq § F

Cp1q ‘ . . . ‘ F
Cptqpxq, (25)

which is exactly the infimal convolution of the Fréchet upper
bound [44]. If the instantaneous capacity is light tailed, i.e.,

F
C

pxq § ae´bx, (26)

applying a distribution bound for the sum of exponentially
bounded random variables [26], the tail of the cumulative
capacity is exponentially bounded, i.e.,

F
Sptqpxq §

tπ

k“1

pa
k

b
k

wq
1

b

k

w ¨ e´x

w , (27)

where w “ ∞
t

k“1
1
b

k

.
For a concatenation of wireless channels, each with a cu-

mulative capacity S
i

ps, tq, the cumulative capacity process
is essentially the service process of the channel, and the cu-
mulative capacity of the concatenation channel is expressed
as [26, 16]

Sps, tq “ S1 b . . . b S
N

ps, tq, (28)

where f b gpxq “ inf0§y§x

tfpyq ` gpy, xqu is the bivariate
min-plus convolution [6]. Then, the tail is expressed as

F
Sptqpxq “ P tS1 b . . . b S

N

ptq • xu (29)

“ P

#
inf

uPUpxq

Nÿ

i“1

S
i

pu
i´1, ui

q • x

+
(30)

§ inf
uPUpxq

P

#
Nÿ

i“1

S
i

pu
i´1, ui

q • x

+
(31)

§ inf
uPUpxq

E
”
e✓

∞
N

i“1

S

i

pu
i´1

,u

i

q
ı

¨ e´✓x, (32)

where Upxq “ tu “ pu0, u1, . . . , uN

q : u0 “ 0, u
N

“ t, 0 §
u1 § . . . § u

N´1 § tu, for some ✓ ° 0.

2.3 Dependence Refinement
In general, the capacity is dependent over time, which re-

sults from the temporal dependence in the environment or
in the controllable parameters of the system. Specifically for
the cumulative capacity, the influence of stochastic depen-
dence is characterized by the Fréchet bounds [44]

qF
Sptqpxq § F

Sptqpxq § pF
Sptqpxq, (33)

where

qF
Sptqpxq “

«
sup

uPUpxq

tÿ

i“1

F
Cpiqpu

i

q ´ pt ´ 1q
�`

, (34)

pF
Sptqpxq “

«
inf

uPUpxq

tÿ

i“1

F
Cpiqpu

i

q
�

1

, (35)

with Upxq “  
u “ pu1, . . . , ut

q : ∞t

i“1 ui

“ x
(
. The Fréchet

bounds hold in general, making use of specific dependence
information among Cp1q, Cp2q, . . . , the bounds can be im-
proved. To this aim, three representative capacity processes
are investigated in this subsection, which are comonotonic
process, additive process, and Markov additive process.

2.3.1 Comonotonic Process
The upper Fréchet bound expresses the extremal positive

dependence indicating the largest sum with respect to con-
vex order, and the dependence structure is represented by
the comonotonic copula [12, 13, 14], i.e.,

F pc1, . . . , ctq “ min
1§i§t

F
Cpiqpc

i

q; (36)

equivalently [12], for U „ Up0, 1q,

pCp1q, . . . , Cptqq d“
´
F´1
Cp1qpUq, . . . , F´1

CptqpUq
¯
, (37)

which implicates that comonotonic random variables are in-
creasing functions of a common random variable [13].

If the increment of the cumulative capacity has comono-
tonicity, the cumulative capacity is defined as a comono-
tonic process in this paper (which is di↵erent from a similar
concept regarding the comonotonicity between di↵erent pro-
cesses [27]). The distribution results of cumulative capacity
and transient capacity are as follows.

Theorem 2. For a stationary capacity process, the dis-
tributions of the cumulative capacity and transient capacity
with comonotonicity are expressed as

F
Sptqpxq “ F

C

´x
t

¯
, (38)

F
Cptqpxq “ F

C

pxq. (39)

Proof. In the special case that all marginal distribution
functions are identical F

Cpiq „ F
C

, comonotonicity of Cpiq
is equivalent to saying that Cp1q “ Cp2q, . . . ,“ Cptq holds
almost surely [12]. In other words, the sample function of
the capacity process is stationary and depends only on the
initial value of the capacity in each realization.

2.3.2 Additive Process
The independence structure of an additive process is ex-

pressed by a product copula

F pc1, . . . , ctq “
tπ

i“1

F
Cpiqpc

i

q, (40)



and the distribution of the cumulative capacity is expressed
via Stieltjes convolution as

F
Sptqpxq “ F

Cp1q f . . . f F
Cptqpxq. (41)

The cumulative capacity with independent increment is
modeled as an additive process [25]. The distribution bounds
of cumulative capacity and transient capacity are as follows.

Theorem 3. For a stationary capacity process, the dis-
tribution of the cumulative capacity with independence is ex-
pressed as, for some ✓ ° 0,

1 ´ etp✓q´✓x § F
Sptqpxq § etp´✓q`✓x, (42)

where p✓q “ logE
”
e✓Cpiq

ı
is the cumulant generating func-

tion of the instantaneous capacity, and the distribution of the
transient capacity is expressed as

1 ´ e´y

l § P
 
Cptq § c˚( § e´y

u , (43)

where c˚ “ tp✓˚q`y

˚
✓

˚
t

, with y˚ “ y
u

for ✓˚ † 0 for the
upper bound, and y˚ “ y

l

for ✓˚ ° 0 for the lower bound.

Proof. In the special case that all marginal distribution
functions are identical F

Cpiq „ F
C

, a likelihood ratio process
of the cumulative capacity is formulated and expressed as
[2]

Lptq “ e✓Sptq´tp✓q, (44)

where Lptq is a mean-one martingale and p✓q is the cumu-
lant generating function, i.e.,

p✓q “ logE
”
e✓Cpiq

ı
“ log

ª
e✓xF pdxq, (45)

where ✓ P ⇥ “ t✓ P R : p✓q † 8u.
According to Markov inequality, for any µ ° 0,

P tLptq • µu § 1
µ
ErLptqs “ 1

µ
. (46)

Letting µ “ e´tp✓q`✓x, for ✓ § 0, the cumulative distribu-
tion function is bounded by

P tSptq § xu § etp✓q´✓x, (47)

while for ✓ ° 0, the complementary cumulative distribution
function is expressed as

P tSptq • xu § etp✓q´✓x, (48)

which shows that the distribution has a light tail. Letting
´y˚ “ tp✓q ´ ✓x § 0, the distribution of the transient
capacity is bounded by

1 ´ e´y

l § P
 
Cptq § c˚( § e´y

u , (49)

where c˚ “ tp✓q`y

˚
✓t

, with y˚ “ y
u

for ✓ † 0 for the upper
bound, and y˚ “ y

l

for ✓ ° 0 for the lower bound.

Remark 1. The upper and lower bound of F
Sptqpxq do

not hold simultaneously, the upper bound is useful for x †
Sptq, the lower bound is useful for x ° Sptq, and both bounds
are worthless for x “ Sptq [18]. Considering F

Sptqpxq “
1 ´ F

Sptqptq, which means that the upper and lower bound
can not decrease or increase simultaneously, this property
holds in general. An indication of this property is that, for
a fixed violation probability, the obtained bounds on Sptq or
Cptq based on the upper and lower distribution bounds are
lower and upper bounds of Sptq or Cptq with respect to their
mean. It is illustrated in Fig. 1.

(a) Additive process.

(b) Markov additive process.

Figure 1: Transient capacity of additive and Markov ad-
ditive Rayleigh channel. According to the strong law of
large numbers for the additive process and extended to the
Markov additive process, the transient capacity converges
to the mean as time goes to infinity, i.e., the convergence
of sample paths. The large deviation results are upper
bound and lower bound with respect to the mean. Re-
sults are normalized, with violation probability ✏ “ 10´3,
W “ 20kHz, SNR “ e0.5 for the additive process, SNR “
re0.5 0.9e0.5; 0.8e0.5 0.7e0.5s and P “ r0.3 0.7; 0.1 0.9s for
the Markov additive process with initial distribution ⇡ “
r0.5 0.5s, and 1000 sample paths.

2.3.3 Markov Additive Process
The Markov property is solely a dependence property that

can be modeled exclusively in terms of copulas. As a con-
sequence, starting with a Markov process, a multitude of
other Markov processes can be constructed by just modify-
ing the marginal distributions [10, 30, 36]. It is worth noting
that the Markov property indicates both positive and neg-
ative dependence, which is determined by the underlying
copula. For a Markov chain, the selection of the copula and
the marginal distribution is coupled [10], the transition ma-
trix can be expressed in terms of the copula and marginal
distribution and vice versa. Particularly for an idempotent
copula, the process is conditionally independently and iden-
tically distributed given the initial state [30].



Specifically, if the dependence in capacity follows a Markov
process and the instantaneous capacity has a corresponding
distribution with respect to a state transition, then the cu-
mulative capacity is a Markov additive process, which is a
bivariate process with strong Markov property and the in-
crement process is conditionally independent given a realiza-
tion of the underlying Markov process. A formal definition
of Markov additive process is in Appendix.

Theorem 4. For a Markov additive process, conditional
on initial state J0, the distribution of the cumulative capacity
is expressed as, for some ✓ ° 0,

1 ´ hp✓qpJ0qetp✓q´✓x

min
jPE

php✓qpJ
j

qq § F
Sptqpxq § hp´✓qpJ0qetp´✓q`✓x

min
jPE

php´✓qpJ
j

qq ,

(50)
and the distribution of the transient capacity is expressed as

1 ´ hp✓qpJ0qe´y

l

min
jPE

php✓qpJ
j

qq § P
 
Cptq § c˚( § hp´✓qpJ0qe´y

u

min
jPE

php´✓qpJ
j

qq ,

(51)

where c˚ “ tp✓˚q`y

˚
✓

˚
t

, with y˚ “ y
u

for ✓˚ † 0 for the
upper bound, and y˚ “ y

l

for ✓˚ ° 0 for the lower bound.

Proof. Like the independent case, a likelihood ratio pro-
cess is formulated with an exponential change of measure [2],

Lptq “ hp✓qpJ
t

q
hp✓qpJ0qe

✓Sptq´tp✓q, (52)

which is a mean-one martingale. p✓q and h

p✓q are respec-
tively the logarithm of the Perron-Frobenius eigenvalue and
the corresponding right eigenvector of the kernel for the
Markov additive process Cptq, i.e., p

Fr✓s. In order to pro-
vide exponential upper bound for the distribution of the
cumulative capacity, define [18]

Lptq “ min
jPEphp✓qpJ

j

qq
hp✓qpJ0q e✓Sptq´tp✓q, (53)

where Lptq § Lptq, i.e., ErLptqs § 1. Apply Markov inequal-
ity to Lptq and get, for any µ ° 0,

P tLptq • µu § 1
µ
ErLptqs § 1

µ
. (54)

Choose µ “ e´tp✓q`✓x

min
jPE

php✓qpJ
j

qq
h

p✓qpJ
0

q , for ✓ § 0,

P tSptq § xu § hp✓qpJ0q
min

jPEphp✓qpJ
j

qqe
tp✓q´✓x, (55)

while for ✓ ° 0,

P tSptq • xu § hp✓qpJ0q
min

jPEphp✓qpJ
j

qqe
tp✓q´✓x, (56)

which indicates that the distribution has a light tail. Letting
´y˚ “ tp✓q ´ ✓x § 0, the distribution of the transient
capacity is bounded by

1 ´ hp✓qpJ0qe´y

l

min
jPE

php✓qpJ
j

qq § P
 
Cptq § c˚( § hp✓qpJ0qe´y

u

min
jPE

php✓qpJ
j

qq , (57)

where c˚ “ tp✓q`y

˚
✓t

, with y˚ “ y
u

for ✓ † 0 for the upper
bound, and y˚ “ y

l

for ✓ ° 0 for the lower bound.

Remark 2. The Markov additive process can be seen as a
non-stationary additive process defined on a Markov process.
If the Markov process has only one state, then it reduces to
a stationary additive process [7]. In addition, the strong law
of large numbers applies to the Markov additive process [35],
and the mean of transient capacity exists [3], i.e.,

lim
tÑ8

E
J

0

PErSptqs
t

“ 1p0q. (58)

It is demonstrated in Fig. 1.

3. APPLICATION

3.1 Performance Guarantee
In the regime of information theory, the focus is on the

asymptotic limit of the tradeo↵ between accuracy and rate of
communication ignoring the role of delay that may a↵ect this
tradeo↵ [15]. Instead, we use queueing analysis and focus on
two performance metrics, i.e., delay and delay-constrained
capacity.

3.1.1 Queueing Principle
The wireless channel is essentially a queueing system with

cumulative service process Sptq and cumulative arrival pro-

cess Ap0, tq “
t∞

s“0
apsq, where aptq denotes the tra�c input

to the channel at time t, and the temporal increment in the
system is expressed as

Xptq “ aptq ´ Cptq. (59)

The queueing principle of the wireless channel is expressed
through the backlog in the system, which is a reflected pro-
cess of the temporal increment Xptq [2], i.e.,

Bpt ` 1q “ rBptq ` Xptqs` . (60)

Throughout this paper, Bp0q “ 0 is assumed, and the back-
log function is expressed as

Bptq “ sup
0§s§t

pAps, tq ´ Sps, tqq. (61)

For a lossless system, the output is the di↵erence between
the input and backlog, A˚ptq “ Aptq´Bptq, which is further
represented by

A˚ptq “ A b Sptq, (62)

where f bgps, tq “ inf
s§⌧§t

tfps, ⌧q`gp⌧, tqu is the bivariate
min-plus convolution [4, 6], and the delay is defined via the
input-output relationship [8], i.e.,

Dptq “ inf
 
d • 0 : Apt ´ dq § A˚ptq(

, (63)

which is the virtual delay that a hypothetical arrival has
experienced on departure.

The delay-constrained capacity or throughput is defined as
the maximum rate of tra�c with delay requirement that the
system can support without dropping [49], i.e.,

Cpd, ✏q “ sup
P pDptq°dq§✏,@t

E

„
Aptq
t

⇢
. (64)

To avoid nontrivial considerations, we assume that the input
is a constant fluid process, i.e.,

Aptq “ �t. (65)



Then, the delay-constrained capacity is expressed as

Cpd, ✏q “ sup
P pDptq°dq§✏,@t

�. (66)

It is a folk law that the regularity of arrival or service pro-
cesses results in better performance measures, and it has
been proved that for some involved system the queue length
of a constant fluid input is the shortest for all types of in-
puts that have the same average tra�c rate [34], thus the
minimal delay and maximal delay-constrained capacity.

For the constant fluid arrival, it is trivial to show that
the tail distributions of backlog and delay are respectively
expressed as,

P pBptq ° xq “ P

"
sup

0§s§t

t�pt ´ sq ´ Sps, tqu ° x

*
, (67)

and

P pDptq ° dq “ P

"
sup

0§s§t

t�pt ´ sq ´ Sps, tqu ° �d

*
, (68)

in addition, their relationship is easily verified,

P pBptq ° xq “ P
´
Dptq ° x

�

¯
. (69)

The requirement of the delay-constrained capacity on per-
formance analysis indicates that the cumulative process of
wireless channel capacity should be considered, in contrast
to the asymptotic or instantaneous behavior in Shannon ca-
pacity.

3.1.2 Metric Analysis
Performance of wireless channels with three representative

capacity processes are analyzed in this part.

Theorem 5 (Comonotonic Process). Consider a con-
stant arrival process Aptq “ �t, the delay on finite time hori-
zon is expressed as

P pDptq ° dq “ P

"
Cp1q † � ´ �d

t

*
, (70)

while the delay on infinite time horizon is expressed as

P pD ° d;@d ° 0q “ P tCp1q † �u. (71)

Proof. For a constant arrival process Aptq “ �t, the
delay is expressed as

P pDptq ° dq “ P

"
sup

0§s§t

pApsq ´ Spsqq ° �d

*
(72)

“ P

"
Cp1q † � ´ �d

t

*
. (73)

Letting time go to infinity gives

P pD ° d;@d ° 0q “ P tCp1q † �u. (74)

This completes the proof.

It indicates that, for a comonotonic capacity process, a
delay bound makes sense only on the finite time horizon,
and on the infinite time horizon, whenever there is deep
fade, there will be infinite delay, which is relevant to the
outage probability for slow fading [48].

Theorem 6 (Additive Process). Consider a constant
arrival process Aptq “ �t, the delay at the wireless channel
is bounded by

C´e´✓�d § P pD • dq § C`e´✓�d. (75)

Letting P pD • dq “ ✏, the delay-constrained capacity is
expressed by

´ log ✏

C´
✓d

§ � §
´ log ✏

C`
✓d

, (76)

where

C´ “ inf
xPr0,x

0

q
Bpxq≥8

x

e✓py´xqBpdyq , (77)

C` “ sup
xPr0,x

0

q

Bpxq≥8
x

e✓py´xqBpdyq , (78)

and B is the distribution of � ´ C and x0 “ suptx : Bpxq †
1u.

Proof. For a constant arrival process Aptq “ �t, the
delay is bounded by

P pD • dq “ P

"
sup
t•0

pAptq ´ Sptqq • �d

*
(79)

§ e´✓�d, (80)

where the last inequality follows the Lundberg’s inequality
[43, 3], if ✓p° 0q satisfies the Lundberg equation p✓q “ 0,
where

p✓q “ log

ª
e✓p�´CptqqF pdxq. (81)

The approach to obtain the lower bound and to improve the
prefactors is available in [43, 3].

Theorem 7 (Markov Additive Process). Consider
a constant arrival process Aptq “ �t, the delay conditional
on the initial state J0 “ i is bounded by

hp✓qpJ
i

qe´✓�d

max
jPE

hp✓qpJ
j

q § P
i

pD • dq § hp✓qpJ
i

qe´✓�d

min
jPE

hp✓qpJ
j

q , (82)

and, given the initial state distribution ⇡, the stationary de-
lay is thus bounded by

P pD • dq “
ÿ

iPE
⇡
i

P
i

pD • dq. (83)

Letting P pD • dq “ ✏, the delay-constrained capacity is
expressed as

´1
✓d

log
✏ ¨ max

jPE
hp✓qpJ

j

q
∞

iPE ⇡
i

hp✓qpJ
i

q § � § ´1
✓d

log
✏ ¨ min

jPE
hp✓qpJ

j

q
∞

iPE ⇡
i

hp✓qpJ
i

q .
(84)

Proof. For a constant arrival process Aptq “ �t, the
delay conditional on initial state J0 “ i is bounded by [50]

P
i

pD • dq “ P
i

"
sup
t•0

p�ptq ´ Sptqq • �d

*
(85)

§ hp✓qpJ
i

q
min

jPE hp✓qpJ
j

qe
´✓�d, (86)

where the last inequality follows the Lundberg’s inequality, if
✓p° 0q satisfies the Lundberg equation p´✓q “ 0. p✓q and
hp✓q are respectively the logarithm of the Perron-Frobenius
eigenvalue and the corresponding right eigenvector of the
kernel for the Markov additive process Sptq ´ �t, i.e., p

Fr✓s.
The lower delay bound is available in [50].



Specifically, if F
ij

is independent of j, the prefactor in the
Lundberg inequality can be improved and the doubly-sided
bound is expressed as

C´hp✓qpJ
i

qe´✓�d § P
i

pD • dq § C`hp✓qpJ
i

qe´✓�d, (87)

where

C´ “ min
jPE

1

hp✓q
j

¨ inf
x•0

B
j

pxq≥8
x

e✓py´xqB
j

pdyq , (88)

C` “ max
jPE

1

hp✓q
j

¨ sup
x•0

B
j

pxq≥8
x

e✓py´xqB
j

pdyq , (89)

and B
j

is the distribution of the instantaneous capacity C
j

[3].

3.2 Channel Comparison
For more involved dependence scenarios, explicit results

of performance measures are hard to derive or no more
tractable. As an alternative, we investigate the influence
trend of di↵erent dependence structures, by first defining
stochastic orders on cumulative capacity and then studying
their impact on delay. For convenience, we omit the time
index in this subsection.

3.2.1 Stochastic Ordering
The cumulative capacity S

X

is said to be smaller than S
Y

in stochastic order, i.e.,

S
X

§
st

S
Y

, (90)

if the distribution functions F
S

X

and F
S

Y

are compara-
ble in the sense that P pS

X

§ xq • P pS
Y

§ xq, @x. In
particular, the pointwise comparison of S

X

§ S
Y

implies
the stochastic ordering S

X

§
st

S
Y

. An equivalent condi-
tion for stochastic ordering is that the expectation of all
increasing functions F is larger for S

Y

than for S
X

, i.e.,
ErfpS

X

qs § ErfpS
Y

qs, @f P F . Considering the convex-
ity of the functions, two other stochastic orders are defined.
The cumulative capacity S

X

is said to be smaller than S
Y

in
convex order (respectively increasing convex order), written
as

S
X

§
cx

S
Y

, (91)

(respectively S
X

§
icx

S
Y

), if for all convex functions F
cx

(respectively all increasing convex functions F
icx

), ErfpS
X

qs §
ErfpS

Y

qs, @f P F
cx

(respectively @f P F
icx

).
Intuitively, positive dependence implies that large or small

values of random variables tend to occur together, while neg-
ative dependence implies that large values of one variable
tend to occur together with small values of others [11]. By
comparing to the probability measure of independence, pos-
itive dependence and negative dependence are defined under
stochastic orders. In particular, the cumulative capacity S
is said to have a positive dependence structure in the sense
of increasing convex order, if

SK §
icx

S
P

, (92)

or a negative dependence structure in the sense of increasing
convex order, if

S
N

§
icx

SK, (93)

where SK has an independence structure. Since the cumu-
lative capacity is an additive function, the relationship be-
tween convex order and increasing convex order is expressed
in the following Lemma.

Lemma 1. For cumulative capacities S
N

, SK and S
P

which
respectively have negative dependence, independence, and pos-
itive dependence structures, if their marginal distributions
are identical for all t, their convex ordering is equivalent to
their increasing convex ordering, i.e.,

S
N

§
icx

SK §
icx

S
P

ñ S
N

§
cx

SK §
cx

S
P

. (94)

Proof. Since the mean of sum of random variables equals
the sum of means of individual random variables, i.e.,

ErS
N

s “ ErSKs “ ErS
P

s, (95)

the proof follows directly from that the increasing convex or-
der is identical to the convex order under equal expectations
[28].

3.2.2 Ordering of Delay
The Cherno↵ bound provides a general way to calculate

the exponential bound of delay, i.e., for some ✓ ° 0,

P pD • dq §
8ÿ

t“0

P tAptq ´ Sptq • �du (96)

§
8ÿ

t“0

E
”
e✓p�t´Sptqq

ı
¨ e´✓�d. (97)

As the distribution of wireless channel capacity is light-
tailed, the asymptotic behavior of the bounding function
is still exponential for weak forms of dependence, while it
becomes heavy-tailed for stronger dependence [3]. Specifi-
cally, the decay rate of the tail distribution is reflected by
the adjustment coe�cient, which gives a crude comparison
of the exponential bounds.

Theorem 8. Consider two wireless channel capacity pro-
cesses, if the cumulative capacities are convex ordered, then
the adjustment coe�cients for the delay bounds are corre-
spondingly ordered, i.e.,

Sptq §
cx

rSptq, @t P N ùñ r✓ § ✓. (98)

Proof. Consider the negative increment process, i.e.,

´Xptq “ Cptq ´ aptq. (99)

If it is light-tailed, then the delay violation probability has
an exponential bound with adjustment coe�cient ✓ ° 0 de-
fined by p✓q “ 0, where [3, 33]

p✓q “ lim
tÑ8

1
t
E

”
e✓

∞
t

i“1

Xpiq
ı
. (100)

By exploring the ordering of the cumulative increment pro-
cess,

nÿ

i“1

´Xpiq §
cx

nÿ

i“1

´ rXpiq, @n P N, (101)

the adjustment coe�cients are ordered as follows [3, 33]

r✓ § ✓. (102)

Specifically, for constant arrival, the ordering of the cumu-
lative capacity results in the ordering of the cumulative neg-
ative increment process.

The ordering of the adjustment coe�cients gives an order-
ing of the asymptotic delay tail distribution, with some re-
strictions, the result can be applied to the delay-constrained
capacity.



Corollary 4. For delay bounding functions with the same
prefactor or are bounded by a same prefactor before the expo-
nential term, the ordering of the cumulative capacity S

N

§
cx

SK §
cx

S
P

indicates the ordering of the delay, i.e.,

P pD
N

• xq § P pDK • xq § P pD
P

• xq, (103)

and the ordering of the delay-constrained capacity for the
same prefactor, i.e.,

�
N

• �K • �
P

. (104)

Since every multi-dimensional distribution functions y fiÑ
Ipy § xq and multi-dimensional survival functions y fiÑ
Ipy ° xq are both supermodular functions [45], i.e., fpxq `
fpyq § fpx ^ yq ` fpx _ yq, the supermodular ordering of
the instantaneous increment, i.e.,

´X §
sm

´ r
X, (105)

indicates that the marginal distributions of the instanta-
neous increments are identical, which can be used for com-
parison between scenarios of instantaneous increment with
identical marginal distributions and di↵erent dependence
structures. Specifically, if ´X §

sm

´ r
X, then

∞
n

i“1 ´Xpiq §
cx∞

n

i“1 ´ rXpiq.

Remark 3. The ordering results indicates that we can
use an alternative system model for tractable analysis , if the
dependence structure of the new model has a monotonic re-
lationship with the original one that is mathematically com-
plex. For instance, the results under independence assump-
tion can be treated as a conservative approximation for neg-
ative dependence cases. Particularly, the impact of negative
and positive dependence on delay in Markov additive capac-
ity process, and comparison with the additive capacity pro-
cess, are shown in Fig. 2.

3.3 Ad hoc Scalability
In an ad hoc network, nodes may communicate in a multi-

hop way and the output from the previous hop is exactly the
input to the next hop [20]. An instinct feature of such sys-
tems is self-interference, i.e., the total input to the channel
consists of both the output from the previous hop and the
output of itself [32]. A wireless channel with self-interference
is a queueing system with feedback, which is extremely dif-
ficult for end-to-end stochastic performance analysis and re-
garded as an open problem in stochastic network calculus
[26]. In this subsection, we give a solution to this problem.
Since the delay lower bound of systems without feedback
holds in general, we focus on the delay upper bound here.

3.3.1 Single-hop Case
Consider a wireless channel with capacity Sptq, input Aptq,

and output A˚ptq, where the output A˚ptq is directly fed

back into the wireless channel, the total input rAptq to the
channel is

rAptq “ Aptq ` A˚ptq. (106)

In the more general case, if the output A˚ptq passes through
a server with capacity process S̊ptq on the path of feedback,
the overall input to the channel becomes

rAptq “ Aptq ` A˚ b S̊ptq. (107)

Figure 2: Delay tail distribution of Rayleigh channel. “-
” and “+” depict respectively negative and positive de-
pendence in capacity, the lines depict the double-sided
bounds with the intervals depicted as the shaded areas.
� “ 10kbits, W “ 20kHz, SNR “ e0.5 for the addi-
tive capacity process, SNR “ re0.5 0.9e0.5; 0.8e0.5 0.7e0.5s,
and P “ r0.4125 0.5875; 0.2518 0.7482s for � ´ Cptq
indicating negative dependence in capacity and P “
r0.2875 0.7125; 0.3054 0.6946s for � ´ Cptq indicating pos-
itive dependence in capacity, for the Markov additive ca-
pacity process with initial distribution ⇡ “ r0.5 0.5s. In
case F

ij

is independent of j, similar phenomena appears.

For such a feedback system, we can treat it as a blackbox
providing service rSptq only to the input Aptq, i.e.,

A˚ptq “ A b rSptq. (108)

The following theorem establishes a relation between rSptq,
Sptq and Aptq.

Theorem 9. The service process rSptq for the input Aptq
is lower bounded by

rSptq • Sptq ´ Aptq, (109)

correspondingly, the delay is upper bounded by

P pD • dq § P

"
sup
t•0

pAptq ` Aptq ´ Sptqq • Apdq
*
. (110)

Proof. The service for the input Aptq is bounded by

rSptq • Sptq ´ A˚ b S̊ptq (111)

• Sptq ´ A˚ptq (112)

• Sptq ´ Aptq, (113)

where the first inequality follows the leftover service un-
der blind scheduling [26], the second inequality follows the
monotonicity of bivariate min-plus convolution [6], i.e., @t,
f b g § g if fpt, tq “ 0 or f b g § f if gpt, tq “ 0, and
the last inequality takes advantage of system causality, i.e.,
Aptq • A˚ptq. By definition (63), the delay is bounded by

P pD • dq § P

"
sup
t•0

pAptq ´ pSptq ´ Aptqq • Apdq
*
, (114)

where time reversibility is assumed.



For additive and Markov additive capacity processes with
constant arrivals, explicit delay results directly follow.

Corollary 5 (Additive Case). For the constant ar-
rival process Aptq “ �t, the delay is bounded by

P pD • dq § P

"
sup
t•0

p2�ptq ´ Sptqq • d�

*
(115)

§ e´✓d�, (116)

where the last inequality follows Lundberg’s inequality, if ✓ °
0 satisfies the Lundberg equation p✓q “ 0, where p✓q “
log

≥
e✓p2�´CptqqF pdxq.

Corollary 6 (Markov Additive Case). For the con-
stant arrival process Aptq “ �t, the delay conditional on ini-
tial state J0 “ i is bounded by

P
i

pD • dq § P
i

"
sup
t•0

p2�ptq ´ Sptqq • d�

*
(117)

§ hp✓qpJ
i

q
min

jPE hp✓qpJ
j

qe
´✓d�, (118)

where the last inequality follows Lundberg’s inequality, if ✓ °
0 satisfies the Lundberg equation p´✓q “ 0. p✓q and hp✓q

are respectively the logarithmic Perron-Frobenius eigenvalue
and the corresponding right eigenvector of the kernel for the

Markov additive process Sptq ´ 2�t, i.e., pFr✓s. Then the
delay is bounded by P pD • dq § ∞

iPE ⇡
i

P
i

pD • dq.

3.3.2 Multiple-hop Case
A simple example of self-interference is neighbor inter-

ference, i.e., interference only exists in adjacent hops, the
end-to-end capacity is expressed as

pS1 ´ A˚
1 q b . . . b pS

N

´ A˚
N

qptq (119)

• pS1 ´ A1q b . . . b pS
N

´ A1qptq (120)

“ inf
uPUpxq

Nÿ

i“1

pS
i

´ A1qpu
i´1, ui

q, (121)

where Upxq “ tu “ pu0, u1, . . . , uN

q : u0 “ 0, u
N

“ t, 0 §
u1 § . . . § u

N´1 § tu, A1ptq • A˚
1 ptq • . . . • A˚

N

ptq,
and the inequality holds because of the monotonicity of the
bivariate min-plus convolution [6], i.e., f b gps, tq § f̃ b g̃,
@ f § f̃ and g § g̃.

The neighbor interference is the extremal scenario where
only output interference should be considered. For the generic
K hop interference, where K is independent of the net-
work size N in principle, both output and input interference
should be taken into account and the most severe interfer-
ence contains K output interference and K ´ 1 input inter-
ference. In contrast to output interference towards previous
hops, input interference is the interference to the next hops.
Under the same assumption for neighbor interference and
with the same approach for analysis, the service at each hop
is lower bounded by

S
i

ptq ´ K˚A1ptq, (122)

where K˚ “ minp2K ´ 1, Nq. It is worth noting that the
interference of the input is absolute while the interference of
the output is relative in that it exists only when the output
is fed back into the wireless channel.

Based on the above insight, the delay result is summarized
in the following theorem.

Theorem 10. Consider a concatenation of wireless chan-
nels with cumulative capacity process S

i

ptq, 1 § i § N .
Then, for constant arrival A1ptq “ �t, the end to end delay
is expressed as

P pD • dq §
8ÿ

t“0

ÿ

uPUpxq
E

”
e´✓

∞
N

i“1

S

˚
i

pu
i´1

,u

i

q
ı

¨ e✓�pt´dq,

(123)
where S˚

i

pu
i´1, ui

q “ pS
i

´K˚A1qpu
i´1, ui

q, K˚ “ minp2K´
1, Nq, and Upxq “ tu “ pu0, u1, . . . , uN

q : u0 “ 0, u
N

“
t, 0 § u1 § . . . § u

N´1 § tu.
Proof. Recall that the distribution function of the cu-

mulative capacity of a concatenation of wireless channels is
bounded by

F
S

t

pxq “ P tS1 b . . . b S
N

ptq § xu (124)

§
ÿ

0§u

1

§...§u

N´1

§t

E
”
e´✓

∞
N

i“1

S

i

pu
i´1

,u

i

q
ı

¨ e✓x, (125)

where u0 “ 0 and u
N

“ t, for some ✓ ° 0.
Specifically, the network capacity with interference is bounded

by

Sptq “ pS1 ´ A˚
1 q b . . . b pS

N

´ A˚
N

qptq (126)

• pS1 ´ K˚A1q b . . . b pS
N

´ K˚A1qptq, (127)

where K˚ “ minp2K ´ 1, Nq. Thus the end to end delay is
bounded by

P pD • dq §
8ÿ

t“0

P tSptq § �pt ´ dqu (128)

§
8ÿ

t“0

ÿ

uPUpxq
E

”
e´✓

∞
N

i“1

S

˚
i

pu
i´1

,u

i

q
ı

¨ e✓�pt´dq, (129)

where S˚
i

pu
i´1, ui

q “ pS
i

´ K˚A1qpu
i´1, ui

q and Upxq “
tu “ pu0, u1, . . . , uN

q : u0 “ 0, u
N

“ t, 0 § u1 § . . . §
u
N´1 § tu, if the summation converges for some ✓ ° 0.

In the special case, where a common service process Sptq
is shared among each hop, which means that the service
process at each hop is interfered by all the output processes
synchronously, the end-to-end capacity is expressed as
˜
S ´

Nÿ

i“1

A˚
i

¸
b . . . b

˜
S ´

Nÿ

i“1,i‰N´1

A˚
i

´ A1

¸
ptq (130)

• pS ´ NA1q b . . . b pS ´ NA1qptq (131)

“ inf
uPUpxq

Nÿ

i“1

pS ´ NA1qpu
i´1, ui

q (132)

• pS ´ NA1qptq, (133)

where the second inequality holds under the assumption that
Sptq´NA1ptq is a subadditive process [29], e.g., a stationary
additive process. In addition, a corresponding upper bound
is available as pS ´ NA˚

N

qptq. The insight is summarized in
the following corollary.

Corollary 7. Consider a concatenation of wireless chan-
nels with self-interference and all hops share a common wire-

less channel Sptq. If the transient network capacity C
N

1 ptq
converges, it is asymptotically expressed as

lim
tÑ8

C
N

1 ptq “ lim
tÑ8

pS ´ NA1qptq
t

, (134)

which results from lim
tÑ8 A1ptq{t “ lim

tÑ8 A˚
N

ptq{t.



This result indicates that, if a common channel is shared
among a group of nodes, a multi-hop network can be mod-
eled as a single-hop system, and the impact of multiple hops
on the time-average network capacity is equivalent to the
impact of multiple identical inputs. On the other hand, for
di↵erent groups of nodes far apart su�ciently for channel
reuse, the impact of routing hops is localized in each group,
and the group with the most severe interference is the bot-
tleneck of the end-to-end routing. This localization prop-
erty provides a diversity to the network structure, which
increases the scalability of the ad hoc networks.

4. CONCLUSION
Future wireless communication calls for exploration of more

e�cient use of wireless channel capacity to meet the increas-
ing demand on higher data rate and less latency. This mo-
tivates the analysis to maximally take into account the spe-
cial characteristics of the wireless channel capacity process,
which include the tail behavior, stochastic dependence, and
self-interference in wireless communication. To this aim,
a set of new results directly exploring these characteristics
have been presented in this paper. Among them, an appeal-
ing finding is that, for typical fading channels, their instan-
taneous capacity and cumulative capacity are both light-
tailed. It immediately implicates that the cumulative capac-
ity and subsequently the delay and backlog performance can
be upper-bounded by some exponential distributions, and
provides evident justification for the exponential distribu-
tion assumption used in the literature. Specifically, various
bounds have been derived for distributions of the cumula-
tive capacity and the delay-constrained capacity, considering
three representative dependence structures in the capacity
process, namely comonotonicity, independence, and Marko-
vian. To help gain insights in the performance of a general
wireless channel, stochastic orders are introduced to the cu-
mulative capacity process, based on which, results to com-
pare the delay and delay-constrained capacity performance
have been obtained. Moreover, the open SNC problem of
performance analysis of self-interference in wireless commu-
nication is tackled through a novel approach that models
the wireless channel as a feedback system, taking advantage
of system causality, original results have been derived. In
all, the set of results obtained in this paper provide funda-
mental contributions to linking the SNC theory to wireless
networks and hence contribute significantly to its extension
towards a calculus for wireless networks.

APPENDIX
Markov Additive Process
A Markov additive process is defined as a bivariate Markov
process tX

t

u “ tpJ
t

, Sptqqu where tJ
t

u is a Markov process
with state space E and the increments of tSptqu are governed
by tJ

t

u in the sense that [3]

ErfpSpt ` sq ´ SptqqgpJ
t`s

q|F
t

s “ E
J

t

,0rfpSpsqqgpJ
s

qs.
(135)

For finite state space and discrete time, a Markov additive
process is specified by the measure-valued matrix (kernel)
Fpdxq whose ijth element is the defective probability distri-
bution

F
ij

pdxq “ P
i,0pJ1 “ j, Y1 P dxq, (136)

where Y
t

“ Sptq ´ Spt ´ 1q. An alternative description is
in terms of the transition matrix P “ pp

ij

q
i,jPE (here p

ij

“
P
i

pJ1 “ jq) and the probability measures

H
ij

pdxq “ P pY1 P dx|J0 “ i, J1 “ jq “ F
ij

pdxq
p
ij

. (137)

Consider the matrix p
F

t

r✓s “ pE
i

re✓Sptq; J
t

“ jsq
i,jPE , it is

proved that [2]

p
F

t

r✓s “ p
Fr✓st, (138)

where p
Fr✓s “ p

F1r✓s is a E ˆ E matrix with ijth element
pF pijqr✓s “ p

ij

≥
e✓xF pijqpdxq, and ✓ P ⇥ “ t✓ P R :

≥
e✓xF pijqpdxq †

8u. By Perron-Frobenius theory, ep✓q and h

p✓q “ php✓q
i

q
iPE

are respectively the positive real eigenvalue with maximal
absolute value and the corresponding right eigenvector of
p
Fr✓s, i.e., p

Fr✓shp✓q “ ep✓q
h

p✓q. In addition, for the left
eigenvector v

p✓q, vp✓q
h

p✓q “ 1 and $h

p✓q “ 1, where $ “
v

p0q is the stationary distribution and h

p0q “ e.
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ABSTRACT
Recent years have seen wireless networks increasing in scale,
interconnecting a vast number of devices over large areas.
Due to their size these networks rely on distributed algo-
rithms for control, allowing each node to regulate its own
activity. A popular such algorithm is Carrier-Sense Multi-
Access (CSMA), which is at the core of the well-known
802.11 protocol. Performance analysis of CSMA-based net-
works has received significant attention in the research lit-
erature in recent years, but focused almost exclusively on
saturated networks where nodes always have packets avail-
able.

However, one of the key features of emerging large-scale
networks is their ability to transmit packets across large dis-
tances via multiple intermediate nodes (multi-hop). This
gives rise to vastly more complex dynamics, and to phe-
nomena not captured by saturated models. Consequently,
performance analysis of multi-hop random-access networks
remains elusive. Based on the observation that emerging
multi-hop networks are typically dense and contain a large
number of nodes, we consider the mean-field limit of multi-
hop CSMA networks. We show that the equilibrium point
of the resulting initial value problem provides a remarkably
accurate approximation for the pre-limit stochastic network
in stationarity, even for sparse networks with few nodes. Us-
ing these equilibrium points we investigate the performance
of linear networks under different back-off rates, which gov-
ern how fast each node transmits. We find the back-off rates
which provide the best end-to-end throughput and network
robustness, and use these insights to determine the optimal
back-off rates for general networks. We confirm numeri-
cally the resulting performance gains compared to the cur-
rent practice of assigning all nodes the same back-off rate.

Keywords
CSMA; Mean-field limits; Multi-hop networks; Random-
access

1. INTRODUCTION
Wireless devices are increasingly part of every aspect of

our lives, and are expected to spread even more, being at
the heart of the so-called Internet of Things (IoT) [9]. The
resulting increase in the number of wireless devices requires
careful sharing of the available medium, in order to mitigate
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Copyright is held by author/owner(s).

interference. This is done by the Medium access control
(MAC) mechanism, which establishes the nodes that may
transmit at any instant. Due to their size these networks rely
on distributed algorithms for control, allowing each node to
regulate its own activity.

A popular distributed MAC algorithm is CSMA (Carrier-
Sense Multiple-Access), which underlies the IEEE 802.11
and 802.15.4 standards. The popularity of CSMA is due
to its simplicity and efficiency, and its key features are its
back-off and sensing mechanisms. Each node needs to obey
a random back-off period between successive transmissions,
and collisions are avoided by freezing the back-off process
whenever the node senses potential interference.

Due to its widespread use, the CSMA algorithm has been
extensively studied in the research literature in recent years.
Most of this research assumes saturation (i.e., nodes always
have packets available for transmission), see, e.g. [2, 23, 8].
The resulting models are simple yet elegant, and provide
throughput estimates that match remarkably well with ex-
perimental results for saturated IEEE 802.11-based systems
[16].

Emerging large-scale wireless networks violate this satu-
ration assumption in two important ways: (i) traffic is in-
termittently generated over time, so nodes may be empty
for a non-negligible amount of time (unsaturation); and (ii)
packets may be transmitted over large distances through
intermediate nodes (multi-hop). These two properties sig-
nificantly complicate the dynamics of the network, since the
packet arrival process produces queueing dynamics and the
buffers may empty from time to time. Nodes without pack-
ets temporarily refrain from the medium contention and thus
the activity process and the queueing dynamics of the buffer
contents are strongly intertwined.

As a result, unsaturated CSMA models are drastically
more complicated, and in general are untractable. Even the
simplest instance of such model, where each node has its own
arrival process, and packets are not forwarded (single-hop),
only a few partial results are known, all in the case of a full
interference graph (all nodes interfere with each other) [4,
20]. In [20] it is demonstrated that in an unsaturated net-
work, even if the arrival rates at the individual nodes are
less than their saturation throughput, the network may still
be unstable. This counterintuitive result demonstrates that,
due to the complex interactions between the nodes’ buffer
contents, the saturation throughput cannot be reliably used
to explain the performance of unsaturated networks. In gen-
eral, stability conditions do not admit a close-form expres-
sion [4].



Figure 1: Example of a multi-hop network with

many nodes, where packets are forwarded through

the network.

Multi-hop networks are even more complex than single-
hop networks, so only a few results are available. In [1] the
authors studied a multi-hop CSMA network using ns-2 sim-
ulations and experiments, and showed that the end-to-end
throughput may decrease as the exogenous arrival increases,
due to congestion. This phenomenon is unique to multi-hop
networks, and cannot be captured by saturated systems or
single-hop models. In [15] stability and throughput results
are obtained for multi-hop networks, under the assumption
that a node freezes its arrival process during a back-off pe-
riod, and in the regime that all nodes are unsaturated. The
behavior of a three-node linear multi-hop network is com-
puted in [18], but the approach used there cannot be ex-
tended to larger, more realistic networks.

In order to circumvent these complex and untractable
models, we observe that emerging large-scale wireless net-
works are often dense, and consist of many nodes. This sug-
gests a mean-field scaling regime, where nodes are grouped
in classes, and the number of nodes grows large, see Figure 1.
In this regime, any tagged node is subject to an averaged
effect (the mean-field) obtained aggregating the influence of
all other nodes. Thus, the high-dimensional stochastic pro-
cess describing the queueing dynamics exhibits a state-space
aggregation and is shown to converge to the solution of a
deterministic initial-value problem (IVP). The equilibrium
point of the IVP is often used to obtain accurate approxi-
mations for the performance metrics of the system with a
finite number of nodes.

Such mean-field approach has recently been successfully
applied to single-hop networks, see [3, 5, 6, 7]. In [7] the au-
thors discuss sufficient conditions for asymptotic accuracy of
such approximations. Via this approach, in [3] an approx-
imation for the stability region of the system is obtained
and in [5, 6] the stationary queue length and packet delay
performance are discussed. In the context of random-access
networks the mean-field regime not only provides analytical
tractability, but is also highly relevant due to the envisioned
massive numbers of IoT devices.

In the present paper we consider for the first time the
mean-field limit for multi-hop CSMA networks. We show
that the stochastic process converges to an initial-value prob-
lem (IVP) as the network is scaled in an appropriate way,
and characterize the equilibrium point of that IVP. We show
numerically that the equilibrium point provides an excellent
approximation for the stationary behavior of the pre-limit
stochastic network, even for small numbers of nodes. We
then focus on linear networks, where we can solve the equi-
librium points in closed form for certain back-off rates (i.e.,
the reciprocal of the mean duration of a back-off period).
We show that the choice of back-off rates has significant im-

pact on the end-to-end throughput, and determine which set
of back-off rates gives the best performance. That is, they
maximize the end-to-end throughput as well as providing
robustness, meaning that the throughput does not decrease
when the network is in overload. We then use these insights
to design optimal back-off rates for general networks, and
show numerically that these perform well.

It is worth remarking upon that our main result is not
the proof of the mean-field convergence of the CSMA model
to the IVP, which is an extension of an earlier result in [6].
Rather, our contribution lies in the characterization and uti-
lization of the equilibrium points of the new IVP, which is
particularly challenging due to (i) the increased interaction
between nodes compared to single-hop networks; and (ii)
the presence of local bottlenecks. Summarizing, our main
contributions are:

- We characterize the equilibrium point of the mean-field
limit, and show that this is an excellent approximation
for the pre-limit network. This is the first accurate and
closed-form approximation for such networks;

- We find the vector of back-off rates which is optimal in
the mean-field regime, and show that this works very
well for the pre-limit network as well.

The remainder of this paper is structured as follows. In
Section 2 we introduce the stochastic model for multi-hop
CSMA networks, and give some background on saturated
CSMA models required for our analysis. In Section 3 we
discuss the mean-field regime, and characterize the equilib-
rium points of the resulting IVP. These equilibrium points
are further studied in Sections 4 and 5 for linear networks.
In Section 4 we solve the equilibrium point in closed-form
under various choices of back-off rates, and in Section 5 we
determine the optimal back-off rate vectors. These results
are then used in Section 6 to design good back-off rates for
general networks. We conclude in Section 7, and outline
some open problems and future research directions.

2. MODEL
We consider a CSMA network of N nodes grouped into

C classes, and denote C = {1, . . . , C}. Class c contains
Nc nodes, such that N =

P

c Nc. The network structure
is characterized by an undirected interference graph (C, E),
with the vertices in the graph corresponding to the classes,
and two classes share an edge if they interfere. Two nodes
within the same class or neighboring classes are prevented
from simultaneous activity.

The transmission of a packet in a class-c node requires an
exponentially distributed random time with parameter 1. In
between two consecutive transmissions, each node remains
silent for a random back-off period. The duration of this
period is exponentially distributed with parameter ⌫(N)

c =

⌫c/Nc, for some ⌫c > 0. We refer to ⌫
(N)
c as the back-off

rate of a class-c node, and denote ⌫ = (⌫1, . . . , ⌫C). At the
end of its back-off period, a class-c node senses the medium
and either starts a transmission if it senses no activiy from
neighboring nodes in the graph, or it starts new back-off
period otherwise. Because at most one node can be active
per class, we can represent the activity state of the network
by

Y (N)
(t) 2 ⌦, ⌦ = {! 2 {0, 1}C : !c!c0 = 08{c, c0} 2 E},



where Y
(N)
c (t) = 1 if a node in class c is transmitting at

time t, and Y
(N)
c (t) = 0 otherwise.

Each node is equipped with a buffer of infinite size, with
Q

(N)
c,k (t) denoting the queue length of the k-th node in class c

at time t, not including the packet potentially in transmis-
sion. Here we denote Q(N)

(t) = (Q
(N)
c,k (t))c2C;k=1,...,Nc . The

queue length of a node is increased by one whenever a new
packet arrives, and is decreased by one whenever this node
starts a new transmission. A transmission is always assumed
to be successful. In multi-hop networks, packets arrive and
need to be transmitted by a sequence of nodes before leav-
ing the system. Packets arrive at class 1 according to an
exogenous Poisson arrival process with rate �, and arriv-
ing packets are assigned uniformly at random to one of the
N1 nodes. When a packet transmission is completed at a
class-c node with c < C, it is forwarded to a node of class
c + 1 selected uniformly at random. When a class-C node
completes a transmission, the packet leaves the system. As
we shall see, choosing to route packets uniformly at random
will result in a tractable limit that provides an accurate ap-
proximation for pre-limit models, even for few of nodes.

For every class c, we define the following subsets of ⌦:

⌦�c = {! 2 ⌦ : !c = 0,!d = 0 8 d s.t. {c, d} 2 E},
⌦+c = {! 2 ⌦ : !c = 1}.

This means that ! 2 ⌦�c if and only if in the class activity
state ! none of the nodes belonging to class c or to a class
interfering with class c are active, while ! 2 ⌦+c if and only
if a class-c node is active.

The process (Q(N)
(t),Y (N)

(t))t�0 is a Markov process,
with the following transitions:
• A new packet arrives in the system and joins the buffer
of the k-th node in class 1. This happens at rate �/N1. It
generates the transition

Q
(N)
1,k ! Q

(N)
1,k + 1.

• The k-th node in class c completes a back-off period and
begins a transmission. This happens at rate ⌫c/Nc and only
if Q(N)

c,k > 0 and Y (N) 2 ⌦�c. It generates the transition

Q
(N)
c,k ! Q

(N)
c,k � 1, Y (N)

c ! 1.

• A node in class c < C completes a transmission and the
packet joins the buffer of the k0-th node in class c+ 1. This
happens at rate 1/Nc+1 and only if Y (N) 2 ⌦+c. It gener-
ates the transition

Q
(N)
c+1,k0 ! Q

(N)
c+1,k0 + 1, Y (N)

c ! 0.

• A node in class C completes a transmission and a packet
leaves the system. This happens at rate 1 and only if Y (N) 2
⌦+C . It generates the transition

Y
(N)
C ! 0.

Unfortunately, the complex interactions between the nodes
make the process (Q(N)

(t),Y (N)
(t))t�0 intractable. Several

partial attempts at understanding this process have been
made in the past few years, but these are limited to small
networks under specific assumptions [1, 18]. Instead we use
mean-field limits to get a better understanding of the net-
work. As we shall see this limit provides a remarkably good
approximation of the network.

2.1 Preliminary results for saturated networks
Before we turn towards the mean-field limit, we first present

some background on saturated networks, i.e., networks where
all nodes have an infinite supply of packets available for
transmission. These results will turn out to play a key
role in the analysis of the mean-field limit. We denote the
aggregate back-off rate of the nodes in class c by ↵c and
↵ = (↵1, . . . ,↵C). Because nodes have an infinite supply of
packets available they always compete for the medium, and
the network is fully described by Y (N)

(t), which keeps track
of whether or not each class has an active node.

It turns out that in this case {Y (N)
(t)} in isolation is a

Markov process, and has a product-form stationary distri-
bution [2, 20, 23]:

⇡(!;↵) = Z(↵)

�1
C
Y

c=1

↵!c
c , ! 2 ⌦, (1)

where Z(↵) =

P

!2⌦

QC
c=1 ↵

!c
c denotes the normalization

constant.
We define

⇡(⌦+c;↵) =

X

!2⌦+c

⇡(!;↵), ⇡(⌦�c;↵) =

X

!2⌦�c

⇡(!;↵).

Similar to the unsaturated network discussed at the begin-
ning of Section 2, we are interested in the throughput of
the network ¯✓(↵) = (

¯✓1(↵), . . . , ¯✓C(↵)), defined as ¯✓c(↵) =

⇡(⌦+c;↵).
In [14] it has been shown that the range of the throughput

mapping ¯✓ is equal to the convex hull � of all feasible activity
vectors. Moreover, in [21] this mapping was shown to be
globally invertible, so for every � 2 int(�), there exists a
unique vector �(�) 2 RC

+ such that
¯✓(�(�)) = �. (2)

3. MEAN-FIELD ANALYSIS
Because the Markov process (Q(N)

(t),Y (N)
(t))t�0 defined

in Section 2 is not tractable, we focus on the mean-field anal-
ysis of the model. That is, we let N ! 1 and study the
limiting process. In the remainder of this paper we shall
demonstrate that this limit proves an excellent approxima-
tion for the pre-limit network, even for small N .

Before proceeding to this, we first introduce some addi-
tional notation. The queue length process Q(N)

(t) uniquely
defines the population process X(N)

(t) = (Xc,n(t))c2C;n2N0 ,
where

X(N)
c,n (t) =

1

Nc

Nc
X

k=1

{Q(N)
c,k (t) = n}

denotes the fraction of class-c nodes with n packets in the
buffer at time t. Observe that (X(N)

(t),Y (N)
(t))t�0 is still

a Markov process with state space within E1 ⇥ ⌦, where

E1
= {x = (xc,n)c2C,n2N0 :

1
X

n=0

xc,n = 1, 8c 2 C}. (3)

Given x 2 E1, denote x0 = {xc,0}c2C 2 [0, 1]C . Denote
also by e the vector with every component equal to 1, and
let ej,l be the matrix with all 0 components except for a
1 at coordinate (j, l). We denote by · the component-wise
multiplication, so that for instance (e � x0) · ⌫ = ((1 �
x1,0)⌫1, . . . , (1� xC,0)⌫C)



We are interested in the mean-field analysis of the model,
i.e., we consider the regime where N grows to infinity and
denote pc = limN!1 Nc/N > 0. We then obtain the follow-
ing result.

Theorem 1. Assume X(N)
(0)

N!1����! x1 2 E1. Then
the sequence of processes

(X(N)
(Nt)) 2 DE1 [0,1)

weakly converges to x(t) 2 CE1 [0,1) which is determined
by the unique solution of the initial-value problem

dxc(t)

dt
= Hc(x(t)), x(0) = x1, (4)

where the function H(·) = (H1(·), . . . , HC(·)) is defined by

H1(x) =
1

p1

⇣

�
1
X

n=0

x1,n(e1,n+1 � e1,n) (5)

+ ⌫1⇡(⌦�1; (e� x0) · ⌫)
1
X

n=1

x1,n(e1,n�1 � e1,n)

⌘

,

Hc(x) =
1

pc

⇣

⇡(⌦+c�1; (e� x0) · ⌫)
1
X

n=0

xc,n(ec,n+1 � ec,n)

+ ⌫c⇡(⌦�c; (e� x0) · ⌫)
1
X

n=1

xc,n(ec,n�1 � ec,n)

⌘

(6)

for any c > 1.

Proof. The proof of this theorem is analogous to that of
[6, Thm. 1] for single-hop networks, with the class instan-
taneous arrival rate (�1, . . . ,�C) replaced by

⇣

�, {Y (N)
(t) 2 ⌦+1}, . . . , {Y (N)

(t) 2 ⌦+(C�1)}
⌘

at time t.

Note that Hc(x) in (5) and (6) consist of two parts. The
first summand describes the changes in the population pro-
cess as a new packet arrives, while the second describes
the changes as a back-off period is completed, i.e., a packet
leaves the buffer. The impact of the activity process is cap-
tured by the stationary distribution of the saturated network
with per class back-off rates (e � x0) · ⌫. In particular, in
the mean-field regime the activity process reaches stationar-
ity before the population process changes. For this reason,
⇡(⌦�c; (e � x0) · ⌫) denotes the stationary measure of the
activity states allowing class-c nodes to back-off, and sim-
ilarly ⇡(⌦+c; (e � x0) · ⌫) denotes the stationary measure
of the activity states allowing class-c nodes to transmit. It
is worth remarking that the interaction between different
classes only depends on x through x0, which will turn out
to be a crucial property in our analysis.

3.1 Equilibrium points
We are interested in the analysis of the model in station-

arity, hence we now focus on the equilibrium points x⇤ of
the differential equation (4). We stress that convergence to
the equilibrium point is not addressed in this work. This is
a challenging problem which has only been solved in single-
hop networks for the case where (C, E) is the complete graph
(so all classes interfere with each other) [6].

Before we discuss our characterization of the equilibrium
points of (4), we first introduce the following system of load
equations for our network. Denote ⇢ = (⇢1, . . . , ⇢C), where
the ⇢c 2 R+ are a solution to

⇢1 =

�

⌫1⇡(⌦�1;⇢ · ⌫) , (7)

⇢c =

⇡(⌦+(c�1);⇢ · ⌫)
⌫c⇡(⌦�c;⇢ · ⌫) , c = 2, . . . , C, (8)

with ⇢ < e componentwise. It turns out that the ⇢c can
be interpreted as the load of each class in the equilibrium
point: the right-hand side of both (7) and (8) consists of
the quotient of the rate that traffic arrives into that class
and the service rate of that class, assuming that each class
operates as a single node in a saturated network with back-
off rates ⇢ · ⌫  ⌫. This intuition leads us to the following
characterization of the equilibrium points.

Proposition 1. x⇤ 2 E1 is an equilibrium point of (4)
if and only if there exists a solution ⇢ to (7) and (8) with
⇢ < e, such that

x⇤
c,n = (1� ⇢c)⇢

n
c , c 2 C, n 2 N0. (9)

Proof. Let x⇤ 2 E1 be an equilibrium point of (4), so
it satisfies Hc(x

⇤
) = 0, c = 1, . . . , C. After some manipula-

tions, this system of equations can be written as

��x⇤
1,n + ⌫1⇡(⌦�1; (e� x⇤

0) · ⌫)x⇤
1,n+1 = 0, (10)

�⇡(⌦+(c�1); (e� x⇤
0) · ⌫)x⇤

c,n

+ ⌫c⇡(⌦�c; (e� x⇤
0) · ⌫)x⇤

c,n+1 = 0, 8 c > 1, (11)

for n 2 N0. Using successive substitution we can solve (10)
as

x⇤
1,n = x⇤

1,0⇢
n
1 , ⇢1 =

�

⌫1⇡(⌦�1; (e� x⇤
0) · ⌫)

, (12)

for every n 2 N0. Because x⇤ 2 E1, we have that
P

n x⇤
1,n =

1. Plugging in (12), this can be written as

1 =

1
X

n=0

x⇤
1,0⇢

n
1 =

x⇤
1,0

1� ⇢1
, i↵ ⇢1 < 1,

which yields x⇤
1,0 = 1 � ⇢1. Substituting this into (12) we

obtain

x⇤
1,n = (1� ⇢1)⇢

n
1 , 8 n 2 N0.

We can repeat the above steps for c � 2 using (11) to
obtain

x⇤
c,n = (1� ⇢c)⇢

n
c , ⇢c =

⇡(⌦+(c�1); (e� x⇤
0) · ⌫)

⌫c⇡(⌦�c; (e� x⇤
0) · ⌫)

, (13)

for every c > 1 and n 2 N0, and thus it holds that

x⇤
c,0 = 1� ⇢c, 8 c 2 C. (14)

By (14) we see that e � x⇤
0 = ⇢, so the ⇢c defined in (12)

and (13) are indeed equivalent to (7) and (8), concluding one
direction of the proof. The other direction can be verified by
substituting the proposed solution (9) into (10) and (11).

So we know that each solution of (7) and (8) generates one
equilibrium point, and that for each equilibrium point the
population process is geometric. Note that the equilibrium
point (1) does not contain pc, so it is independent of the
pre-limit class sizes Nc.



One of the performance metrics of interest is the through-
put of each class, defined as the rate at which it is transmit-
ting packets. Since packets have unit length, this is equiv-
alent to the fraction of time each class is transmitting. We
know from Proposition 1 that in the mean-field limit the
network behaves as a saturated CSMA networks with back-
off rates ⇢ · ⌫. Thus, with ¯✓c the throughput of a saturated
network defined in Section 2.1, the multi-hop throughput ✓c
can be written as

✓c(⇢;�,⌫) = ¯✓c(⇢ · ⌫). (15)

We are particularly interested in the stationary end-to-end
throughput ✓ of the network, i.e., the throughput of class C:

✓(⇢;�,⌫) = ✓C(⇢;�,⌫).

We denote ✓(⇢;�,⌫) = (✓1(⇢;�,⌫), . . . , ✓C(⇢;�,⌫)), and
when the solution ⇢ is unique, we remove ⇢ from the through-
put notation.

Using the characterization presented in Proposition 1 we
can gain a better understanding of the equilibrium points.
Recall that � denotes the capacity region of the correspond-
ing saturated network, defined in Section 2.1.

Proposition 2. Given network structure (C, E), arrival
rate �, and back-off rates ⌫ we have that:

(i) If �e 62 Int(�), then (4) has no equilibrium points

(ii) If �e 2 Int(�), there exists at most one equilibrium
point of (4).

(iii) This equilibrium point is such that all nodes have the
same throughput ✓c(�,⌫) = � for every c 2 C.

Proof. Since the equilibrium points of (4) are charac-
terized by solutions to (7) and (8) with ⇢ < e, we are
interested in such solutions. Using that ⇡(⌦+c;⇢ · ⌫) =

⌫c⇢c⇡(⌦�c;⇢ · ⌫), we can rearrange (7) and (8) to obtain

⇡(⌦+c;⇢ · ⌫) = �, 8 c 2 C. (16)

So if an equilibrium point exists it satisfies (16), proving
item (iii).

Recall from Section (2.1) that ⇡(⌦+c;⇢ · ⌫) =

¯✓c(⇢ · ⌫),
the throughput of class c in the fully saturated network with
back-off vector ⇢ · ⌫. Thus we know from [21] that there
exist a unique solution ⇢ 2 (0,1)

C such that ¯✓(⇢ · ⌫) = �e
for any �e 2 �. This proves item (ii). Finally, item (i) is
proven by the observation that by [21], there is no solution
to ¯✓(⇢ · ⌫) = �e outside of �.

3.2 Partial equilibrium points
Propositions 1 and 2 characterize the limiting behavior

of (4) in the case that ⇢ < e, i.e., all classes are stable
and all nodes have the same throughput. However, from
a practical perspective we are particularly interested in the
case where ⇢c � 1 for some c, so one or more classes are
overloaded. These kinds of local bottlenecks are typical for
multi-hop networks, and are the cause of many performance
issues. As we shall see, by taking into account the possibility
of local bottlenecks, the analysis of the equilibrium point
becomes much more complex and is no longer equivalent to
single-hop networks.

When ⇢c > 1, the drift of the queue length at class-c
nodes is positive, and as a result xc,n(t) ! 0 (t ! 1)

for all n 2 N0. In particular, we have that xc,0 ! 0 for
these unstable classes, so all nodes in this class have packets
available for transmission.

To accommodate analysis of these partially stable sys-
tems, we introduce the concept of partial equilibrium points,
where certain classes may be in equilibrium in the tradi-
tional sense, while other classes are unstable, so all their
nodes have infinite backlog. We define ⇢�

= (⇢�1 , . . . , ⇢
�
C),

where ⇢�c = min{1, ⇢c}, and modify the load equations (7)
and (8) as

⇢1 =

�

⌫1⇡(⌦�1;⇢� · ⌫) , (17)

⇢c =

⇡(⌦+(c�1);⇢
� · ⌫)

⌫c⇡(⌦�c;⇢� · ⌫) , c = 2, . . . , C. (18)

We then define partial equilibrium points as follows.
Definition 1. We say x⇤ is a partial equilibrium point

of (4) if there exists a ⇢-solution to (17) and (18) such that

x⇤
c,n = (1� ⇢c)⇢

n
c , if ⇢c < 1,

x⇤
c,n = 0, if ⇢c � 1.

From Definition 1 we see that partial equilibrium points
are fully characterized by the ⇢ solutions to (17) and (18).
We say that this point has a load configuration s = (s1, . . . , sC),
where sc = U if ⇢c  1, and sc = S otherwise.

To accommodate the search for partial equilibrium points,
let us rewrite these equations slightly. Define ⇢+c = min{1, ⇢�1

c },
and observe from the stationary distribution of the saturated
network (1) that

⇡(⌦�c;⇢
� · ⌫) = (⌫c⇢

�
c )

�1⇡(⌦+c;⇢
� · ⌫).

Substituting this into (17) and (18) and rearranging, we
obtain

⇡(⌦+1;⇢
� · ⌫) = �⇢�1 /⇢1,

⇡(⌦+c;⇢
� · ⌫) = ⇡(⌦+(c�1);⇢

� · ⌫)⇢�c /⇢c, c = 2, . . . , C,

It is readily seen that ⇢�c /⇢c = ⇢+c , and successive substitu-
tion yields

⇡(⌦+c;⇢
� · ⌫) = ⇡(⌦+(c�1);⇢

� · ⌫)⇢+c

= ⇡(⌦+(c�2);⇢
� · ⌫)⇢+c ⇢+c�1 = · · · = �

c
Y

d=1

⇢+d , (19)

which is equivalent to (17) and (18).
The right-hand side of (19) is equal to the total arrival

rate times the fraction of load which is transmitted by classes
1, . . . , c, which corresponds to the throughput of class c it-
self. On the other hand, the left-hand side can be interpreted
as the fraction of time that class-c is transmitting. So (19)
states that the flow out of class c has to be equal to the
fraction of time the class is active.

Note that the equilibrium points from Proposition 1 are a
special case of the partial equilibrium points introduced in
Definition 1, with all ⇢c < 1. The throughput for the partial
equilibrium point can be obtained similarly to (15), with
⇢ replaced by ⇢�. In the remainder of this paper we are
only interested in partial equilibrium points rather than the
‘pure’ equilibrium points discussed in Proposition 1. Going
forward, we refer to them simply as equilibrium points.

Finding equilibrium points by solving (19) is not straight-
forward, it is in fact as difficult as solving a nonlinear com-
plementarity problem (NLCP), for which even conditions for



existence and uniqueness of solutions are not yet known in
general [11]. However, we can show that (19) always has a
solution, thus ensuring the existence of a equilibrium point
of (4) for any network.

Proposition 3. For any network structure (C, E), ar-
rival rate �, and back-off rates ⌫, there exists a solution
to (19).

The proof of this proposition can be found in Section A.1.
In addition to the throughput ✓ introduced in Section 3.1,

our second performance metric of interest is how much traffic
the network can sustain, measured as the maximum arrival
rate such that the network is still stable:

�⇤
(⌫) = sup

�>0

n

9 solution ⇢ to (19) s.t. ⇢  e
o

.

We can characterize �⇤ as follows.

Proposition 4. It holds that

�⇤
(⌫) = sup

�>0

n

�(�e)  ⌫
o

.

Proof. This result immediately follows from the defini-
tion of �(·) in (2), in fact

�⇤
(⌫) = sup

�>0

n

9 ⇢  e s.t. �e =

¯✓(⇢ · ⌫)
o

= sup

�>0

n

9 ⇢  e s.t. �(�e) = ⇢ · ⌫
o

= sup

�>0

n

�(�e)  ⌫
o

.

It turns out that the equilibrium point from Definition 1
provides an excellent approximation for the pre-limit (stochas-
tic) CSMA network in stationarity. To illustrate this, con-
sider a linear network with three classes where class 2 inter-
feres with both classes 1 and 3, with ⌫c = 6, c = 1, 2, 3. In
Figure 2(a) we plot the end-to-end throughput against the
arrival rate, for both the mean-field limit and for the stochas-
tic network (obtained through simulation of the model in
Section 2) for Nc = 1, 10, 100. Note that the mean-field so-
lution reflects the decrease in end-to-end throughput when
the network is in overload, and that the point of overload
�⇤ is almost identical for the mean-field and the stochas-
tic cases. In Figure 2(b) we take � = 0.5, so that ⇢ =

(0.6009, 1.3838, 0.2171). We plot the fraction of nodes
with 0 and 4 packets for both classes 1 and 3, for both
the mean-field system (dashed) and the stochastic system
(marked). The x-axis shows Nc for the stochastic system,
and we see that the geometric queue-length distribution seen
in the mean-field limit accurately captures the behavior of
the stochastic model, even for moderate Nc.

4. PERFORMANCE ANALYSIS OF LINEAR
NETWORKS

In this section we use the equilibrium points of the mean-
field limit (4) to gain a better understanding of the net-
work. We restrict ourselves to linear networks with nearest-
neighbor blocking where class-c nodes prevent nodes in classes
c ± 1 to activate, i.e., C = {1, . . . , C} and E = {{c, c +

1}}c=1,...,c�1. Special attention will be given to the influ-
ence of the back-off rates on the performance of the system.
For convenience, we introduce R(�,⌫) as the set of solutions
to (19) for a given � and ⌫. We consider various cases where

Figure 2: Comparing the equilibrium point of the

mean-field limit with stochastic CSMA networks.

we show that the equilibrium point of (4) is unique, and can
be solved explicitly.

In Section 4.1 we consider a linear network with general
back-off rates, and derive �⇤

(⌫) as well as the maximum end-
to-end throughput achievable. In the subsequent sections we
provide a more detailed analysis for linear networks in the
following specific cases. In Sections 4.2 and 4.3 we consider
a network with C classes with back-off rates ⌫u

= (⌫, . . . , ⌫)
and ⌫f

= (⌫, ⌫(1 + ⌫), . . . , ⌫(1 + ⌫), ⌫) respectively, and in
Section 4.4 a 3-class network with general back-off rates, in
oversaturation (�! 1).

4.1 Maximal throughput in linear networks
We start by rewriting (19) for linear networks with gen-

eral back-off rates. These networks are acyclic and we may
exploit [12, Thm. 1], which concerned saturated CSMA net-
works. Specifically, �

Qc
d=1 ⇢

+
d can be interpreted as the tar-

get throughput of the c-th class of nodes, whose back-off rate
is ⌫c⇢�c . Thanks to this interpretation, ⇢ solves (19) if and
only if it solves

⌫1⇢
�
1 =

�⇢+1
1� �⇢+1 (1 + ⇢+2 )

, (20)

⌫c⇢
�
c =

�
Qc

1 ⇢
+
d (1� �

Qc
1 ⇢

+
d )

�

1� �
Qc�1

1 ⇢+d (1 + ⇢+c )
��

1� �
Qc

1 ⇢
+
d (1 + ⇢+c+1)

� ,

c = 2, . . . , C � 1, (21)

⌫C⇢
�
C =

�
QC

1 ⇢
+
d

1� �
QC�1

1 ⇢+d (1 + ⇢+C)
. (22)

Using this refined characterization we can study the �⇤
(⌫)

for linear networks with general back-off rates. In the argu-
ment we will use the following lemma, which follows immedi-
ately from [12, Thm. 1] with target throughput �e. Recall
that � is the throughput inverse for the saturated CSMA
model, introduced in Section 2.1.

Lemma 1. For any � < 1
2 , it holds that

�(�e) =
⇣ �

1� 2�
,
�(1� �)

(1� 2�)2
, . . . ,

�(1� �)

(1� 2�)2
,

�

1� 2�

⌘

.

(23)

Observe that, due to Equations (20)-(22), for any solution
⇢ 2 R(�,⌫) with ⇢  e it necessarily holds that ⇢ · ⌫ =

�(�e). The theorem below follows immediately from Propo-
sition 4 and (23).



Theorem 2. Given a C-node linear network with back-
off rates ⌫, it holds that

�⇤
(⌫) = min

n ⌫1
1 + 2⌫1

,
⌫C

1 + 2⌫C
,
1

2

� 1

2

p
1 + 4⌫c

, 1 < c < C
o

.

As discussed in the introduction and Section 3, the through-
put of these linear multi-hop networks decreases in the of-
fered load once a class becomes saturated. This is formalized
in the the following theorem, which states that �⇤ is in fact
the maximum end-to-end throughput of the network.

Theorem 3. Given a C-node linear network with back-
off rates ⌫, it holds that

max

��0
✓
�

⇢;�,⌫
�

= �⇤
(⌫), 8 ⇢ 2 R(�,⌫).

The proof of Theorem 3 is provided in Appendix A.2. The-
orems 2 and 3 immediately imply the following result.

Corollary 1. Given a C-node linear network, it holds
that

lim

⌫!1

⇣

max

��0
✓
�

⇢;�,⌫
�

⌘

=

1

2

, 8 ⇢ 2 R(�,⌫).

This shows that if unrestricted in the choice of back-off rates,
one can make any linear network throughput-optimal and
maximally stable. However, the result does not provide any
insight into what happens as � grows larger than �⇤

(⌫),
where the throughput could drastically drop. The next sec-
tion provides an example of such a situation (see Corollary
2). In general we see that both �⇤ and the behavior for
� > �⇤ strongly depend on ⌫.

4.2 Linear networks with uniform back-off
rates

In this section we fix ⌫ > 0 and let the vector of back-off
rates be ⌫u

= (⌫, . . . , ⌫). First, it follows from Theorem 2
that in this case

�⇤
(⌫u

) =

1

2

� 1

2

p
1 + 4⌫

.

We introduce the following constant:

�⇤⇤
(⌫) =

⌫(1 + 2⌫)

(1 + 3⌫)(1 + ⌫)
.

It is readily verified that �⇤
(⌫u

)  �⇤⇤
(⌫) for every ⌫ > 0.

The following theorem, whose proof is provided in Appendix
A.3, completely characterizes the stationary performance of
a linear network with these uniform back-off rates.

Theorem 4. Given a C-node linear network with back-
off rates ⌫u

= (⌫, . . . , ⌫) and arrival rate �, there exists a
unique solution ⇢ 2 R(�,⌫u

). For �  �⇤
(⌫u

), it holds that
s = (U, . . . , U) and

�(�e) = ⌫u · ⇢.

For �⇤
(⌫u

) < �  �⇤⇤
(⌫), it holds that s = (U, S, U, . . . , U)

and

⇢1 =

�(1� �)

⌫(1� �� �c(�, ⌫))
, ⇢C =

�c(�, ⌫)(1� �c(�, ⌫))

⌫(1� 2�c(�, ⌫))
,

⇢2 =

1

c(�, ⌫)
, ⇢c =

(1� �� �c(�, ⌫))

(1� 2�c(�, ⌫))
, c = 3, . . . , C � 1,

c(�, ⌫) =
1 + (3� 2�)⌫ �

p

(1� 2�)2⌫2 + 2⌫ + 1

2(1 + 2�⌫)
.

For � > �⇤⇤
(⌫), it holds that s = (S, S, U, . . . , U) and

⇢1 =

�(1 + ⌫)(1 + 3⌫)

⌫(1 + 2⌫)
, ⇢2 =

1 + 2⌫

1 + ⌫
,

⇢C =

1

1 + ⌫
, ⇢c =

1 + 2⌫

(1 + ⌫)2
, c = 3, . . . , C � 1.

The result of Theorem 4 describes the behavior of the
system as � increases, and can be understood as follows.

- Because classes 2, . . . , C�1 face more competition than
the outer classes, the middle classes saturate first, at
� = �⇤

(⌫u
).

- From this point onwards, class 2 acts as a bottleneck,
reducing the arrival rate at the successive classes of
nodes whose load decreases as � increases. Specifically,
note that c(�, ⌫) decreases in � and consequently ⇢c
decreases for c = 3, . . . , C. On the other hand, as �
grows, ⇢1 increases and when the arrival rate matches
�⇤⇤

(⌫), class 1 also saturates.

- For � > �⇤⇤
(⌫) the system is oversaturated and in-

creasing the load only further decreases ⇢1.

Since the end-to-end stationary throughput is given by
✓ (�;⌫u

) = �
QC

c=1 ⇢
+
c , the next corollary follows from The-

orem 4.

Corollary 2. Given a C-node linear network with back-
off rates ⌫u and arrival rate �, it holds that

✓ (�;⌫u
) =

8

>

<

>

:

� � 2 [0,�⇤
(⌫u

)]

c(�, ⌫) � 2 (�⇤
(⌫u

),�⇤⇤
(⌫)]

⌫
1+3⌫ � > �⇤⇤

(⌫).

The corollary above implies that

lim

⌫!1
✓
�

�,⌫u
(⌫)

�

=

1

3

, 8 � � lim

⌫!1
�⇤⇤

(⌫) =
2

3

.

This illustrates the drop in the end-to-end throughput of the
linear network with uniform back-off rates when one of the
classes saturates.

4.3 Linear networks with fair back-off rates
In this section we fix a ⌫ > 0 and consider a linear net-

work with back-off rates given by ⌫f
= (⌫, ⌫(1+⌫), . . . , ⌫(1+

⌫), ⌫). It is known (see [21]) that these back-off rates guar-
antee fairness (i.e. equal throughputs of all nodes) in the
saturated single-hop linear network. Hence, we refer to these
as the ‘fair’ rates, and we conjecture that they may provide
good performance in the multi-hop setting as well. This will
be given a rigorous meaning and shown in Section 5.

It follows from Theorem 2 that in this case

�⇤
(⌫f

) =

⌫

1 + 2⌫
=

1

2

� 1

2

p

1 + 4⌫(1 + ⌫)
.

The following theorem completely characterizes the sta-
tionary performance of a linear network with fair back-off
rates.

Theorem 5. Given a C-node linear network with fair
back-off rates ⌫f and arrival rate �, there exists a unique
solution ⇢ 2 R(�,⌫f

). For �  �⇤
(⌫f

), it holds that s =

(U, . . . , U) and

⇢1 = ⇢C =

�

⌫(1� 2�)
, ⇢c =

�(1� �)

⌫(1 + ⌫)(1� 2�)2



Figure 3: Throughput ✓(�,⌫) as a function of � for

⌫ = ⌫u,⌫f
with C = 3. The mean-field approxima-

tions are plotted in solid blue and red. Simulation

results for Nc = 1, 10, 100 nodes per class are marked.

with c = 2, . . . , C � 1. For � > �⇤
(⌫f

), it holds that s =

(S, U, . . . , U) and

⇢1 =

�(1 + 2⌫)

⌫
, ⇢c = 1, 2  c  C.

The argument of the proof follows the same structure as the
proof of Theorem 4 and is not presented in this paper due
to space restrictions.

Intuitively, when the back-off rates are equal to ⌫f , all the
classes saturate simultaneously when the arrival rate is equal
to �⇤

(⌫f
). This is possible since classes with more neighbors

have shorter back-off periods. Then, as � grows further,
class 1 acts as a bottleneck, but since the system is already
in oversaturation, this does not affect the throughput of the
nodes in the system and only ⇢1 further increases.

Theorem 5 allows us to characterize the end-to-end sta-
tionary throughput ✓(�;⌫f

).

Corollary 3. Given a C-node linear network with back-
off rates ⌫f and arrival rate �, it holds that

✓
⇣

�;⌫f
⌘

=

(

�, �  �⇤
(⌫f

),
⌫

1+2⌫ , � > �⇤
(⌫f

).

Uniform vs optimal back-off rates. In Figure 3 we
plot the end-to-end throughput of a 3-class linear network
against the offered load at class 1. We compare the uni-
form and fair rates, with ⌫u

= (6, 6, 6) and ⌫f
= (3, 12, 3).

We show both the results from the mean-field limit (from
Corollaries 2 and 3) and simulation results for the network
with Nc = 1, 10, 100 nodes per class. Note that

P

c ⌫
u
c =

P

c ⌫
f
c = 18 and therefore it seems reasonable to compare

the performance of the networks with these back-off vectors.
The figure provides further confirmation that the equilib-

rium point of the mean-field limit provides a good approxi-
mation for the pre-limit network, even for small Nc. We also
see that carefully selecting the back-off rates yields a rele-
vant improvement both in the throughput and the stability
performance. In fact, from from Corollaries 2 and 3 we see
that �⇤

(⌫f
) = 3/7 > 2/5 = �⇤

(⌫u
), and ✓(�;⌫f

) � ✓ (�;⌫u
)

for every � � 0.

4.4 Linear networks in oversaturation

In this section we restrict ourselves to the case with C = 3,
and let �! 1 so class 1 is saturated. This allows us to find
the equilibrium point for general ⌫. We stress that even a
simple case like this one is only partially tractable for finite
N , see [18].

Let us introduce the following subsets of R3,

S1 =

� ⌫2
1 + ⌫1

� ⌫1, ⌫1  ⌫3
 

, S2 =

� ⌫2
1 + ⌫1

< ⌫1,
⌫2

1 + ⌫1
 ⌫3

 

,

S3 =

� ⌫2
1 + ⌫3

� ⌫1, ⌫1 > ⌫3
 

, S4 =

� ⌫2
1 + ⌫3

< ⌫1,
⌫2

1 + ⌫1
> ⌫3

 

,

which provide a partition of R3
+.

Theorem 6. Consider a 3-class linear network with back
off rates ⌫ 2 R3

+, in oversaturation there exists a unique
solution ⇢ for (19) and

⌫ 2 S1 ) s =

�

S, U, U
�

, ⌫ 2 S2 ) s =

�

S, S, U
�

,

⌫ 2 S3 ) s =

�

S, U, S
�

, ⌫ 2 S4 ) s =

�

S, S, S
�

.

The detailed description of the unique solution ⇢ for (19)
is provided in the proof given in Appendix A.4. Hence, the
following corollary immediately follows.

Corollary 4. Consider a 3-class linear network with
back off rates ⌫ 2 R3

+, then

lim

�!1
✓ (�;⌫) =

8

>

>

>

<

>

>

>

:

⌫1
2⌫1+1 , ⌫ 2 S1,

⌫2
1+⌫1+2⌫2

, ⌫ 2 S2,
⌫3(1+⌫1)

(1+2⌫1)(1+⌫3)
, ⌫ 2 S3,

⌫3(1+⌫1)
1+⌫1+⌫2+⌫3+⌫1⌫3

, ⌫ 2 S4.

5. OPTIMAL BACK-OFF RATES FOR LIN-
EAR NETWORKS

In Section 4 we provided a detailed analysis of linear net-
works with different back-off rates. In particular, in Sec-
tion 4.3 we observed that the ‘fair’ back-off rates (i.e., those
rates that provide strict fairness in the setting where all
nodes are saturated) outperform uniform back-off rates, both
in the sense that the network can sustain higher loads, and
that it behaves better in overload. In this section we inves-
tigate what are the ‘best’ back-off rates. We still restrict
ourselves to linear networks with nearest-neighbor blocking,
although many of the results derived here hold more gen-
erally. It is worth repeating that we believe a unique fixed
point exists for all � and ⌫, i.e., |R(�,⌫)| = 1, although we
cannot prove this. We now introduce two desirable proper-
ties of back-off rates: robustness and throughput optimality.

5.1 Robust back-off rates
In Section 4.2, it is shown that for uniform back-off rates,

the throughput of a linear network decreases when it is in
overload. This is detrimental to the network performance,
and we aim to find so-called ‘robust’ back-off rates such that
the throughput performance of the system in overload is
identical to the case with arrival rate �⇤

(⌫).

Definition 2. The back-off rates ⌫ are robust if and only
if for every � � �⇤

(⌫) there exists a solution ⇢ 2 R(�,⌫)
such that ✓(⇢;�,⌫) = �⇤

(⌫).

We first present the following sufficient condition for back-
off rates to be robust.



Proposition 5. If ⌫1  ⌫C and

⌫1
1 + 2⌫1

 1

2

� 1

2

p
1 + 4⌫c

, c = 2, . . . , C � 1,

then the back-off rates ⌫ are robust.

Proof. Note that ˜⇢(�) 2 R(�,⌫) for every �  �⇤
(⌫),

where ˜⇢(�) · ⌫ = �(�e) and �(�e) as in Lemma 1. Due to
the hypothesis, it holds that

˜⇢
�

�⇤
(⌫)

�

=

⇣

1, ⇢̃2
�

�⇤
(⌫)

�

, . . . , ⇢̃C
�

�⇤
(⌫)

�

⌘

 e.

Now, for every � � �⇤
(⌫), define ⇢(�) as

⇢
�

�
�

=

⇣ �

�⇤
(⌫)

, ⇢̃2
�

�⇤
(⌫)

�

, . . . , ⇢̃C
�

�⇤
(⌫)

�

⌘

,

and we now show that ⇢
�

�
�

2 R(�,⌫) and ✓(⇢(�);�,⌫) =

�⇤
(⌫). For c = 1, it holds that

�⇢1(�)
+
=

�

⇢1(�)
= �⇤

(⌫) = ¯✓1(˜⇢(�
⇤
(⌫))�·⌫) = ¯✓1(⇢(�)

�·⌫),

and for c > 1, it holds that

�

c
Y

d=1

⇢d(�)
+
= �⇤

(⌫) = ¯✓c(˜⇢(�
⇤
(⌫))� · ⌫) = ¯✓c(⇢(�)

� · ⌫),

where the last equality is due to the definition of ⇢(�).
Hence, ⇢(�) 2 R(�,⌫) and yields throughput ✓(⇢(�);�,⌫) =
¯✓C(⇢(�)

� · ⌫) = �⇤
(⌫).

We would like to point out that robust back-off rates are
also fair in the sense that the various classes transmit for
the same fraction of time with the system in equilibrium. In
Proposition 2 we observed that when the network is stable,
i.e., �  �⇤

(⌫), the network self-regulates and behaves in
a fair way, in fact ✓c(�,⌫) = �, for every class c 2 C. In
general, the fairness of the network breaks for � > �⇤

(⌫),
however, that is not the case when the back-off rates are
robust. Consider � > �⇤

(⌫) and the solution ⇢ 2 R(�,⌫)
presented in the proof of Proposition 5. It holds that

✓c(⇢;�,⌫) = ¯✓c(⇢
� · ⌫) = �⇤

(⌫), 8 c 2 C.

5.2 Throughput-optimal back-off rates
In Corollary 1 we observed that the maximum through-

put achievable approaches 1/2 when all the coordinates of
⌫ grow to infinity. However, in practice the back-off rates
are bounded by physical constraints. Otherwise, with non-
negligible probability, there will be arbitrarily small gaps
between the ends of back-off periods of neighboring nodes,
which may lead to collisions. We model this as an upper
bound on the aggregate back-off rates allocated among the
nodes. Putting an upper bound on the back-off rate of each
node would lead to similar results as those presented below.

Hence, we impose a budget V > 0, and consider the set of
admissible back-off rates ⌫ to be V = {⌫ 2 RC

+ :

PC
c=1 ⌫c 

V }. Among the admissible back-off rates, we can identify
those for which the maximum throughput is the highest.

Definition 3. The back-off rates ⌫0 are throughput-optimal
in the set V if and only if �⇤

(⌫0
) = max⌫2V{�⇤

(⌫)}.

Denote by �⇤
= max⌫2V{�⇤

(⌫)} the maximum through-
put achievable over all back-off rates and arrival rates. Let
us now consider the fair back-off rates already introduced

in Section 4.3, and recall ⌫f
(⌫) = (⌫, ⌫(1 + ⌫), . . . , ⌫(1 +

⌫), ⌫), ⌫ > 0. Define ⌫⇤ as the unique positive solution of
V = ||⌫f

(⌫⇤)||1, and ⌫⇤
= ⌫f

(⌫⇤), i.e., the highest possible
fair rates allowed by the budget. We can show that ⌫⇤ is
both robust and throughput-optimal.

Theorem 7. The back-off rates ⌫⇤ are both robust and
throughput-optimal.

Proof. The robustness follows immediately from Propo-
sition 5. In fact, ⌫⇤1 = ⌫⇤C and

⌫⇤1
1 + 2⌫⇤1

=

⌫

1 + 2⌫
=

1

2

� 1

2

p

1 + 4⌫(⌫ + 1)

=

1

2

� 1

2

p
1 + 4⌫⇤c

,

for c = 2. . . . , C � 1.
It remains to be proved that �⇤

(⌫⇤
) = �⇤. Consider ⇢ 2

R(�⇤,⌫) with ⌫ 2 V⇤ and ⇢  e. Define ˜⌫ = ⇢ · ⌫. We will
show that ˜⌫ = ⌫⇤. Since ˜⌫  e, we have ¯✓c(e · ˜⌫) = ¯✓c(⇢ ·
⌫) = �⇤ for all c 2 C, so that ˜⌫ 2 V⇤. Since e 2 R(�⇤, ˜⌫),
there necessarily exist ⌫ > 0 such that ˜⌫ = ⌫f,⌫ , so

�⇤
(⌫⇤

) = �⇤
(⌫f

(⌫⇤)) � �⇤
(⌫f

(⌫)) = �⇤
(

˜⌫) = �⇤.

Since ⌫⇤ 2 V, we also have �⇤
(⌫⇤

)  �⇤, and therefore
l(⌫⇤) = �⇤.

As a consequence of the above result, we deduce that for
every arrival rate �, the back-off rates ⌫⇤ outperform any
other ⌫ 2 V. In fact, for any � there exists ⇢⇤ 2 R(�,⌫⇤

)

such that for every ⇢ 2 R(�,⌫⇤
), if � < �⇤ it holds that

✓
�

⇢⇤
;�,⌫⇤�

= � � ✓
�

⇢;�,⌫
�

,

while, if � � �⇤ we have that

✓
�

⇢⇤
;�,⌫⇤�

= �⇤ � �⇤
(⌫) � ✓

�

⇢;�,⌫
�

.

6. GENERAL NETWORKS
The detailed analysis of linear networks in Sections 4 and 5

highlights the importance of the choice of back-off rates
when operating a multi-hop network. In this section we
exploit the results and intuition from these sections to find
optimal back-off rate vectors for general networks, subject to
a budget for the aggregate rates. We then compare this with
the uniform back-off rates and we show substantial gains
achieved both in terms of throughput and stability.

6.1 Heuristic optimal back-off rates
We have seen in Sections 4 and 5 that for linear networks,

all fair rates are robust, and that the highest fair rates al-
lowed by our budget are also throughput-optimal. The in-
tuition behind this is that under the fair rates all classes
saturate simultaneously, which both ensures robustness, and
that the point of saturation �⇤ is as high as possible.

This seems to suggest that for general networks, too, the
highest possible fair rates are both robust and throughput-
optimal. Although we cannot prove this, we can compute
these rates numerically, and show that they perform very
well compared to uniform rates. Recall that � denotes the
inverse throughput mapping for saturated networks, so that
for any � > 0 such that �e 2 int(�), the fair rates such that
each class has throughput � are given by �(�e). The key is
then to find the highest possible such � that can be afforded
from our budget:

(P ) : max

�

� : V � ||�(�e)||1
 

. (24)



In general networks, explicit formulae for ⌫� are not avail-
able. Instead, in Section 6.2 we solve (24) by bisection,
where the �(�e) in each iteration is solved numerically or
through approximations described briefly below. In Section
6.2 we will discuss the performance of multi-hop networks
with back-off rates ⌫⇤ computed via the different methods.

6.1.1 Exact method

In [21] a numerical algorithm is presented that computes
�(�). The main drawback of such algorithm is that it needs
to know all the independent sets of the interference graph
whose number grows exponentially in C. We stress that this
problem is NP-Hard and the method works only when C is
reasonably small.

6.1.2 Approximation methods

Due to the computational complexity of the exact method,
there has been recently a lot of interest in obtaining accu-
rate approximation for the back-off rates yielding a target
throughput, see [12, 13, 19, 24]. The most popular meth-
ods are based on free energy approximations due to Bethe
[24] and Kikuchi [12, 19] which are shown to be exact for
acyclic and chordal networks respectively. In [13] a theoret-
ical framework covering both methods is presented.

6.2 Numerical examples
In this section, we test the performance of the heuristic

method presented above and compare it with the uniform
back-off rates. We aim to demonstrate that the back-off
rates obtained by solving (24) exhibit great performance
not only in linear networks, but in networks with general
interference graphs as well.

6.2.1 Small network

Consider the 5-class multi-hop network in Figure 4(a).
We fix V = 10, and as the network is small, we compute
⌫⇤ via the numerical method described in [21] and obtain
⌫⇤

= [1.075, 3.642, 1.76, 1.763, 1.76] On the other hand, the
uniform back-off rates are ⌫u with ⌫uc = 2 for each class.

In Figure 5 we present the end-to-end throughput perfor-
mance for the system with the different back-off rates and
both 1 and 100 nodes per class. First of all, we observe the
striking similarity of these two plots, the qualitative behav-
ior of the end-to-end throughput as a function of the arrival
rate � is nearly identical. For this small network, the fixed-
point iterative method applied to (25) converges quickly for
every choice of � and both ⌫⇤ and ⌫u. We compare the sim-
ulated results with the throughput expected from the equi-
librium point of the mean-field differential equation. There
is a slight difference in the end-to-end throughput for Nc = 1

and ⌫ = ⌫u for � > 0.3, but the accuracy of the mean-field
approximation is nevertheless impressive.

In Figure 4(b) we show the throughput of the different
classes with arrival rate � = 0.5. We display the scenario
with a single node per class, the case with 100 nodes per class
exhibits similar behavior. Note that the system initialized
with ⌫ = ⌫⇤ is extremely fair even in such an oversaturated
regime, corroborating the idea that the heuristic method we
proposed is robust. When ⌫ = ⌫u, the throughput of class-
1 nodes is very high (it matches the arrival rate � = 0.5),
however the packets are then stuck in the buffer of class-
2 nodes which are not equipped to sustain the incoming
flow. Note that since class 1 is still unsaturated, a further

Figure 4: (a) 5-class network, (b) Per-class through-

put with back-off rates ⌫⇤,⌫u
and Nc = 1 node per

class.

Figure 5: End-to-end throughput performance as a

function of � for back-off rates ⌫⇤,⌫u
. (a) Nc = 1 (b)

Nc = 100.

worsening of the performance is foreseeable as the arrival
rate grows larger.

6.2.2 Large network

Consider now a large network with 20 classes with aver-
age number of neighbors per class equal to 10.4 and maxi-
mum clique dimension equal to 6. We fix V = 100, however
the graph is too large to use the exact method described
in [21], we thus rely on Kikuchi’s method described in [12]
and obtain the back-off rates ⌫K . The graph considered is
not chordal, but we expect Kikuchi’s approximation to be
fairly accurate since there are no long cycles without inter-
nal chords. The uniform back-off rates ⌫u have ⌫uc = 5 for
every c = 1, . . . , 20.

We simulate the network with Nc = 100 nodes per class.

Figure 6: 20-class network with Nc = 100 nodes per

class. (a) End-to-end throughput performance as a

function of � for back-off rates ⌫K
and ⌫u

. (b) Per-

class throughput performance for back-off rates ⌫K

and ⌫u
with arrival rate � = 0.3.



In Figure 6(a) we show the end-to-end throughput perfor-
mance of the system as � increases. Note that up to arrival
rate � = 0.12 the networks with both back-off rates are sta-
ble and the end-to-end throughput rate coincides with the
arrival rate. As � grows further, in the system with uniform
back-off rates some classes saturate and act as bottlenecks,
since the network is not in oversaturation, i.e., class 1 is still
stable, the performance drastically deteriorates. To better
appreciate this, in Figure 6(b) we show the throughput of the
various classes with arrival rate � = 0.3. Observe that the
throughput profile for the network with back-off rates ⌫K is
quite fair and ✓1(�,⌫K

)�✓20(�,⌫K
) is relatively small. The

throughput profile for the network with back-off rates ⌫u is
very different. Nodes 3, 4, 5, 14 are clearly bottlenecks and
block a large fraction of the incoming flow. The difference
✓1(�,⌫

u
) � ✓20(�,⌫

u
) is now very large. Note that class-1

is still unsaturated, hence as � grows further we expect the
end-to-end throughput to exhibit further deterioration. Al-
ready with � = 0.3, the network with ⌫ = ⌫K transmits
roughly twice the number of packets that the network with
⌫ = ⌫u does.

7. CONCLUSION AND OUTLOOK
In this paper we considered random-access networks where

packets may be forwarded between nodes before eventually
leaving the network. This multi-hop structure causes var-
ious performance issues, and makes the exact analysis of
the underlying stochastic process intractable. In this pa-
per we considered the mean-field regime, where the number
of nodes grows large. We showed that in this regime the
stochastic process converges to an IVP, and introduced the
concept of partial equilibrium points, where certain classes
of nodes may be in a stable equilibrium, while other classes
are unstable. The mean-field regime is inspired by emerging,
highly dense random-access networks such as mesh networks
and the device-to-device mode in 5G, but we showed numer-
ically that the equilibrium points of the mean-field limit also
provide an excellent approximation for sparse networks with
fewer nodes.

We then used the mean-field limit to better understand
multi-hop networks, and to improve their performance. We
first considered linear networks, and showed that the end-
to-end throughput as a function of the offered load is the
highest at the point when the first class of nodes saturates,
and that this saturation point and the behavior in overload
depend on the back-off rates of the nodes. We fully char-
acterized the behavior at the equilibrium points for uniform
back-off rates and ‘fair’ back-off rates, i.e., those that pro-
vide equal throughputs in the case all nodes are saturated.
The uniform back-off rates turned out out to display a de-
crease in throughput when the network is overloaded, while
the fair rates are robust, in the sense that the throughput
remains the same in overload. We then looked at the prob-
lem of finding the best back-off rates given a certain total
budget (representing for instance physical constraints on the
back-off processes), and proved that the fair back-off rates
are indeed optimal in the sense that they are both robust
and give the largest stability region. We then used these re-
sults to devise a heuristic method for choosing back-off rates
in general multi-hop networks, and we showed numerically
that these rates perform well compared to uniform back-off
rates.

7.1 Outlook
Although multi-hop random-access networks are becom-

ing increasingly widespread and form the backbone of future
technologies such as mesh networks, IoT and 5G, their per-
formance is still poorly understood. The results presented in
this paper may be viewed as a first step towards developing
tools for the performance analysis and optimization of such
networks. Below we outline some possible future research
directions.

Rigorous treatment of partial stability. Although the
partial equilibrium points defined in Definition 1 are nu-
merically verified to be the correct choice, we would like to
derive them in a more rigorous manner, analogous to the
‘pure’ equilibrium points from Proposition 1. This may be
done by relying on the literature on partially stable ODEs
(cf. [22]), which covers ODEs that are stable only in certain
dimensions.
Extension beyond linear networks. Sections 4 and 5
are concerned with the partial equilibrium points for lin-
ear networks with nearest neighbor blocking. Many of the
results here can be readily extended to general linear net-
works, but the key challenge will be to extend it beyond
linear networks. For instance the proof of Theorem 3 relies
on the Markov random field representation of the network,
which cannot be used in general.
Networks with multiple traffic flows. Here we lim-
ited ourselves to a single flow of traffic traversing the net-
work, but the derivation of the mean-field limit (4) can be
readily extended to networks with multiple traffic flows, al-
though the derivation of the partial equilibrium points (19)
becomes more complex. This raises several very interesting
new questions, for instance whether the uniqueness of ⇢-
solutions to (4) we observed numerically still holds for two
or more flows, or if there are multiple configurations possible
with different bottlenecks and a dominant flow.
Adaptive CSMA algorithms in multi-hop networks.

The past decade has seen the emergence of a class of adap-
tive CSMA algorithms that allow nodes in saturated or single-
hop networks to find their optimal back-off rate in a dis-
tributed manner, see, e.g., [14, 10, 17]. It is unclear how
well these algorithms work in multi-hop networks, and how
the resulting coupling of departure and arrival processes of
neighboring nodes affects their performance. The mean-field
framework here could be extended to state-dependent back-
off rates (see [6]), which would allow insights in these adap-
tive algorithms in a more realistic multi-hop setting.
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APPENDIX
A. REMAINING PROOFS

A.1 Proof of Proposition 3
Proof. Define the continuous function F : RC

+ ! RC
+

where

Fc(⇢) =
�
Qc�1

d=1 ⇢
+
d

⌫c⇡(⌦�c;⇢� · ⌫) , (25)

and observe that (19) can we rewritten to Fc(⇢) = ⇢c. Define
the convex and bounded set U ✓ RC

+ as

U = {⇢ 2 RC
+ : 0  ⇢c  Uc, 8c 2 C}, Uc =

�

⌫c⇡(0;⌫)
.

Below we show that F (·) maps RC
+ in U . Hence the result

then follows from Brouwer’s Theorem which establishes that
there must exist a solution for F (⇢) = ⇢ in U .

Given ⇢ 2 RC
+, we have to show that 0  Fc(⇢)  Uc for

every c 2 C. Observe that 0  Fc(⇢) clearly follows from
the non-negativity of all the terms on the right hand side
of (25). On the other hand, since ⇢+  e and 0 2 ⌦�c, it
holds that

Fc(⇢) 
�

⌫c⇡(⌦�c;⇢� · ⌫)  �

⌫c⇡(0;⇢� · ⌫) .

We conclude that Fc(⇢)  Uc since ⇢� � 0 and thus
1

⇡(0;⇢� · ⌫) =

X

!2⌦

Y

c2C

�

⌫c⇢
�
c

�!c 
X

!2⌦

Y

c2C

⌫!c
c =

1

⇡(0;⌫)
.

This proof also indicates that solutions ⇢ to (19) can be
found through fixed-point iteration of (25). Although we
cannot show that this iteration converges, numerically we
see this always is the case.

A.2 Proof of Theorem 3
Proof. Let us look at all the possible scenarios where

the back-off rate of class c is equal to ⇢c(�,⌫)
�⌫c = ⌫c 

⌫c. The idea is to show that for any set of throughputs
¯✓1(¯⌫), . . . , ¯✓C(¯⌫) such that ¯✓c(¯⌫) � ¯✓c+1(¯⌫) we will have
¯✓C(¯⌫)  �⇤

(⌫). If we show that, we will show that the
throughputs after saturation cannot be bigger than �⇤

(⌫)
which is an achievable throughput before saturation. Let us
fix ¯⌫ and drop it from the notation.

We use formulae from the proof of [21, Prop. 3]. In partic-
ular, consider a saturated network with C nodes and back-
off rates ¯⌫, and denote ac = P{Yc = 0|Yc�1 = 0} and  c =

P{Yc�1 = 0} with c = 2, . . . , C. Since ¯✓c = P{Yc�1 = 1}, we
have ¯✓c = (1� ac) c and ¯✓c = 1�  c+1

Consider now c = C, it holds that
¯✓C = (1� aC) C = (1� aC)(1� ¯✓C�1)  (1� aC)(1� ¯✓C),



which leads to

¯✓C  1� aC

2� aC
, aC  1� 2

¯✓C

1� ¯✓C
.

Since 1� aC = ⌫CaC , i.e., aC = 1/(1 + ⌫C), we get

¯✓C  ⌫C
1 + 2⌫C

 ⌫C
1 + 2⌫C

. (26)

Consider now any c = 2, . . . , C � 1. From [21, Eqn. (34)]
we have

1� ac = ⌫cacac+1, (27)

and hence,
¯✓c = (1� ac) c = (1� ac)(1� ¯✓c�1)  (1� ac)(1� ¯✓c),

which leads to

¯✓c  1� ac

2� ac
, ac  1� 2

¯✓c

1� ¯✓c
. (28)

From (27), we have ac = (1+ ⌫cac+1)
�1, which we can plug

into the inequality for the throughput to have

¯✓c+1  ¯✓c  1� ac

2� ac
=

⌫cac+1

1 + 2⌫cac+1

 (1� 2

¯✓c+1)⌫c

1� ¯✓c+1 + 2(1� 2

¯✓c+1)⌫c
.

This leads to a quadratic inequality implying

¯✓C  ✓c+1 
1�

q

1
4⌫c+1

2

 1

2

� 1

2

p
1 + 4⌫c

. (29)

It remains to deal with the case c = 1. For that, [21, Eqn.
(33)] gives us

¯✓2  ¯✓1 =

⌫1a2

1 + ⌫1a2
 ⌫1(1� 2

¯✓2)

1� ¯✓2 + ⌫1(1� 2

¯✓2)
,

from (28). The last inequality gives us ¯✓C  ¯✓2  ⌫1
1+2⌫1


⌫1

1+2⌫1
.

Combining the last inequality with (26) and (29), we see
¯✓C(¯⌫)  �⇤

(⌫) for every ¯⌫  ⌫.

A.3 Proof of Theorem 4
Proof. In the proof we will use the characterization in

(20)-(22) with ⌫c = ⌫ for c = 1, . . . , C.
We first show that the configurations different from (U, . . . , U),

(U, S, U . . . , U), and (S, S, U . . . , U) do not admit a feasible so-
lution.
• s such that sC = S. Consider the ratio between (22) and
(20). It holds that

1

⇢�1
=

�
QC

1 ⇢
+
d

(1� �
QC�1

1 ⇢+d (1 + ⇢+C))

(1� �⇢+1 (1 + ⇢+2 ))

�⇢+1

=

(1� �⇢+1 (1 + ⇢+2 ))
QC

2 ⇢
+
d

(1� �
QC�1

1 ⇢+d (1 + ⇢+C))
,

which yields a contradiction since
C
Y

2

⇢+d =

1� �
QC�1

1 ⇢+d (1 + ⇢+C)

⇢�1 (1� �⇢+1 (1 + ⇢+2 ))

�
1� �

QC�1
1 ⇢+d (1 + ⇢+C)

1� �⇢+1 (1 + ⇢+2 )
� 1.

• s such that sc = S for c = 3, . . . , C�1. Consider the ratio
between the equations in (21) for the c-th and the 2nd class.
Simple algebra yields

1

⇢�2
=

Qc
3 ⇢

+
d (1� Lc)(1� L1 � L2)(1� L2 � L3)

(1� L2)(1� Lc�1 � Lc)(1� Lc � Lc+1)
,

where Lc0 = �
Qc0

1 ⇢
+
d , and observe that Ld � Ld+1 for every

d = 1, . . . , C � 1. Hence,
c
Y

3

⇢+d =

1

⇢�2

(1� L2)(1� Lc�1 � Lc)(1� Lc � Lc+1)

(1� Lc)(1� L1 � L2)(1� L2 � L3)

� (1� Lc�1 � Lc)

(1� L2 � L3)
| {z }

C1

(1� L2)(1� Lc � Lc+1)

(1� Lc)(1� L1 � L2)
| {z }

C2

.

Observe now that C1 � 1 iff L2 + L3 � Lc�1 + Lc, which
holds since c � 3. Similarly C2 � 1 iff L1(1 � Lc) �
Lc+1(1 � L2) which holds since L1 � Lc+1 and L2 � Lc.
Therefore, this yields a contradiction since

Qc
3 ⇢

+
d  ⇢+c < 1.

• s such that s1 = S and s2 = U. Consider the ratio between
the equations in (20) and (21) for c = 2. It holds that

1

⇢�2
=

(1� �⇢+1 ⇢
+
2 (1 + ⇢+3 )

⇢+2 (1� �⇢+1 ⇢
+
2 )

,

which yields a contradiction since

⇢+2 = ⇢�2
(1� �⇢+1 ⇢

+
2 (1 + ⇢+3 )

(1� �⇢+1 ⇢
+
2 )

 1� �⇢+1 ⇢
+
2 � �⇢+1 ⇢

+
2 ⇢

+
3

1� �⇢+1 ⇢
+
2

< 1.

At this point, we prove that for each of the feasible states
there exists a solution ⇢ which corresponds to the one given
in the theorem.
• s = (U, . . . , U): Immediately from Lemma 1.
• s = (U, S, U, . . . , U): From Equation (21) for c = 2, we
obtain that

⌫ =

�⇢+2 (1� �⇢+2 )

(1� �� �⇢+2 )(1� 2�⇢+2 )
,

which yields

⇢+2 =

(3� 2�)⌫ + 1±
p

(1� 2�)2⌫2 + 2⌫ + 1

2(1 + 2�⌫)
= c±(�, ⌫).

It holds that c+(�, ⌫) � c�(�, ⌫) for every �, ⌫ � 0, that
both are strictly decreasing in �, and that

⇢+2 = c+(�, ⌫) = 1 () � =

1

2

+

1

2

r

1

1 + 4⌫
,

⇢+2 = c�(�, ⌫) = 1 () � =

1

2

� 1

2

r

1

1 + 4⌫
.

From Equations (20),(22), and (21) for c 6= 2, we obtain

⇢�1 =

�

⌫(1� �� �⇢+2 )
=

�

⌫(1� �� �c±(�, ⌫))
,

⇢�c =

�⇢+2 (1� �⇢+2 )

⌫(1� 2�⇢+2 )
2

=

�⇢+2 (1� �⇢+2 )(1� �� �⇢+2 )

⌫(1� 2�⇢+2 )
2
(1� �� �⇢+2 )

=

1� �� �c±(�, ⌫)

1� 2�c±(�, ⌫)
,

⇢�C =

�⇢+2
⌫(1� 2�⇢+2 )

=

�c(�, ⌫)

⌫(1� 2�c±(�, ⌫))
.



Consider c±(�, ⌫) = c+(�, ⌫), in order to have ⇢+2  1 it
requires that � > 1/2, however

⇢�1 =

2�(1 + 2⌫)

⌫((1� 2�)(1 + ⌫)�
p

1 + 2⌫ + (1� 2�)2⌫2)
< 0.

Hence, the only feasible solution is given by c±(�, ⌫) =

c�(�, ⌫).
• s = (S, S, U, . . . , U): From Equations (20) and (21) for
c = 2, we obtain that

⌫ =

�⇢+1
1� �⇢+1 � �⇢+1 ⇢

+
2

=

�⇢+1 ⇢
+
2 (1� �⇢+1 ⇢

+
2 )

(1� �⇢+1 � �⇢+1 ⇢
+
2 )(1� 2�⇢+1 ⇢

+
2 )

,

which yields

⇢+2 =

1 + ⌫

1 + 2⌫
, ⇢+1 =

⌫(1 + 2⌫)

�(1 + 4⌫ + 3⌫2)
=

⌫(1 + 2⌫)

�(1 + ⌫)(1 + 3⌫)
.

Hence, from (22) we have that

⇢�C =

�⇢+1 ⇢
+
2

⌫(1� 2�⇢+1 ⇢
+
2 )

=

⌫
1+3⌫

⌫(1� 2

⌫
1+3⌫ )

=

1

1 + ⌫
,

while from (21) for c = 3, . . . , C � 1, we obtain

⇢�c =

�⇢+1 ⇢
+
2 (1� �⇢+1 ⇢

+
2 )

⌫(1� 2�⇢+1 ⇢
+
2 )

2
=

⌫
1+3⌫ (1�

⌫
1+3⌫ )

⌫(1� 2

⌫
1+3⌫ )

2
=

1 + 2⌫

(1 + ⌫)2
.

The last step of the proof consists in showing that the
value of � uniquely identifies the load configuration, and
hence the solution ⇢ 2 R(�,⌫u

). Consider the unsaturated
configuration, we require � < 1/2 otherwise ⇢�1 < 0. Hence,
consider c 2 2, . . . , C � 1 and c0 2 {1, C},

⇢�c =

1

⌫

�(1� �)

(1� 2�)2
= ⇢�c0

1� �

1� 2�
� ⇢�c0 , 8� <

1

2

.

A solution in load configuration (U, . . . , U) exists if and only
if �  �(1) the load at which ⇢�c = 1 for c 2 2, . . . , C � 1.

Consider now the load configuration (S, S, U . . . , U), it holds
that ⇢+1 < 1 iff � > �(2). Moreover, for every � > �(2) it
holds that ⇢+2 < 1 and ⇢�c  1 for every c = 3, . . . , C.

Consider now the load configuration (U, S, U . . . , U), it is
sufficient to show that both for �  �(1) and for � > �(2),
the solution is unfeasible. In fact, since a solution needs
to exists even for � 2 (�(1),�(2)

] it necessarily is in load
configuration (U, S, U . . . , U). We can conclude since ⇢+2 < 1

iff � > �(1) and ⇢�1  1 iff �  �(2).

A.4 Proof of Theorem 6
Before showing this we need the following auxiliary result,

showing that each possible oversaturated load configuration
has a unique solution, whose admissibility depends on the
subset Sj such that ⌫ 2 Sj .

Proposition 6. For every load configuration s 2 S ⇥
{U, S}2 there exists a unique solution ⇢ for (19). If s =

(S, U, U) it holds that

⇢+1 =

⌫1
�(2⌫1 + 1)

, ⇢�2 =

⌫1 + ⌫21
⌫2

, ⇢�3 =

⌫1
⌫3

,

if s = (S, S, U) it holds that

⇢+1 =

⌫1 + ⌫21 + ⌫1⌫2
�(1 + ⌫1 + 2⌫2)(1 + ⌫1)

,

⇢+2 =

⌫2(1 + ⌫1)

⌫1(1 + ⌫1 + ⌫2)
, ⇢�3 =

⌫2
⌫3(1 + ⌫1)

,

if s = (S, U, S) it holds that

⇢+1 =

⌫1
�(1 + 2⌫1)

, ⇢�2 =

⌫1(1 + ⌫3)

⌫2
, ⇢+3 =

⌫3(1 + ⌫1)

⌫1(1 + ⌫3)
.

if s = (S, S, S) it holds that

⇢+1 =

⌫1(1 + ⌫3)

�(1 + ⌫1 + ⌫2 + ⌫3 + ⌫1⌫3)
,

⇢+2 =

⌫2
⌫1(1 + ⌫3)

, ⇢+3 =

⌫3(1 + ⌫1)

⌫2
.

Proof. Consider Equations (20)-(22) with C = 3 and
set ⇢�1 = 1. We separately look at the four oversaturation
possibilities.

• s = (S, U, U), i.e., ⇢+2 , ⇢
+
3 = 1,

(20) = (22) ) ⌫1 = ⌫3⇢
�
3 ) ⇢�3 =

⌫1
⌫3

.

(20) = (21) ) ⇢�2 =

⌫1 + ⌫21
⌫2

.

(21) ) �⇢+1 =

⌫1
2⌫1 + 1

.

• s = (S, S, U), i.e., ⇢�2 , ⇢
+
3 = 1,

(21) = (22) ) ⌫2 = ⌫3⇢
�
3 + ⌫1⌫3⇢

�
3 ) ⇢�3 =

⌫2
⌫3(1 + ⌫1)

.

(21)/(20) ) ⇢+2 =

⌫2

⌫1 + ⌫1⌫3⇢
�
3

=

⌫2(1 + ⌫1)

⌫1 + ⌫21 + ⌫1⌫2
.

(21) ) ⇢+1 =

⌫1 + ⌫21 + ⌫1⌫2
�(1 + ⌫1 + 2⌫2)(1 + ⌫1)

.

• s = (S, U, S), i.e., ⇢+2 , ⇢
�
3 = 1,

(20) = (21) ) ⌫1 + ⌫1⌫3 = ⌫2⇢
�
2 ) ⇢�2 =

⌫1(1 + ⌫3)

⌫2
.

(22)/(20) ) ⇢+3 =

⌫3(1 + ⌫1)

⌫1(1 + ⌫3)
.

(20) ) �⇢+1 =

⌫1
1 + 2⌫1

.

• s = (S, S, S), i.e., ⇢�2 , ⇢
�
3 = 1,

(22)/(21) ) ⇢+3 =

⌫3 + ⌫1⌫3
⌫2

.

(21)/(20) ) ⇢+2 =

⌫2
⌫1 + ⌫1⌫3

.

(20) ) ⇢+1 =

⌫1 + ⌫1⌫3
�(1 + ⌫1 + ⌫2 + ⌫3 + ⌫1⌫3)

.

We now present the proof of Theorem 6
Proof. It is a simple exercise to show that the sets S1,

S2, S3 and S4 form a partition of R3
+. Now, observe that

these solutions are feasible if and only if ⇢+c < 1 and ⇢�c  1

for c = 1, 2, 3. However, since � � 0, it holds that ⇢+1 < 1.
Hence, so as for the solution with s = (S, U, U) to be feasible,
we require

⌫1 + ⌫21
⌫2

 1,
⌫1
⌫3

 1,

which corresponds to ⌫ 2 S1. Similarly, we can show that
the solutions with s = (S, S, U), s = (S, U, S), and s =

(S, S, S), are feasible if and only if ⌫ 2 S2, ⌫ 2 S3, and
⌫ 2 S4 respectively.
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ABSTRACT
Random-access algorithms such as the CSMA protocol pro-
vide a popular mechanism for distributed medium access
control in wireless networks. In saturated-bu↵er scenar-
ios the joint activity process in such random-access net-
works has a product-form stationary distribution which pro-
vides useful throughput estimates for persistent tra�c flows.
However, these results do not capture the relevant perfor-
mance metrics in unsaturated-bu↵er scenarios, which in par-
ticular arise in an IoT context with highly intermittent traf-
fic sources. Mean-field analysis has emerged as a powerful
approach to obtain tractable performance estimates in such
situations, and is not only mathematically convenient, but
also relevant as wireless networks grow larger and denser
with the emergence of IoT applications. A crucial require-
ment for the classical mean-field framework to apply how-
ever is that the node population can be partitioned into
a finite number of classes of statistically indistinguishable
nodes. The latter condition is a severe restriction since
nodes typically have di↵erent locations and hence experi-
ence di↵erent interference constraints.

Motivated by the above observations, we develop in the
present paper a novel mean-field methodology which does
not rely on any exchangeability property. Since the spatio-
temporal evolution of the network can no longer be described
through a finite-dimensional population process, we adopt
a measure-valued state description, and prove that the lat-
ter converges to a deterministic limit as the network grows
large and dense. The limit process is characterized in terms
of a system of partial-di↵erential equations, which exhibit
a striking local-global-interaction and time scale separation
property. Specifically, the queueing dynamics at any given
node are only a↵ected by the global network state through
a single parsimonious quantity. The latter quantity corre-
sponds to the fraction of time that no activity occurs within
the interference range of that particular node in case of a
certain static spatial activation measure. Extensive sim-
ulation experiments demonstrate that the solution of the
partial-di↵erential equations yields remarkably accurate ap-
proximations for the queue length distributions and delay
metrics, even when the number of nodes is fairly moderate.
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1. INTRODUCTION
The use of wireless communications has experienced tremen-

dous growth over the last two decades, which is widely pre-
dicted to continue in the next several years. Increasingly,
the growth will manifest itself in terms of a larger number
and denser population of nodes, driven by a proliferation
of low-cost sensors and machine-type devices, commonly re-
ferred to as the Internet-of-Things (IoT). Forecasts indicate
that the number of IoT nodes will reach into the tens of bil-
lions by 2020, and outgrow the number of human-operated
devices by an order-of-magnitude [1, 2].

With such a massive number of nodes, each of which indi-
vidually may only be sporadically active, any form of ded-
icated spectrum allocation or scheduled medium access is
impractical. Instead these large-scale networks will typi-
cally rely on the individual nodes to dynamically share the
medium in a distributed fashion.

A popular mechanism for distributed medium access con-
trol is provided by the Carrier-Sense Multiple-Access (CSMA)
protocol. While the CSMA protocol is fairly easy to un-
derstand at a local level, the interaction among interfering
nodes gives rise to quite intricate behavior on a macroscopic
scale. As it turns out though, in saturated-bu↵er scenarios
(so nodes always have packets to transmit), the joint activity
process of the various nodes has a product-form stationary
distribution [22]. Observe that an equivalent scenario arises
when generated packets are either immediately transmitted
if no interfering node is already active or simply dropped
otherwise, reflecting a broader equivalence with loss mod-
els. Hence in these cases a similar product-form distribution
applies, which in fact extends to settings where activations
may occur in a continuum of locations [19].

The stationary distribution of the joint activity process
in saturated-bu↵er scenarios provides useful throughput es-
timates for persistent tra�c flows [9, 24, 29]. However,
these results do not capture the relevant performance met-
rics in unsaturated-bu↵er scenarios, which in particular arise
in an IoT context with highly intermittent tra�c sources.
In such situations, bu↵ers will frequently be empty, and
nodes will refrain from competition for the medium dur-
ing these periods. The two-way interaction between the
activity states and the bu↵er contents produces extremely
complex behavior. In particular, the queueing dynamics en-



tail high-dimensional stochastic processes with infinite state
spaces, and the stationary distribution does not appear to
be tractable in general. In fact, even the basic through-
put characteristics and stability conditions have remained
largely elusive so far [11, 23, 27].

Mean-field analysis has emerged as a powerful approach
to obtain tractable performance estimates in random-access
networks. Mean-field concepts were already leveraged to
derive throughput estimates in saturated-bu↵er scenarios
in the seminal paper [4], with further results in [16, 18].
Mean-field techniques have also proved useful in examin-
ing stability issues [10] and obtaining expressions for queue
length distributions and delay metrics in unsaturated-bu↵er
scenarios [12, 13, 14]. Besides mathematically convenient,
the mean-field regime is also highly relevant in view of the
increasingly large number of nodes and dense deployments
with the emergence of IoT applications mentioned earlier.

A crucial requirement for the classical mean-field frame-
work to apply however is that the node population can be
partitioned into a finite number of classes of statistically
indistinguishable nodes. The latter condition is a severe re-
striction since nodes typically have di↵erent locations, and
hence are subject to di↵erent interference constraints. A
natural approach to tackle such situations is to group nodes
with nearby locations into geographical classes [15, 26], but
this aggregation involves a further level of approximation.
While the accuracy of such an approximation may be ex-
pected to improve with a finer spatial granularity, the re-
sulting increase in the number of classes adds to the com-
putational complexity of obtaining the mean-field solution,
and the reduction in the number of nodes per class runs
counter to the mean-field regime.

Motivated by the above observations, we develop in the
present paper a novel mean-field methodology which does
not rely on any exchangeability property. Specifically, we
assume that the number of nodes within a given space grows
large while the interference range remains fixed. Thus the
network becomes dense, in the sense that the number of in-
terferers for most nodes also grows large, but we allow each
node to have its own location, and do not require any two
nodes to be similar. Because of the lack of exchangeability,
the spatio-temporal evolution of the network can no longer
be described through a finite-dimensional population pro-
cess. Hence we adopt a measure-valued state description,
and prove that the latter converges to a deterministic limit
as the network grows dense, which is characterized in terms
of a system of partial-di↵erential equations.

The key proof concept is to partition the space into re-
gions, and cluster the nodes within the same region into
geographical classes as described above. We then assume
that the interference relations among nodes are determined
by their class membership, so that the nodes within each
class become statistically indistinguishable. The accuracy
of the interference constraints in the cluster model should
improve as the number of regions grows large and the spatial
granularity gets finer. At the same time, for a given number
of regions, the behavior of the cluster model should con-
verge to the mean-field limit for a finite number of classes
as described in terms of a system of ordinary di↵erential
equations [14]. We show that if both the number of re-
gions and the number of nodes per region grow suitably
large, then the deviation in the evolution between the clus-
ter model and the original network is asymptotically negli-

gible. In turn, the solution to the above-mentioned ordinary
di↵erential equations approaches that of a system of partial-
di↵erential equations as the number of regions grows large.

The partial-di↵erential equations exhibit a striking local-
global-interaction and time scale separation property. Specif-
ically, the queueing dynamics at any given node are only
a↵ected by the global network state through a single par-
simonious quantity. The latter quantity corresponds to the
fraction of time that no activity occurs within the interfer-
ence range of that particular node in case of a certain static
spatial activation measure. These time fractions thus encap-
sulate the global network impact and inherit the product-
form like stationary distribution for settings where activa-
tions occur in a continuum of locations.

We will present extensive simulation experiments to demon-
strate that the solution of the partial-di↵erential equations
yields remarkably accurate approximations for the queue
length distributions and delay metrics, even when the num-
ber of nodes is relatively moderate. It is worth observing
that the latter solution can be e�ciently obtained using nu-
merical schemes whose computational complexity depends
on the network topology and target level of accuracy but
does not grow with the number of nodes at all.

The remainder of the paper is organized as follows. In Sec-
tion 2 we present a detailed model description. We provide
an overview of the main results of the paper in Section 3,
and outline the high-level proof constructs in Section 4. The
detailed proof arguments are developed in Sections 5 and 6.
In Section 7 we present the numerical experiments that we
have conducted to illustrate how the mean-field results can
be applied to obtain performance estimates.

2. NETWORK MODEL AND DYNAMICS
Consider N nodes sharing a wireless medium located in a

compact separable metric space (S, d) (for example S ⇢ R2

and with d being the usual Euclidean metric) with Borel sets

B. Node n is located in position s
(N)
n 2 S and the collective

spatial configuration of the nodes is given by the empirical
measure P (N),

P (N)(B) =
1
N

N
X

n=1

{s(N)
n 2 B}, B 2 B.

Here and throughout the paper the superscript (N) refers
to the N -th system in a sequence of systems that we will
consider with an increasing number of nodes.

The interference relations are described by the distance
function d(·, ·), i.e., nodes n, n0 interfere with each other if

and only if d(s(N)
n , s

(N)
n0 ) < r, where r > 0 may be interpreted

as a generalized reuse distance. Denote by ⌦(N) 2 {0, 1}N
the set of feasible activity states, where an activity state !

is feasible if d(s(N)
n , s

(N)
n0 ) � r for every n, n0 2 {1, . . . , N}

such that !n = !n0 = 1. Let R > 0 denote the maximum
number of nodes simultaneously active.

Each node has a bu↵er with a finite capacity M , and
packets arrive to the various nodes according to indepen-
dent Poisson processes of rate �/N . Packets arriving to
an already full bu↵er are lost. When a node accesses the
medium, it transmits a single packet from its bu↵er which
takes an exponentially distributed time with mean 1/µ. In
between two consecutive transmissions, a node must obey
an exponentially distributed back-o↵ period with parame-



ter ⌫/N . The back-o↵ period begins as soon as a node is
not transmitting and has a packet in its bu↵er. A node
suspends its back-o↵ period when it senses activity of an
interfering node, and the back-o↵ period is resumed as soon
as the medium is sensed free again. When a node completes
its back-o↵ period, a transmission starts.

The system behavior may be represented by the queue
length process Q(N)(t) = (Q(N)

1 (t), . . . , Q(N)
N (t)) and the ac-

tivity process A(N)(t), where Q
(N)
n (t) 2 {0, . . . ,M} denotes

the number of packets in the bu↵er of node n at time t, and
A(N)(t) 2 ⌦(N) indicates which nodes are transmitting at
time t. The process

�

Q(N)(t),A(N)(t)
�

is Markovian and its
transition rates are given by

r(N)�(q,!), (q0,!0)
�

=

8

>

>

>

<

>

>

>

:

�
N
, q0 = q + en, !

0 = !,
⌫
N
, q0 = q � en, !

0 = ! + en,

µ, q0 = q, !0 = ! � en,

0, otherwise,

where (q,!), (q0,!0) 2 {0, . . . ,M}N ⇥ ⌦(N).

Measure-valued Markov state description.

The dimension of the queue length vector and activity
state vector in the above Markovian representation grows
without bound when we consider a sequence of systems
with an increasing number of nodes. In contrast to the
usual mean-field set-up, we cannot use an equivalent finite-
dimensional population process since all the nodes may have
di↵erent locations. Hence we will adopt a Measure-Valued
Markov Process (MVMP) description, see for instance [20],
defined on the metric space (S, d) introduced above. Specif-
ically, in the N -th network, for each m = 0, . . . ,M , we ob-
tain a subprobability measure V

(N)
m on the Borel sets of S

by defining

V (N)
m (B, t) :=

1
N

X

n:s
(N)
n 2B

{Q(N)
n (t) = m} 2 M(S) =: M,

representing the fraction of nodes which are located in the
set B and have m packets in their bu↵er at time t. Note
that by construction

M
X

m=0

V (N)
m (B, t) = P (N)(B), 8t � 0.

Thus the state of all the queues is determined by the (M+1)-
dimensional vector of measures

V (N)(·, t) :=
⇣

V
(N)
0 (·, t), · · · ,V (N)

M (·, t)
⌘

2 MM+1.

We include a location-oriented representation of the ac-
tivity process Y (N)(t), where

Y (N)(t) = {s(N)
n : A(N)

n (t) = 1}, (1)

describes the locations of the nodes which are active at time
t. Thus we obtain the state of the network as

⇣

V (N)(t),Y(N)(t)
⌘

2 MM+1 ⇥⌥d,

where ⌥d =
SR

k=0 ⌥
(k)
d and z = (z1, . . . , zk) 2 ⌥(k)

d if and
only if d(zn, zn0) > r for every n, n0 = 1, . . . , k.

Preliminary results for fixed spatial activation measure.

For later purposes, it is convenient to also consider a re-
lated scenario where activations may occur at a continuum
of locations. Specifically, activations occur at a location in
B 2 B at fixed rate ⌫⌘(B), where the spatial activation
measure ⌘ 2 M is absolutely continuous with respect to the
Lebesgue measure, and activity persists for an exponentially
distributed time with mean 1/µ.

The activity process (Y (t))t�0 takes values in ⌥d. The
stationary distribution of (Y (t))t�0 is obtained in [19], and

may be expressed for any B ✓ ⌥(k)
d as

⇡̂(B; ⌘) =
Zk(B; ⌘)
PR

l=0 Zl(⌘)
(2)

with

Zk(B; ⌘) =
�k

k!

Z

z2B

k
Y

i=1

d⌘(zi), (3)

Zl(⌘) = Zl(⌥
(l)
d ; ⌘) =

�l

l!

Z

z2⌥
(l)
d

l
Y

i=1

d⌘(zi), (4)

with � = ⌫/µ.

3. MAIN RESULTS
In this section we provide an overview and interpretation

of the main results of the paper. As mentioned earlier, we
consider a sequence of systems indexed by the number of
nodes N , and are interested in the asymptotic regime as
N ! 1. We assume that the empirical measure of the node
locations P (N) weakly converges to P (denoted by P (N) )
P ), meaning that

lim
N!1

Z

S
g(z)dP (N)(z) =

Z

S
g(z)dP (z), 8g 2 Cb(S), (5)

where Cb(S) denotes the space of bounded continuous func-
tions on S [5, Thm. 2.1]. We further suppose that P 2
P = {µ 2 M : µ(S) = 1} is absolutely continuous with
respect to the Lebesgue measure and density bounded away
from 0 and 1. This yields that P (N)(A) ! P (A) for every
A 2 R ✓ B, with R being the algebra generated by the
P -continuity sets (which includes the open rectangles). Ob-
serve that a finite and countably additive map defined on R
has a unique extension to a measure on B since �(R) = B.

In the limit, we therefore assume a true continuum of node
locations and no significant accumulation of nodes in any
location. Thus we allow each node to have its own location,
and do not require any two nodes to be identical. This
significantly expands the scope beyond the classical mean-
field framework which crucially relies on the assumption that
the node population can be partitioned into a finite number
of classes.

The following theorem states that the process V (N)(t)
weakly converges, according to the Skorohod topology that
will be specified later, to a limiting process V (t) as N ! 1.

Theorem 1. Assume that V (N)(0) ) V 1 2 MM+1
and

that P (N) ) P 2 P. Then the sequence of processes

⇣

V (N)(Nt)
⌘

N>0
✓ DMM+1 [0, T ]

weakly converges to

V (t) 2 CMM+1 [0, T ]



defined in (6) below.

The limiting process is fully determined by V 1 2 MM+1,
the measure describing the initial bu↵er contents of the
nodes, and P 2 P, the limiting distribution of the node
locations. In particular,

V 1
m (A) =

Z

A

ṽ1m (z)dP (z), V m(t, A) =

Z

A

ṽm(z, t)dP (z),

(6)

for every A 2 R. The density ṽ(z, t), whose dependence on
P is suppressed in the notation, is a solution of the following
initial-value problem for t 2 [0, T ] and z 2 S,

@

@t
ṽ(z, t) = H̃(ṽ(t), z), ṽ(0, z) = ṽ1(z), (7)

where H̃(·, ·) = (H̃0(·, ·), . . . , H̃M (·, ·)) is defined by

H̃0(ṽ, z) =� �ṽ0(z) + ⌫ṽ1(z)⇡(ṽ0, z),

H̃M (ṽ, z) =�ṽM�1(z)� ⌫ṽM (z)⇡(ṽ0, z),

H̃m(ṽ, z) =�
�

ṽm�1(z)� ṽm(z)
�

� ⌫
�

ṽm(z)� ṽm+1(z)
�

⇡(ṽ0, z),

for m = 1, . . . ,M � 1, and

⇡(ṽ0, z) :=
R
X

k=0

⇡̂
�

(S \Bz)
k \⌥(k)

d ;P � V >0), (8)

where Bz := {z0 2 S : d(z, z0)  r} 2 R is the interference
region of location z, ⇡̂(·; ·) is defined in (2), and

P � V >0(A) =

Z

A

(1� ṽ0(z))dP (z), A 2 R.

In Section 6, we will state and prove Theorem 7 estab-
lishing that a solution of (7) exists and is unique over every
bounded interval.
The first term in H̃m(ṽ, z) corresponds to the change in

ṽm(z) due to packet arrivals at a node located in z, while the
second term captures the change due to the completion of
a back-o↵ period and the subsequent departure of a packet
from the bu↵er. Observe that ⇡(ṽ0, z) can be interpreted
as the stationary fraction of time no activity occurs within
distance r from location z when the spatial activation rate
is given by the measure P � V >0, see (2). This reflects
that the activity process evolves on a much faster time scale
than the rescaled queue length process, and behaves as if the
spatial activation rates are fixed. Specifically, as N ! 1,
the activity process converges to its stationary distribution
before the population process changes, and thus influences
V (N)(t) only via ⇡(ṽ0).

3.1 Performance metrics
We now explain how to leverage V (t) to estimate key

performance metrics of the system. For any node, we derive
approximations for the limiting queue length distribution,
average packet delay, and loss rate, which are based on the
analysis of V (t). Specifically, define

ṽ⇤m(z) = lim
T!1

1
T

Z T

0

ṽm(z, t)dt.

Queue length. The empirical queue length distribution of a
node n located in z 2 S is given by

Q̂(N)
n,m(T ) =

1
T

Z T

0

{Q(N)
n (t) = m}dt,

and Q̂
(N)
n,m := limT!1 Q̂

(N)
n,m(T ). It is natural to use ṽ⇤m(z)

as an approximation for Q̂(N)
n,m for large N . The simulations

presented in Section 7 demonstrate that this approximation
is highly accurate even for moderate values of N .

Loss rate. Since the arrival process is Poisson, the proba-
bility that a packet arrives to an already full bu↵er corre-
sponds to the stationary probability there are M packets
in the bu↵er. Denote by B̂

(N)
n (T ) the empirical fraction

of lost packets for a node n located in z 2 S by time T

and B̂
(N)
n := limT!1 B̂

(N)
n (T ). Then, it is natural to ap-

proximate B̂
(N)
n by means of ṽ⇤M (z), the approximation we

provided above for Q̂(N)
n,M .

Packet delay. Denote by ŵn,j the time spent in the bu↵er
by the j-th packet transmitted by node n located in z 2 S
and consider

Ŵ (N)
n (T ) =

1

T
(N)
n (T )

T
(N)
n (T )
X

j=1

ŵn,j ,

and Ŵ
(N)
n := limT!1

Ŵ
(N)
n (T )
N

, where T
(N)
n (T ) is the num-

ber of packets transmitted by node n by time T . By means
of the queue length distribution discussed above and Little’s
law, it is natural to use

w⇤(z) :=

PM
m=1 mṽ⇤m(z)

�(1� ṽ⇤M (z))
,

as approximation for the average normalized packet delay
Ŵ

(N)
n for large N .

4. PROOF OUTLINE
In this section we outline the proof of Theorem 1. In Sec-

tion 4.1 we introduce the cluster model, an auxiliary network
which will play a crucial role in the proof as we then proceed
to explain in Section 4.2.

4.1 Model for the cluster approximation
A key role in the proof is played by the sequence of aux-

iliary cluster models that are constructed upon the original
model. In the auxiliary model with C clusters, the nodes
are aggregated and the individual location of each node is
substituted by the cluster of belonging. Hence, nodes in
the same cluster become indistinguishable and the cluster
model can be tackled via existing mean-field results [14] as
the number of nodes grows large.

We now describe how the cluster model is constructed.
The space S is partitioned in C areas (clusters), S = tC

c=1SC
c ,

where SC
c 2 R for every c 2 C = {1, . . . , C}. Denote

S(C) = {SC
1 , . . . ,SC

C }. The number of nodes in each cluster
is determined by

N (N,C)
c =

N
X

n=1

{s(N)
n 2 SC

c } = NP (N)(SC
c ), c 2 C.



Figure 1: Comparison of interference ranges for the

original network with Euclidean distance (red), clus-

ter model with C = 20 (blue), and with C = 40
(green).

In the cluster model, nodes in the same cluster are indis-
tinguishable. These nodes inherit the statistical features of
their copies in the original model and, in addition, they all
interfere with the same set of nodes which depends only on
the cluster they belong to. The partition chosen determines
the interference relation. Nodes n, n0 interfere in the cluster
model if d(C)(n, n0) < r, where

d(C)(n, n0) = inf
z2SC

c(n)
,z02SC

c(n0)

d(z, z0),

and c(n) 2 {1, . . . , C} denotes the cluster that node n be-
longs to.

Observe that if nodes n, n0 2 {1, . . . , N} interfere in the
original model, then they necessarily interfere in the cluster
model as well, but the converse is not always the case. In
Figure 1 we depict the interference ranges of the original
and of two nested cluster models with C = 20, 40. Denote
the diameter of S(C) by

�(C) = max
c2C

sup
z,z02SC

c

d(z, z0).

We impose that �(C) # 0 as C grows large. Note that the
cluster model provides a good approximation of the original
spatial model as the diameter of the clustering decreases.
The idea is akin to the approximation of an integral by step
functions - here we approximate one process determined by
an interference graph by one which is almost the same but
has a class structure.

The dynamics of the network in terms of arrivals, back-
o↵s, and transmissions are identical to those in the original
model described in Section 2. We stress once again that
what changes is only the interference graph, in the sense
that the set of feasible activity states ⌦(N,C) for the cluster
model is a subset of ⌦(N). The cluster model is described by
the queue length process Q(N,C)(t) and the activity process

A(N,C)(t), where Q
(N,C)
n (t) denotes the number of packets

in the bu↵er of node n at time t in the cluster model, and
A(N,C)(t) 2 ⌦(N,C) indicates which nodes are transmitting
at time t. Note that due to the cluster interference graph
construction, at most one node per cluster can be active.

We now impose some more constraints on S(C). We as-
sume that the limiting initial condition V 1 is piecewise
constant on unions of rectangles or any other convenient
class of sets and that the cluster partition is chosen accord-
ingly. Specifically, there exists c0 < 1 and a partition of
S = tc0

c=1Sc0
c where Sc0

c 2 R for every c = {1, . . . , c0} such

Figure 2: Square diagram describing the road map

of the proof.

that for every A 2 R it holds that

V 1(A) =
c0
X

c=1

P (A \ Sc0
c )V 1,c, V 1,c 2 MM+1.

Denote S(c0) = {Sc0
1 , . . . ,Sc0

C }. Now, since the clustering is
arbitrary, we assume that C � c0 and that for every SC

c 2 C
there exists c0 such that SC

c ✓ Sc0
c0 . Hence, the initial bu↵er

content of nodes within the same cluster is sampled from the
same distribution, and these nodes are thus exchangeable in
the cluster model. We define the population measure within
each cluster X(N,C)

c (t) =
�

X
(N,C)
c,0 (t), . . . , X(N,C)

c,M (t)
�

, where
for every c 2 C and m = 0, . . . ,M , we have that

X(N,C)
c,m (t) =

1
N

X

n:s
(N)
n 2SC

c

{Q(N,C)
n (t) = m}. (9)

The population MVMP for the cluster model X(N,C)(t) 2
DMM+1 [0, T ], is thus described by a weighted sum of the
population measures within each cluster

X(N,C)(B, t) =
C
X

c=1

P (N)(SC
c \B)X(N,C)

c (t), . (10)

for every B 2 B.

4.2 Road map of the proof
The machinery we use to prove Theorem 1 is based on

the diagram in Figure 2. Specifically, we aim to prove the
convergence described by the arrow at the top. As we men-
tioned earlier, we rely on the auxiliary cluster model. For
the cluster model, via existing mean-field results, the con-
vergence described by the arrow at the bottom can be shown
for every fixed C. The idea is then to show that both in the
prelimit (left part of the diagram) and in the limit (right),
the cluster model gets closer to the original counterpart as
the number of clusters C grows large. Denote by

V̄
(N)

(t) = V (N)(Nt), X̄
(N,C)

(t) = X(N,C)(Nt),

the scaled versions of the MVMPs. The theoretical founda-
tion needed to prove Theorem 1 is provided by Billingsley
[5, Thm. 4.2], which is reproduced here for completeness.

Theorem 2. [5, Thm. 4.2] Given the following condi-

tions:

1. For every ✏ > 0, it holds that

lim
C!1

lim sup
N!1

P
n

⇢SK

�

V̄
(N)

, X̄
(N,C)� � ✏

o

= 0;

2. For every C > 0, it holds that X̄
(N,C)

(·) ) X(C)(·)
as N ! 1;



3. It holds that X(C)(·) ) V (·) as C ! 1;

then it holds that V̄
(N)

(·) ) V (·).

Hence, we can use [5, Thm. 4.2] to prove Theorem 1 if we
can establish that the three conditions listed above hold.
Before discussing these conditions more in detail, we need
to pause and introduce the necessary technical apparatus.

The space M and the Prokhorov metric. Since S
is compact, the space under the metric d is complete, see
[25, Prop. 15, p. 164], and therefore (S, d) is a Radon
space, i.e., all Borel measures are inner regular and thus all
subprobability measures are Radon measures. We equip the
space of subprobability measuresM with the weak topology,
denoted by W, as defined in (5). It is well-known that this
space is metrizable, with the Prokhorov metric

⇧P (P,Q) := inf
�

" > 0 :P (A)  Q(A") + ", (11)

Q(A)  P (A") + ", 8A 2 B
 

,

where A" := {x 2 S : d (x,A) < "} is the set A expanded
by ". It is also separable and complete since the underly-
ing space (S, d) is complete, see for instance [28] and thus a
Polish space. Finally, since the space S is compact, any se-
quence of measures µN 2 M is (uniformly) tight and there-
fore has a weakly convergent subsequence, so that M is
compact in the weak topology as it is sequentially compact,
see [8, Thm. 8.6.2] and preceding discussion. To conclude
we obtain a metric on MM+1 by defining

⇧M+1
P (P,Q) :=

M
X

m=0

⇧P (Pm, Qm) , P,Q 2 MM+1,

which is thus a compact space as it is the product of M +1
compact spaces, and moreover both separable and complete.

The space DMM+1 [0, T ] and the Skorohod metric. The
stochastic process V (N)(·, t) generates random elements de-
fined on a common probability space (⌦,F ,P) and takes
values in DMM+1 [0, T ] which is equipped with the usual
Borel �-algebra generated under the J1 Skorohod topology.
The Skorohod distance between two paths V (·),V 0(·) 2
DMM+1 [0, T ] is denoted by ⇢SK

�

V ,V 0�. Since MM+1 is
both separable and complete, it follows as in [6, Thm. 12.2],
that DMM+1 [0, T ] itself is both separable and complete.

Total Variation Metric. In place of the Prokhorov metric,
it will be more convenient to work with the following metric
(TV),

⇧TV

�

P,Q
�

:= sup {|P (A)�Q(A)| : A 2 B} , P,Q 2 M,

which is a variant of the total variation metric. For P,Q 2
MM+1 the TV metric is obtained via the componentwise
sum and denoted by ⇧M+1

TV

�

P,Q
�

. Following a result of
Huber [21, p. 34], we have that for every P,Q 2 M,

⇧P

�

P,Q
�

 ⇧TV

�

P,Q
�

. (12)

This follows from the definition (11) of the Prokhorov met-
ric, if we replace A" with A, then the inequality becomes
|P (A) � Q(A)|  ". But since A ⇢ A", ⇧TV

�

P,Q
�

 "

implies ⇧P

�

P,Q
�

 ". It immediately yields that

⇧M+1
P

�

P,Q
�

 ⇧M+1
TV

�

P,Q
�

, 8P,Q 2 MM+1.

It is not di�cult to verify that the TV metric is measurable
with respect to the weak topology.

We are now ready to describe the idea behind the proof of
the conditions of Theorem 2.

4.2.1 The cluster model is an accurate approximation

in the prelimit

To show that the first condition in [5, Theorem 4.2] holds,
we prove that as N grows large, with arbitrarily high proba-
bility the original model and the cluster model will be close
at any finite time as C grows large as well.

The proof leverages a coupling argument. We let the two
processes evolve on the same probability space, and we an-
alyze the random stopping time

T (N,C)
✏ := inf{t : ⇧M+1

TV

�

V (N)(t),X(N,C)(t)
�

� ✏}. (13)

The following theorem will be thoroughly discussed in Sec-
tion 5.

Theorem 3. For every ⌧ > 0, there exists C(⌧, ✏) > 0
such that for every C > C(⌧, ✏), it holds that

lim
N!1

P{T (N,C)
✏ < N⌧} = 0, 8✏ > 0. (14)

Since ⇧M+1
TV

�

V ,V 0� � ⇧M+1
P

�

V ,V 0�, due to (14) with
⌧ = T we have that

lim
C!1

lim sup
N!1

P
n

sup
t2[0,T ]

⇧M+1
P

�

V (N)(Nt),X(N,C)(Nt)
�

� ✏
o

= 0.

Now, since the sup distance is larger than the ⇢SK distance,
we obtain condition (1) in Theorem 2.

4.2.2 Mean-field result for the cluster model

Consider the cluster model X(N,C)(t) for given C > c0.
By construction, the nodes belonging to the same cluster are
now indistinguishable. The mean-field result for the cluster
model is a consequence of the mean-field result for class-
based networks in [14, Thm. 1], where a suitably scaled
version of the process (9) with a discrete number of clusters

is shown to weakly converge to {X(C)
c,m(t)}c2C,m=0,...,M , the

solution of an initial-value problem.
To draw a parallel with Theorem 1 and better convey the

relation between of the limiting processes of the original and
the cluster model, we define the following piecewise constant
density function

x̃(C)
m (z, t) =

C
X

c=1

{z 2 SC
c }X(C)

c,m(t), t � 0,

and the associated measure

X(C)
m (A, t) =

Z

A

x̃(C)
m (z, t)dP (z), B 2 B. (15)

The results in [14] can be leveraged to prove that

X(N,C)(A,Nt) ! X(C)(A, t), A 2 R, (16)

with X(N,C)(·, ·) defined in (10) and X(C)(·, ·) determined
by the density x̃(C)(z, t) which we now characterize.

In [14] the process X
(C)
c,m(t) is proved to be the solution

of a deterministic initial-value problem. Similarly, the den-
sity x̃(C)(z, t), whose dependence on P is suppressed in the



notation, is given by the solution of a related initial-value
problem. Specifically, for t 2 [0, T ] and z 2 S,

@

@t
x̃(C)(z, t) = H̃

(C)
(x̃(t), z), x̃(C)(0, z) = x̃(C),1(z),

(17)

where H̃
(C)

(·, ·) = (H̃(C)
0 (·, ·), . . . , H̃(C)

M (·, ·)) is defined by

H̃
(C)
0 (x̃, z) =� �x̃0(z) + ⌫x̃1(z)⇡

(C)(x̃0, z),

H̃
(C)
M (x̃, z) =�x̃M�1(z)� ⌫x̃M (z)⇡(C)(x̃0, z),

H̃(C)
m (x̃, z) =�(x̃m�1(z)� x̃m(z))

� ⌫(x̃m(z)� x̃m+1(z))⇡
(C)(x̃0, z),

for m = 1, . . . ,M � 1. Note that the term ⇡(C)(x̃0, z) corre-
sponds to the stationary fraction of time no activity occurs
within distance r (according to distance d(C)) from location
z when the density of nodes with no packets in the bu↵er is
given by x̃0 and is thus the counterpart of ⇡(ṽ0, z) for the
cluster model. In particular,

⇡(C)(x̃0, z) :=

PR�1
k=0 Zk

�

(S \B(C)
z )k \⌥(k)

d(C) ;P �X(C)
>0 )

PR
k=0 Zk

�

⌥(k)

d(C) ;P �X(C)
>0 )

,

(18)

where B
(C)
z := {z0 2 S : d(C)(z, z0)  r} 2 R is the interfer-

ence region of location z in the cluster model,

P �X(C)
>0 (A) =

Z

A

(1� x̃0(z))dP (z), A 2 R,

and ⌥(k)

d(C) is the counterpart of ⌥(k)
d for the cluster model.

Theorem 4. Assume that X(N,C)(0) ) X(C),1 2 MM+1

and that P (N) ) P 2 P. Then the sequence of processes

⇣

X(N,C)(Nt)
⌘

N>0
✓ DMM+1 [0, T ]

weakly converges to

X(C)(t) 2 CMM+1 [0, T ]

defined in (15).

Note that, by construction the initial conditions of [14,
Thm. 1] are upheld, see discussion in Section 4.1. Thus,
Theorem 4 immediately follows and X(C)(t) in (15) is well-
defined. This result is su�cient to prove condition (2) in
Theorem 2.

4.2.3 The cluster model is an accurate approximation

in the limit

Theorems 1 and 4 provide expressions for the limiting
process of the original model and of the cluster model with
a finite number of clusters. In order to show that condition
(3) in Theorem 2 is satisfied, we need to show that as C

grows large it holds that X(C)(t) ) V (t).
Note that both X(C)(t) and V (t) are deterministic and

continuous in [0, T ]. Hence, the Skorohod metric coincides
with the uniform topology and we will prove the following
stronger result, whose proof is discussed in Section 6.

Theorem 5. For every ✏, T > 0, there exists C(✏, T ) such
that

sup
t2[0,T ]

⇧M+1
L1

�

X(C)(t),V (t)
�

< ✏, 8 C > C(✏, T ), (19)

where ⇧M+1
L1

(·, ·) denotes the L1-distance for the vector of

subprobabilities MM+1
with components absolutely continu-

ous with respect to P 2 P.

Given V ,V 0 2 MM+1 with densities ṽ, ṽ0, it holds that

⇧M+1
L1

(V ,V 0) :=
M
X

m=0

Z

S
|ṽm(z)� ṽ0m(z)|dP (z)

�
M
X

m=0

sup
B2B

Z

B
|ṽm(z)� ṽ0m(z)|dP (z)

�
M
X

m=0

sup
B2B

|
Z

B

�

ṽm(z)� ṽ0m(z)
�

dP (z)|

=⇧M+1
TV (V ,V 0).

Since ⇧M+1
TV (V ,V 0) � ⇧M+1

P (V ,V 0), Theorem 5 immedi-
ately implies condition (3) in Theorem 2.

5. STOCHASTIC COUPLING
5.1 Outline

Consider the original and the cluster model and let them
evolve on a common probability space. The systems are
initialized with the same configuration, i.e., same placement
of nodes, and are coupled as will be explained below. For
every time t we keep track of the nodes such that

Q(N)
n (s) = Q(N,C)

n (s), Y (N)
n (s) = Y (N,C)

n (s),

for all s 2 [0, t]. We denote these by u-nodes, to be dis-
tinguished from the d-nodes whose evolution in the original
model has departed from that in the cluster network. Be-
cause the two networks are coupled for some initial period,
events in the two networks will be identical and every node
is a u-node. However at some stage it will occur that a node
that gains the medium to transmit a packet in the original
network does not do so in the cluster network. This is be-
cause of the additional interference graph constraints in the
cluster network. When this occurs, that node becomes a
d-node.

To show Theorem 3 we consider events in the network
taking place in alternating periods, the first being coordi-

nated and then uncoordinated and then coordinated again,
indefinitely. For brevity we refer to the former as a c-period
and the latter as a u-period. During a c-period exactly the
same changes occur in the original process and the cluster
process for the entire period, except at the end when the
processes jointly transition to a u-period. Events happen-
ing in u-periods are coupled as well but they might impact
nodes di↵erently in the original and the cluster networks.

A c-period ends by definition if one of the following two
events (whichever is the earlier) occurs. Either event (a) a
d-node completes a back-o↵ period and attempts to start
a transmission or event (b) a u-node completes a back-o↵
period and attempts to start a transmission where such node
could obtain the medium under the original model but not
under the cluster model. A u-period starts when a c-period
ends and continues until a joint state is reached where there
are no nodes transmitting packets in either network.

The idea of the coupling construction can now be ex-
plained. In a c-period at most R new d-nodes are created
(only in case of event (b) and R�1 packets already in trans-
mission), and the duration of c-periods will be shown to be



stochastically bounded from below by a sequence of (con-
ditionally) independent exponential random variables. The
duration of u-periods will be neglected but the number of
additional nodes which become d-nodes will be shown to be
stochastically smaller than an iid sequence of non-negative
random variables with finite moments. It will then be shown
that for any given target ✏ a su�ciently large C can be found
so that with arbitrary high probability the target time N⌧
will be exceeded before the requisite N✏ d-nodes have been
created.

We now state the above formally. Given a target ✏ > 0,
the process is stopped at the stopping time T

(N,C)
✏ defined

in (13). We aim to prove that for every ⌧, ✏ > 0, there exists
C(⌧, ✏) such that for every C > C(⌧, ✏), relation (14) holds.
Denote by �(t) the number of d-nodes at time t. Due to the
definition of TV distance and relation (12), we have that

T (N,C)
✏ � T̃ (N,C)

✏ = inf
t>0

{t : �(t) � N✏

M
}.

It follows that a su�cient condition for (14) is given by

lim
N!1

P{T̃ (N,C)
✏ < N⌧} = 0, 8✏ > 0. (20)

The proof of Theorem 3 itself consists of three steps. First
of all we establish Lemma 1 which provides a lower bound
for the total duration of the n-th c-period and u-period.
Then, in Lemma 2 we will provide an upper bound for the
number of new d-nodes generated in each c-period and u-
period. We conclude with Theorem 6 which combines the
bounds obtained and implies Theorem 3.

5.2 Coupling construction
Before continuing we now provide the details of how the

two systems, the original and the cluster model are coupled.
This coupling applies throughout. The evolution of the orig-
inal and cluster models are described by

�

Q(N)(t),A(N)(t)
�

and
�

Q(N,C)(t),A(N,C)(t)
�

.
• Arrival: In both the original and cluster model, packets
arrive according to the same Poisson process of rate �. If
time t is an instant of the Poisson process, a packet arrives to
the same node a(t) in both models where a(t) 2 {1, . . . , N}
is picked uniformly at random. A packet joins the bu↵er of
node a(t) both in the original and the cluster model if it is
not blocked. Hence

Q
(N)
a(t)(t

+) = max
�

Q
(N)
a(t)(t) + 1,M

�

,

Q
(N,C)
a(t) (t+) = max

�

Q
(N,C)
a(t) (t) + 1,M

�

.

• Back-o↵: In both the original and cluster model, back-o↵s
are completed according to two independent time inhomoge-
neous Poisson processes of rate ⌫ �(t)

N
and ⌫ N��(t)

N
. If time t

is an instant of one of the two Poisson process, the activation
is attempted by the same node b(t) in both models. If t is an
instant of the first Poisson process, b(t) is picked uniformly
at random among the d-nodes, otherwise b(t) is picked uni-
formly at random among the u-nodes. Both for the original
and the cluster model, if a packet is present in the bu↵er
of node b(t) and neither b(t) nor its neighbors are active,

node b(t) begins a transmission. Hence, if Q(N)
b(t)(t) > 0 and

A(N)(t) + eb(t) 2 ⌦(N), then

Q
(N)
b(t)(t

+) = Q
(N)
b(t)(t)� 1, A

(N)
b(t)(t

+) = 1.

Similarly, if Q(N,C)
b(t) (t) > 0, and Y (N,C)(t) + eb(t) 2 ⌦(N,C),

then

Q
(N,C)
b(t) (t+) = Q

(N,C)
b(t) (t)� 1, A

(N,C)
b(t) (t+) = 1.

• Transmission: In both the original and cluster model,
the completion of transmissions is governed by R indepen-
dent Poisson processes of rate µ. We distinguish between
c-periods and u-periods. In particular, during c-periods the
same set of nodes is active in the original and in the cluster
model, so we couple both the transmission completion times
and the node which completes the transmission. During u-
periods the set of active nodes may di↵er, hence we couple
only the transmission completion times. Specifically, if tk
is an instant of the k-th Poisson process, a transmission is
completed in the original model if at least k nodes are active,
and the same happens in the cluster model. Hence, as far
as either network is concerned, if there are k̄  R packets
in transmission then departures occur at rate k̄µ as all and
only t1, . . . , tk̄ ticks count.

• c-periods: At time tk, the same T (tk) nodes are active
in the original and the cluster model. If T (tk) < k,
then nothing happens in either model. If T (tk) � k,
a node n(tk) is selected uniformly at random among
the T (tk) nodes active, and that node completes its
transmission in both models

A
(N)
n(tk)

(t+) = 0, A
(N,C)
n(tk)

(t+) = 0.

• u-periods: At time tk, T (tk) and TC(tk) nodes are
active in the original and in the cluster model, respec-
tively. If T (tk) < k, then nothing happens in the origi-
nal model. If T (tk) � k, a node n(tk) among the T (tk)
active nodes is selected uniformly at random and com-
pletes its transmission

A
(N)
n(tk)

(t+) = 0.

Similarly, if TC(tk) < k, then nothing happens in the
cluster model. If TC(tk) � k, a node nC(tk) among the
TC(tk) active nodes is selected uniformly at random
and completes its transmission

A
(N,C)

nC(tk)
(t+) = 0.

5.3 Coupling argument
For notational convenience, we consider S = S1 with Eu-

clidean distance d(·, ·) where all nodes are equally spaced
and N mod C = 0 so that each cluster contains the same
number of nodes. We further assume that r 2 ( 13 ,

1
2 ) which

implies that at most two nodes can transmit simultaneously,
i.e., R = 2. The arguments presented hold in the more gen-
eral scenario in which Theorem 3 is stated. However, a more
general proof would come at the cost of more involved no-
tation that would hide the essence of our argument.

• Step 1 - Lower bound on c-periods length: Let �n be the
number of d-nodes at the start of the n-th c-period so that
�1 = 0. Furthermore denote by Lc

n(�n) the duration of the
n-th c-period and Lu

n of the following u-period.

Lemma 1. Conditional on there being �n d-nodes at the

start of the n-th c-period, the total duration is stochastically



Figure 3: Scheme for Xb.

bounded from below as

Lc
n(�n) + Lu

n �st En, En ⇠ Exp
�⌫�n
N

+
2&
C

�

, (21)

where & = &(µ, ⌫) < 1. Moreover the sequence of random

variables En is conditionally independent given the sequence

�n.

Proof. First we neglect the duration of the n-th u-period,
taking it to be zero. With respect to the c-period, this ends
by definition when events (a) or (b) happen as discussed in
Section 5.1. Let ⌧a and ⌧b be the stopping time until event
(a) or event (b) happens, respectively. As these are both
stopping times so is ⌧ := ⌧a ^ ⌧b .

To obtain the stated lower bound for ⌧ , consider events
in the actual network until stopping. These can be distin-
guished as consisting of only arrivals and back-o↵ attempts
by the �n d-nodes (d-nodes are never active during a c-
period) on the one hand and arrivals, back-o↵s and trans-
missions involving only the u-nodes on the other. Observe
that the processes involving u-nodes are statistically inde-
pendent of the d-nodes processes as long as none of the d-
nodes has the medium, hence at least until time ⌧ . Similarly,
the processes involving d-nodes are statistically independent
of the u-nodes processes until the first back-o↵ completion
of a d-node, hence at least until time ⌧ . This is because the
per-node arrival, transmission, and back-o↵ clocks tick as in-
dependent Poisson processes. In obtaining the lower bound,
we may thus consider the process of u-nodes neglecting d-
node events altogether, we call this process the u-auxiliary
process. Define Xb to be the stopping time until event (b)
happens in the u-auxiliary process. Clearly, ⌧ � ⌧a ^ Xb

with ⌧a and Xb being independent.
As far as ⌧a is concerned, the �n d-nodes complete a back-

o↵ period at rate �n⌫/N so that the time until such an event
occurs is an exponential,

⌧a ⇠ Exp
�

�n
⌫

N

�

,

being the time remaining on the earliest of the �n back-o↵
clocks.

We now lower bound Xb. Denote by ⌦(N)
k ✓ ⌦(N) for

k = 0, 1, 2 the sets of states in which there are exactly k
transmissions ongoing. We consider these states in con-
nection with the u-auxiliary process and so only involve u-
nodes. Note that ⌦(N)

2 is partitioned in ⌦(N,C)
2 and ⌦(N\C)

2

where ⌦(N\C)
2 includes the activity states feasible in the orig-

inal model but not in the cluster model. The random vari-
able Xb is given by the first time the process attempts to
visit ⌦(N\C)

2 . Define X̃b as the total time spent in ⌦(N)
1 be-

fore the stopping time Xb, clearly X̃b  Xb. The rates in
Figure 3 depend on the current state of the bu↵er of the

nodes, however, it holds that

↵ 2 [0, 2Nc], � 2 [0, N � ↵], ◆ 2 [0, N ].

The departure rate out of ⌦(N)
1 is therefore smaller than

µ+ ⌫. It follows that

X̃b �st

V
(N,C)
n
X

v=1

F v
n , F v

n ⇠ Exp(µ+ ⌫),

where the random variable V
(N,C)
n captures the number of

times the process leaves ⌦(N)
1 before ending in ⌦(N\C)

2 . Since
↵  2Nc and � � 0, the chance to have a tick of a back-o↵
clock (b-tick) that would lead to ⌦(N\C)

2 is no more than

p
(N\C)
1 :=

⌫
N
2Nc

µ+ ⌫
N
2Nc

=
2⌫

Cµ+ 2⌫
.

Thus V (N)
n �st Geom(p(N\C)

1 ) and it follows that X̃b satisfies

X̃b �st Exp
⇣ 2⌫
Cµ+ 2⌫

(µ+ ⌫)
⌘

�st Exp
⇣2⌫(µ+ ⌫)

Cµ

⌘

,

as a geometric sum, with success probability p
(N\C)
1 of in-

dependent exponentials with rate (µ+ ⌫) is an exponential

with rate p
(N\C)
1 (µ+ ⌫). Since ⌧a and X̃b are independent,

it follows that

⌧ := ⌧a ^ ⌧b �st Exp
⇣⌫�n

N
+

2&
C

⌘

, & :=
⌫(µ+ ⌫)

µ
.

Independence from the arrival, back-o↵ and transmission
clocks for other c-periods as well as the subsequent u-periods
is a consequence of the Markov property and the lemma
follows.

The random variable En can be interpreted as the min-
imum of two exponentially distributed random variables.
The first, with parameter ⌫�n/N , provides a lower bound
for the time until event (a) happens, while the second, with
parameter 2&/C, does for the time until event (b) happens.
The parameter of the second exponential depends on the
topology of the network. However, a more involved expres-
sion can be derived in more complicated scenarios. A crucial
requirement is that for any configuration in ⌦(N), the nodes
that would trigger event (b) have to be located in a fraction
of clusters which vanishes as C grows large. More specifi-
cally, if k nodes are active, the maximum probability p

(N\C)
k

to leave ⌦(N)
k to a configuration in ⌦(N\C)

k+1 has to vanish with
respect to kµ. This condition is guaranteed by �(C) # 0 and
mild regularity conditions on the distance function.

• Step 2 - Upper bound on the number of d-nodes generated:

Denote by D
(R)
n (�n) the number of d-nodes created during

the n-th u-period and c-period in case at most R simulta-
neous transmissions are possible. We prove the following
lemma for general R, and use R = 2 to complete the proof
of in step 3.

Lemma 2. It holds that

D(R)
n (�n) st D

(R)
n , D(R)

n ⇠ D(R),

where D(R)
is geometric distributed of order R with success

probability p = µ
Rµ+⌫

and has finite second moment. The

variables D
(R)
n form an iid sequence which is also indepen-

dent of the joint network process during c-periods.



Proof. The key ideas behind this lemma are the follow-
ing: (i) During a c-period at most R new d-nodes are cre-
ated, (ii) during a u-period the number of new d-nodes is
at most equal to the number of back-o↵s attempted before
both systems are simultaneously not transmitting, (iii) the
latter number of back-o↵ attempts is stochastically bounded
from above by D(R) �R with D(R) as in the lemma.

Showing (i) and (ii) is fairly easy. Regarding (i), observe
that new d-nodes can be generated only at the end of the
c-period, at that point the nodes in transmission become d-
nodes (we will not couple the instants of their transmission
in the following u-period) and are thus at most R. Turn-
ing to (ii), during a u-period, new d-nodes are generated
only at ticks of the back-o↵ clock, in fact arrivals cannot
turn u-nodes in d-nodes and transmission ticks only involve
nodes that are already d-nodes. Consider now the back-o↵
attempts. These are always applied to the same nodes in
both networks. If a node is not selected at a back-o↵ event
during the u-period then the node cannot become a d-node.
Hence if a u-node was not transmitting prior to the given
u-period and has not been selected as the node attempting
to complete a back-o↵ upon the tick of the back-o↵ clock, it
will remain a u-node.

The rest of the proof consists in showing (iii). To see
that the stated upper bound holds, consider the sequence of
events in the network during a u-period. First note that by
definition a u-period ends when there are no transmissions
in either of the two networks. Represented in a sequence, we
denote back-o↵ events by the symbol b. Transmission events
are denoted by tk, k = 1, . . . , R. As explained in Section 5.2,
t1, . . . , tR attempts will follow a Poisson process of rate µ.
If there are j nodes which have seized the medium in any
of the models, then a node completes a transmission at a tk
event only if k  j. In case there is only one node active,
then only t1 events make it complete the transmission, the
t2, . . . , tR being regarded as dummy events in such network
states. Clearly if there should be a succession tj(R), . . . , tj(1)
with j(i)  i (not interrupted by b events), then it must be
the case that in both networks there are no longer packets in
transmission, and so they have both moved to an idle state
(no transmissions) as a result of the coupling. Of course
this may have already occurred, but the above sequence of
events guarantees that there are no ongoing transmissions
in either network.

For convenience we replace t2, . . . , tR events with b events,
thus increasing the number of d-nodes created, and then
simply wait for the first occurrence of a sequence of R con-
secutive events t1. Since events occur independently, the
number of back-o↵s is distributed as D

(R)
n � R where D

(R)
n

are iid copies of a random variable D(R) that is geometric

distributed of order R with success probability p = µ
Rµ+⌫

,
i.e., distributed as the random number of coins to be thrown
until there are R heads in succession with p being the prob-
ability to have a head. In particular, D(R) has finite second
moment [3, eqn. (2.15)]. Note that (i), (ii), and (iii) to-
gether prove that the number of new d-nodes generated is
stochastically upper bounded by R+(D(R)�R) = D(R) and
Lemma 2 is proved.

We stress that the topology of the network does not im-
pact the sequence of the t1, . . . , tR, b ticks in both networks
and thus influences the upper bound only by means of the
maximum number of simultaneous transmissions R.

• Step 3 - Lower bound on the time needed to have a fraction

✏
M

of d-nodes: Define,

T̂ (N,C)
✏ :=

K̂
X

n=1

Ln(Gn), K̂ = sup
n�1

⇣

Gn < N✏
⌘

,

where

Ln(�̂n) ⇠ Exp
⇣⌫�̂n

N
+

2&
C

⌘

, Gn =
n
X

k=1

Dk, Dk ⇠ D(2),

with D(2) as in Lemma 2. It follows from Lemmas 1 and 2
that T̂

(N,C)
✏ st T̃

(N,C)
✏ . Thus (20), and therefore (14), is

implied by the following theorem, whose proof is presented
in Appendix A.1.

Theorem 6. For every ⌧ > 0, there exists C(⌧, ✏) > 0
such that for every C > C(⌧, ✏), it holds that

lim
N!1

P{T̂ (N,C)
✏ < N⌧} = 0, 8✏ > 0.

6. ANALYSIS OF THE LIMITING PDE
In this section we outline the proof of Theorem 5. The

idea is to consider the L1 distance between X(C)(t) and
V (t), and upper bound its value at every moment in time.
Define

LC(t) := ⇧M+1
L1

�

X(C)(t),V (t)
�

=
M
X

m=0

LC
m(t),

where

LC
m(t) =

Z

S

�

�L̃C
m(z, t)

�

�dP (z), L̃C
m(z, t) = x̃(C)

m (z, t)�ṽm(z, t).

Observe that no randomness is involved in both (7) and
(17). We will show that the initial-value problems (6) and
(15) are driven by functions that get close as C grows large
and permit us to bound LC(t) in terms of LC(0) at any finite
time t.

The function L̃C
m(z, t) is Lipschitz continuous in t, since

both x̃
(C)
m (z, t) and ṽm(z, t) are. Hence, |L̃C

m(z, t)| is di↵er-
entiable almost everywhere and when its derivative exists,
it holds that

@

@t

�

�L̃C
m(z, t)

�

� 
�

�

@

@t
L̃C

m(z, t)
�

�.

Thanks to [7, Thm. 16.6], we have the following integral
equation

LC
m(t) = LC

m(0) +

Z t

0

@

@s
LC

m(s)ds

 LC
m(0) +

Z t

0

Z

S

�

�

�

@

@s
L̃C

m(z, t)
�

�

�

dP (z)ds. (22)

The following lemmas are key to the proof of Theorem 5.

The first formally proves that H̃(·, ·) and H̃
C
(·, ·) get close

as C grows large. The second proves that H̃(·, ·) is Lipschitz
continuous in its second component. As before, we limit the
proof of these lemmas to the case with S = S1, Euclidean
distance, and at most two simultaneous transmissions, i.e.,
R = 2. More complicated expressions for ⇤̂0 and ⇤̂1 can be
established in more general topologies. The proofs are given
in Appendices A.2 and A.3.



Lemma 3. There exists ⇤̂0 2 R such that for every ṽ :
S ! [0, 1],

Z

S

�

�

�

⇡(C)(ṽ, z)� ⇡(ṽ, z)
�

�

�

dP (z)  ⇤̂0�(C).

Lemma 4. There exists ⇤̂1 2 R such that for every V ,V 0 2
MM+1

with densities ṽ, ṽ0
,

Z

S

�

�

�

⇡(ṽ, z)� ⇡(ṽ0, z)
�

�

�

dP (z)  ⇤̂1⇧
M+1
L1

(V ,V 0).

These two lemmas are key to the proof of the following
proposition, whose proof is presented in Appendix A.4

Proposition 1. It holds that

LC(t) 
⇣

LC(0) + ⇤0(C)
⌘

+ ⇤1

Z t

0

LC(s)ds,

where limC!1 ⇤0(C) = 0.

Observe that Theorem 5 immediately follows from Proposi-
tion 1 due to Gronwall’s inequality. In fact,

LC(t) 
⇣

LC(0) + ⇤0(C)
⌘

e⇤1T C!1����! 0,

since both LC(0) and ⇤0(C) vanish as C tends to infinity.
The following theorem, whose proof is presented in Ap-

pendix A.5, establishes the existence and uniqueness of a
solution for (7) in [0, T ].

Theorem 7. For any initial condition ṽ1(z) and T <
1, there exists a unique solution for (7) in [0, T ].

7. NUMERICAL EXPERIMENTS
In this section we present some numerical experiments

that we conducted to illustrate how the mean-field limit in
(7) can be leveraged to obtain estimates for various perfor-
mance metrics of interest, such as the bu↵er content distri-
bution, the packet delay, and the loss rate. In particular,
we will demonstrate that the approximations presented in
Section 3.1 provide remarkably accurate results.

It is worth emphasizing that the computational complex-
ity of solving (7) depends only on the target precision and
the network topology. In particular, its complexity does not
scale with N , and the accuracy of the approximation in fact
tends to increase as the number of nodes grows.

In the various examples, we consider a randomly gener-
ated network instance with empirical location measure P (N),
where each node location is sampled independently from a
common location distribution PL. In practical settings, the
distribution PL is unknown (or does not even exist) and we
need to infer the limiting location distribution from P (N)

via density-estimation techniques. We construct the density
(histogram) PH,h obtained with h buckets of equal dimen-
sion. Specifically, we partition S in h areas, denoted by
Ŝ1, . . . , Ŝh, and PH,h is defined as

PH,h(B) =

Z

B

P̃H,h(z)dz, P̃H,h(z) =
h
X

i=1

{z 2 Ŝi}P (N)(Ŝi).

We compare the mean-field results obtained with both PL

and PH,h, and observe that PH,h better matches the simu-
lated scenario since it captures the randomness of the spe-
cific instance considered.

Figure 4: Queue length distribution Q̂n,m for m =
0, 1, 2, 3 as a function of location. (a) Example 1. (b)

Example 2.

Figure 5: Example 1 (a) Average normalized packet

delay Ŵn and (b) loss rate B̂n as function of location.

7.1 Example 1
Consider S = S1. We set � = 2, ⌫ = 3, µ = 1, r = 0.4, and

bu↵er capacityM = 3. Note that R = 2. We generatedN =
1000 nodes with iid locations sampled from the distribution

PL(B) =

Z

B

P̃L(z)dz, P̃L(z)

(

1
2 + 2z, z 2 [0, 1/2),
5
2 � 2z, z 2 [1/2, 1).

We compared the simulation results with the approximation
obtained from ṽ⇤

m(P ) with P = PL and PH,50.
Figure 4(a) shows the approximation results for the queue

length distribution. Note that the approximation obtained
with PH,50 is virtually indistinguishable from the simulated
data points. In Figure 5 we plot the approximation for the
average normalized packet delay and loss rate, once again
the accuracy is striking. In this latter case, we observe the
di↵erence between the mean-field approximation obtained
using P = PL and PH,50, where the latter better captures
the randomness of the specific instance considered and thus
provides a more accurate approximation.

7.2 Example 2
We again consider S = S1. We set � = 0.5, ⌫ = 2, µ = 1,

r = 0.35, and bu↵er capacity M = 3. Note that even in
this case R = 2. We generated N = 1000 nodes with iid
locations sampled from a beta distribution �(7, 1). This
distribution is extremely skewed, the vast majority of the
nodes are located in [0.8, 1] and no nodes at all are sampled
in [0, 0.3]. We compared the simulation results with the
approximation obtained from ṽ⇤

m(P ) with P = PH,50.
We point out that the absence of nodes in a non-negligible

interval does not a↵ect the performance of the mean-field
approximation. In Figure 4(b) the queue length distribution
is shown and ṽ⇤

m(P ) accurately follows the results of the
simulation. The approximations for the average normalized
packet delay and loss rate are validated in Figure 6. Observe



Figure 6: Example 2 (a) Average normalized packet

delay Ŵn and (b) loss rate B̂n as function of location.

Figure 7: Example 3. (a) Queue length distribution

Q̂n,1. (b) Absolute di↵erence between queue length

distribution Q̂n,1 and ṽ⇤1(s
(N)
n ).

that the approximation is slightly optimistic where most of
the nodes are aggregated, but remains extremely precise.

7.3 Example 3
Here we consider a more complicated scenario with S =

[0, 1] ⇥ [0, 1], � = 2, ⌫ = 3, µ = 1, r = 0.75, and bu↵er ca-
pacity M = 1. Note that in this case R = 4. We generated
N = 500 nodes with locations P (N) where we used the uni-
form distribution PL. In Figure 7(a) we present a surface
plot of ṽ⇤1(z) with P = PL and we compare it with the em-
pirical measure Q̂n,1. The good quality of the approximation
is better appreciated in 7(b) where the absolute di↵erence

between Q̂n,1 and ṽ⇤1(z) for z = s
(N)
n is displayed. Note

these di↵erences are lower than 0.04 in absolute value for
each node.

8. REFERENCES
[1] Cisco (2011). Cisco visual networking index: Global

mobile data tra�c forecast update.
[2] Ericsson (2011). More than 50 billion connected

devices. White paper.
[3] N. Balakrishnan, M.V. Koutras (2011). Runs and scans

with applications. 1st Ed.
[4] G. Bianchi (2000). Performance analysis of the IEEE

802.11 distributed coordination function. IEEE J. Sel.

Areas Commun. 18 (3), 535–547.
[5] P. Billingsley (1968). Convergence of probability

measures. 1st Ed.
[6] P. Billingsley (1999). Convergence of probability

measures. 2nd Ed.
[7] P. Billingsley (1986). Probability and measures. 2nd Ed.
[8] V.I. Bogachev (2007). Measure theory, Vol. 1.
[9] R.R. Boorstyn, A. Kershenbaum, B. Maglaris, V. Sahin

(1987). Throughput analysis in multihop CSMA packet

radio networks. IEEE Trans. Commun. 35, 267–274.
[10] C. Bordenave, D. McDonald, A. Proutiere (2008).

Performance of random medium access control, an
asymptotic approach. In: Proc. ACM SIGMETRICS

36 (1), 1–12.
[11] F. Cecchi, S.C. Borst, J.S.H. van Leeuwaarden (2014).

Throughput of CSMA networks with bu↵er dynamics.
Perf. Eval. 79, 216–234.

[12] F. Cecchi, S.C. Borst, J.S.H. van Leeuwaarden (2014).
Mean-field analysis of ultra-dense CSMA networks.
ACM SIGMETRICS Perf. Eval. Rev. 43 (2), 13–15.

[13] F. Cecchi, S.C. Borst, J.S.H. van Leeuwaarden, P.A.
Whiting (2016). CSMA networks in a many-sources
regime: A mean-field approach. In: Proc. IEEE
Infocom.

[14] F. Cecchi, S.C. Borst, J.S.H. van Leeuwaarden, P.A.
Whiting (2016). Mean-field limits for large-scale
random-access networks. arXiv:1611.09723.

[15] A. Chaintreau, J.-Y. Le Boudec, N. Ristanovic (2009).
The age of gossip: spatial mean field regime. In: Proc.
ACM SIGMETRICS 37 (1), 109–120.

[16] J. Cho, J.-Y. Le Boudec, Y. Jiang (2012). On the
asymptotic validity of the decoupling assumption for
analyzing 802.11 MAC protocol. IEEE Trans. Inf. Th.

58 (11), 6879–6893.
[17] E.A. Coddington, N. Levinson (1955). Theory of

ordinary di↵erential equations.
[18] K.R. Du↵y (2010). Mean field Markov models of

wireless local area networks. Markov Proc. Rel. Fields

16 (2), 295–328.
[19] S. Foss, S. Juneja, M.R.H. Mandjes, S.B. Moka

(2015). Spatial loss systems: Exact simulation and rare
event behavior. ACM SIGMETRICS Perf. Eval. Rev.

43 (92), 3–6.
[20] J. Horowitz (1985). Measure-valued random processes.

Prob. Theory Rel. Fields 70 (2), 213–236.
[21] P.J. Huber (1981). Robust statistics.
[22] F.P. Kelly (1985). Stochastic models of computer

communication systems. J. Roy. Stat. Soc. B 47 (3),
379–395.

[23] R. Laufer, L. Kleinrock (2016). The capacity of
wireless CSMA/CA networks. IEEE/ACM Trans.

Netw. 24 (3), 1518–1532.
[24] S.C. Liew, C.H. Kai, H.C. Leung, P. Wong (2010).

Back-of-the-envelope computation of throughput
distributions in CSMA wireless networks IEEE Trans.

Mobile Comput. 9 (9), 1319–1331.
[25] H.L. Royden (1968). Real analysis. 2nd Ed.
[26] M. Tschaikowski, M. Tribastone (2017). Spatial fluid

limits for stochastic mobile networks. Perf. Eval. 109,
52–76.

[27] P.M. van de Ven, S.C. Borst, J.S.H. van Leeuwaarden,
A. Proutiere (2010). Insensitivity and stability of
random-access networks. Perf. Eval. 67 (11),
1230–1242.

[28] V.S. Varadarajan (1958). Weak convergence of
measures on separable metric spaces. Sankhya 19

(1-2), 15–22.
[29] X. Wang, K. Kar (2005). Throughput modeling and

fairness issues in CSMA/CA based ad-hoc networks. In:
Proc. IEEE Infocom.



APPENDIX
A. ADDITIONAL PROOFS
A.1 Proof of Theorem 6

In what follows we will require the following lemma whose
proof is omitted due to space constraints.

Lemma 5. For every � = (�1, �2) there exists a constant

H(�) > 0 such that

P{A(�)} � 1� �2, A(�) :=
�

Gn  g�(n), 8n � 0
 

,

where g�(n) := (µD + �1)n+H(�) and µD := E[D].

Due to Lemma 5, it holds that P{K̂ � k+} � 1 � �2,

where k+ := bN✏�H(�)
µD+�1

c. Observe that

P
n

T̂ (N,C)
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� N⌧
o

P{A(�)}.

Let us introduce the control parameter ⌘ > 0, and observe
that for every C > C(⌘, ✏) = 4&

⌘✏
it holds that 2&

C
< ⌘

2 ✏.

Hence, for C > C(⌘, ✏), it holds that
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where we pick �1 < ⌘
2⌫ ✏. For each n � 1, it holds that
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�
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�st
En
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where En ⇠ Exp(1), and thus

P
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(23)
The Mean-Value Theorem applied to each term of the sum

implies that there exists cn 2 [h�(n), h�(n)+
⌫H(�)

N
] such that
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and (23) is greater than
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The second term in the sum goes to 0 with probability 1
because of the strong law of large numbers, and there exists
c > 0 such that

lim
N!1

P
n

k+
X
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(h�(n) +
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⌫H(�)
N2

 c

N

o

= 1.

Hence, we focus on the first term and we split the sum in J
distinct sums with a balanced amount of terms
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N/J

PkJ
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En and the inequality is due

to h�(n)  h�(n
0) for every n0 � n. From the strong law

of large numbers as N ! 1, we have that Êj,N/J ) 1 for
every j.

Consequently, with probability 1, it holds that
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Now, observe that
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In particular, ⌘ can be chosen in such a way that the value
of the integral is above ⌧ with probability 1.

A.2 Proof of Lemma 3
For brevity, we denote

g(ṽ) =

Z

S

�

�

�
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and write dz in place of dP (z). By definition, it holds that
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Therefore, the lemma is proved by setting ⇤̂0 = 2�+�3(1+
�).

A.3 Proof of Lemma 4
We denote ⇠(z) = 1 � ṽ(z), ⇠0(z) = 1 � ṽ0(z) and write

dz in place of dP (z). Recall the definition of Z(⇠) and Uz

given in Appendix A.2, it holds that
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where the last inequality is obtained after summing and sub-
tracting the term Z(⇠0)
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and the lemma is proved by setting ⇤̂1 = G(�)� + � + �2.

A.4 Proof of Proposition 1
Consider (22), and focus on the inner integral. It holds

that
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� ṽi(z, s)⇡(ṽ0(s), z)
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Let us now focus on the second part. By summing and sub-
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Via Lemmas 3 and 4 we bound the first and the third
term. Moreover, observe that the second term is bounded
by LC

m(s). Hence, due to (22), it holds that
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for any t  T . Since LC(t) =
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completed by choosing

⇤1 = 2�+2⌫+2(M+1)⌫⇤̂1, ⇤0(C) = 2T (M+1)⌫⇤̂0�(C).

A.5 Proof of Theorem 7
We prove that at every time t < T , the measure V (t)

possesses a uniquely defined density ṽ(t). Due to Gron-
wall’s inequality it is su�cient to show that H̃ is uniformly
Lipschitz continuous in ṽ [17]. With minor abuse of nota-
tion, ⇧M+1

L1
can be used as a metric for the densities. We

now show that there exists L > 0 such that
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|ṽm(z)� ṽ0m(z)|dP (z).

It immediately follows from the definition of H̃ and simple
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Thanks to Lemma 4 we conclude by setting L = 2(�+ ⌫ +
(M + 1)⇤̂1).
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ABSTRACT
We consider the arrival timing problem faced by multiclass
strategic customers to a single queue. The customers sen-
sitivities to delay as well as service completion time prefer-
ences may be heterogeneous and the latter may vary non
linearly with time. This captures many realistic settings
where customers have preferences on when to arrive at a
queue. We consider a fluid setup, so each customer is a
point in a continuum and service rate is deterministic. This
problem has been well studied in the transportation litera-
ture as the bottleneck model and the equilibrium customer
arrival profile is shown to uniquely exist using intricate fixed
point arguments. We develop a simple, elegant and geomet-
rically insightful iterative method to arrive at this equilib-
rium profile, and provide an equally simple uniqueness proof.
Further, under somewhat stringent assumptions, we arrive
at the rate of convergence of the proposed algorithm. The
simple geometric proof allows easy incorporation of useful
extensions - to illustrate, we consider time varying service
rates where the equilibrium profile is easily computed. Fur-
ther, our results easily extend to the case of customers balk-
ing when their costs are above a class dependent threshold.

1. INTRODUCTION
Queueing theory for the most part has focussed on steady

state analysis of queues with stationary arrival streams, largely
since steady state analysis of such systems is typically more
tractable. However, many practical queueing set ups in-
volve transient, time-dependent arrival behaviour. Exam-
ples are numerous and include arrival of passengers to secu-
rity queues at airports where the passengers increase near
flight departure times; Customers arriving at a bank may see
a peak when the bank opens in the morning, or around lunch
times; Arrivals to restaurants may be primarily during lunch
and dinner times; vehicle road tra�c typically increases at
the beginning and end of o�ce hours; computational tasks
arriving to a server farm are likely to be higher during o�ce
hours. Further, customers are often strategic in deciding
when to arrive to queues.

This problem of a finite population strategically arriving
to queues has been well studied in the transportation liter-
ature. See, [10] for seminal work, also [9] and [8] for liter-
ature review. The basic model in this literature features a
continuum of customers of total finite volume, who travel
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along a single bottleneck link where the queues may build
up. Users typically have some target time to reach the des-
tination, and incur a schedule delay cost for deviating from
that time. They also incur a travel time cost which in-
cludes delays in the bottleneck. For concreteness we refer
to the former as schedule cost, and to the latter as queuing
cost. Individuals may choose their time to initiate travel,
and wish to minimize the sum of their schedule and queuing
costs. The basic solution concept is the Nash equilibrium,
where no user has incentive to modify her departure time.
Lindsey [6] conducts an in-depth analysis of existence and
uniqueness of the equilibrium for multi-class customers and
general schedule-delay cost functions (also see [7]). Tech-
niques used in [6] involve complex fixed point arguments.
See [11] for an optimization based computational approach
to solve a bottleneck queue problem.

Extensive literature exists on strategic interactions in queues
in this and other contexts. We refer the reader to [1] and [2]
for a comprehensive review.

In this paper we consider a framework similar to [6] where
we allow multi-class customers, linear waiting costs and gen-
eral schedule-delay costs functions. Multi-class, general sched-
ule delay cost functions capture features present in many re-
alistic settings. For instance, a class of customers to a bank
may prefer service early in the morning, another may pre-
fer during the lunch time, while yet another may have more
flexible preferences. Further, those arriving in the morning
may be sensitive to the time at which they finish service
in a non linear manner (it may be ok to tolerate some de-
lays around 9 am, but unacceptable to be delayed beyond
10 am). We develop easy, elegant, geometrically insight-
ful algorithmic techniques to arrive at explicit equilibrium
profile of customers to a single fluid queue. The proposed
approach permits a simple explanation for the uniqueness of
the computed equilibrium profile.

As mentioned above, the framework of transient fluid queues
has wide applicability beyond transportation. It is also
adaptable to tractably incorporate many realistic extensions.
To illustrate this, we allow time varying service rates. This
may be important in design and control of the service fa-
cility. We also consider the case of customers balking if
their cost of joining the queue appears high. This makes
the model realistic in many settings. In addition, we ar-
rive at explicit formulas to compute each customer class’s
arrival rate under equilibrium. Further, under simplifying
assumptions, we conduct a rate of convergence analysis of
the proposed algorithms to arrive at equilibrium arrival pro-
files.



In Section 2, we describe the model considered. Our pro-
posed constructive method and related existence and unique-
ness analysis is provided in Section 3. In Section 4, we arrive
at the rate of convergence of the proposed algorithm. We
end with a brief conclusion in Section 5.

2. MODEL DESCRIPTION
We consider a continuous population of size ⇤ > 0, com-

posed of individual users of infinitesimal size. Each user is
free to choose the time at which he joins a certain service
system, which is represented by a fluid queue. The elements
of the model are as follows.

User classes: The users are divided into a finite set K =
{1, . . . ,K} of K � 1 classes, which are di↵erent only in
terms of the their timing goals. The size of class k is ⇤k > 0,
with

P
k2K ⇤k = ⇤.

Arrival process: Let �k(t) denote the arrival rate of class-k
users at time t. We assume that �k : R ! R

+

is a measur-
able function, with

R
�k(t)dt = ⇤k. The set � = (�k)k2K is

the arrival profile.
Queue dynamics: We consider a fluid queue, with service

rate capacity of µ(t) at each time t 2 <. Further, for sim-
plicity and brevity, we assume that there exists a t

0

� �1
such that µ(t) > 0 for all t > t

0

, µ(t) = 0 for t  t
0

andR
s>t0

µ(s)ds > ⇤. Much of our analysis would go through

with a weaker condition
R1
�1 µ(s)ds > ⇤. However, then

additional technical conditions would be needed.
The service discipline is non-idling, FCFS. Given the ar-

rival rate � =
P

k �k, the fluid queue size Q(t) � 0 at time
t is given by

Q(t) =

Z t

�1
(�(s)� µ(s))I{Q(s)>0 or �(s)�µ(s)>0}ds , (1)

with Q(�1) = 0.
Waiting time: The service discipline is FCFS. Conse-

quently, the departure time td for a user that arrives at time
ta is given by

td = ta + w(ta), (2)

where w(ta) denotes the delay incurred by this user and
equals w:

Z w

ta

µ(s)ds = Q(ta).

Cost functions: A class-k user that arrives at the queue at
ta, waits in queue for w time units and departs at td = ta+w
incurs a cost of the form

ck(ta, td) = ↵k · (td � ta) +Dk(td) . (3)

The first term is the linear waiting cost, and the second is
the cost associated with the departure time. The function
Dk is the delay cost function. This term typically penalizes
the user both for departing too late and for departing too
early relative to some nominal time. A typical choice for
Dk is V-shaped function D(t) = c

1

(t � t⇤)+ + c
2

(t � t⇤)�,
where t⇤ is the ideal service completion time. However, we
do not restrict the discussion to this class of functions. In
the well studied case of the concert queueing game (see,
e.g., [4], [5], [3]), the service starts at time zero (µ(t) = 0
for t  0), t⇤ = 0 = c

2

, and c
1

> 0 indicates that customers
desire to complete service as soon as possible.

Throughout this paper, we impose the following proper-
ties of the delay cost functions.

Assumption 1. For each k 2 K,

(i) The function Dk is continuous.

(ii) lim|t|!1 Dk(t) = 1.

(iii) 1

✏ (Dk(t+ ✏)�Dk(t)) > �↵k, for all t > t
0

and ✏ > 0.

Our analysis carries through with minor adjustments when
the function Dk is upper semi-continuous. However, due
to space constraints, we avoid this generality. This along
with item (iii) are required for the existence of the equilib-
rium, as demonstrated in [6]. Item (ii) is used to ensure
that equilibrium arrivals are limited to a bounded time in-
terval. Further, item (iii) ensures that ck(ta, td) in (3) is an
increasing function of td.

For a given arrival profile �, we may obtain the queue
process Q(t;�) via (1), compute mapping td(ta;�) from ta
to td via (2), and thereby the cost functional

Ck(ta;�) = ck(ta, td(ta;�)) (4)

as a function of ta alone.
User equilibrium: An arrival profile � corresponds to a

(Nash-Wardrop) equilibrium point if no user can improve
his cost by unilaterally changing his arrival time. Since users
are infinitesimal, the cost for all users of a given class must
be the same. Formally:

Definition 1. An arrival profile � = (�k)k2K is an equi-

librium arrival profile (EAP) if there exists a vector c =
(c

1

, . . . , cK) of real numbers such that, for each k 2 K and
t 2 R,

Ck(t;�) � ck, (5)

Ck(t;�) = ck if �k(t) > 0 . (6)

The numbers c
1

, . . . , cK are the equilibrium costs associ-
ated with the EAP �.

2.1 Isocost Curves
The user equilibrium is naturally defined in terms of the

arrival process, as the arrival times are the free decision
variables for the users. Following [6], it will be useful to
characterize the equilibrium in terms of the departure pro-
cess from the queue. A basic role here is played by the set
of isocost queueing curves, or isocost curves for short.

Recall the cost function (3), which can be rewritten as

Ck(w, td) = ↵kw +Dk(td),

where w = td � ta is the waiting time. For each class k and
cost parameter ck, define the isocost curve Wk(·, ck) as

Wk(td, ck) =
ck �Dk(td)

↵k
, td > t

0

. (7)

Wk(td, ck) specifies the waiting time of a class-k user that
leaves the queue at time td, and incurs a total cost of ck.

For a given cost vector c = (c
1

, . . . , cK), define the non-
negative upper envelope of the isocost curves:

W⇤(td, c) = max{0,max
k2K

Wk(td, ck)} , td > t
0

. (8)

We may now define the upper envelope sets:

Tk(c) = {t > t
0

: Wk(t, ck) = W⇤(t, c)} . (9)

It has been shown (see [6]) that in equilibrium, class-k users
depart only at times td such that td 2 Tk(c). Accordingly,



Figure 1: Isocost curves with costs c
1

, c
2

, c
3

for three

classes.

µk(t) > 0 only if t 2 Tk(c), where µk is the departure rate
function of this class.

Figure 1 geometrically illustrates the equilibrium cost and
delay profile. It displays three isocost curves with costs
c
1

, c
2

, c
3

for three classes. At each time t, customer is served
from the class whose isocost curve dominates isocost curves
of other classes. Thus class 1 is served during (t

1

, t
2

), class 2
during (t

3

, t
4

), and class 3 during (t
0

, t
1

), (t
2

, t
3

) and (t
4

, t
5

)
(the interval end points can be assigned to any contiguous
class). The y-axis from the dominant curve denotes the wait-
ing time the departing customer incurs to achieve the spec-
ified cost. For the given capacity allocation to each class,
this is an equilibrium profile because no customer unilater-
ally gains by arriving at another time.

As we discuss later, the proposed Algorithm 1 is first prin-
ciples based in that it relies on starting with su�ciently
small values of c

1

, c
2

, c
3

and raising each curve infinitely of-
ten so that at any iteration each curve is assigned the desired
service capacity. This iterative strategy is shown to converge
to the equilibrium. The simple but key observation is that
as a cost of a particular class is increased, service capacity
allocated to it can only increase, while it can only decrease
for all other classes.

3. UNIQUENESS AND EQUILIBRIUM COM-
PUTATION

In the interest of brevity, we present in this section the
main results under simplifying assumptions on the delay cost
functions as well as the service capacity.

Assumption 2. For any constant c and for any distinct
pair of indices k, j 2 K, each of the following equalities

(i)
Dk(t)
↵k

6= Dj(t)
↵j

+ c ,

(ii) Dk(t) 6= c

for almost every t > t
0

.

Essentially, the first requirement is that normalized cost
functions of di↵erent classes will not coincide (even when

shifted vertically) over an interval of non-zero length, while
the second requirement is that no cost function will be con-
stant over such an interval.

3.1 Characterization
Recall the definition of the isocost curves Wk, their up-

per envelope W⇤, and the upper envelope sets Tk from the
previous section. Let |T | denote the Lesbegue measure of
a real set T . As is readily seen, Assumption 2 implies
that |Tk(c) \ Tj(c)| = 0 for k 6= j, and similarly that
|Tk(c) \ {t = 0}| = 0. Further, let |T |µ denote

R
s2T µ(s)ds.

The following claim provides a characterization of the
equilibrium point in terms of the upper envelope sets.

Proposition 1. A necessary and su�cient condition for
the vector c = (c

1

, . . . , cK) to be an equilibrium cost vector
is that

|Tk(c)|µ = ⇤k, k 2 K . (10)

The departure rates µk(·) corresponding to this equilibrium
point are then given (up to a set of measure 0) by

µk(t) = µ(t)I{t2Tk(c)} , t > t
0

.

Proof. See Proposition 1 and the discussion preceding
it in [6] with minor adjustments for time dependent service
rates.

3.2 Uniqueness
The characterization above allows a simple proof of unique-

ness. The proof is similar in essence to that in [6] (where
µ(t) is a positive constant), with simpler details due to As-
sumption 2.

Proposition 2 (Uniqueness). The equilibrium cost vec-
tor c = (c

1

, . . . , cK) is unique.

Proof. Let c

1 and c

2 be two equilibrium cost vectors.
We wish to show that c1 = c

2.
Observe first that by Proposition 1,

|Tk(c
1)|µ = |Tk(c

2)|µ , k 2 K . (11)

Partition the set K of class indices into the three sets:

K
+

= {k 2 K : c1k > c2k}
K

0

= {k 2 K : c1k = c2k}
K� = {k 2 K : c1k < c2k} .

If K
+

and K� are empty, then c

1 = c

2 and we are done.
Suppose that K

+

6= ;. Then,

c

1 = (c1k, k 2 K
+

; c1k, k 2 K
0

; c1k, k 2 K�)

To see a contradiction, shift the cost c1k, k 2 K
+

(and hence
the associated isocost curves) down to c2k, k 2 K

+

and shift
the cost c1k, k 2 K� up to c2k, k 2 K�. This should not lead
to change in service capacity allocated to each class.

However, due to this shift
X

k2K+

|Tk(c
2)|µ <

X

k2K+

|Tk(c
1)|µ. (12)

To see (12), consider again the delay profile correspond-
ing to c1k, k 2 K

+

in c

1. This profile must contain a right-
most curve that intersects with either 0 or before that with
another profile corresponding to (c1k, k 2 K

0

[ K�). The



shift below of these isocost curves, keeping the isocost curves
c1k, k 2 K� fixed, leads to the rightmost curve losing a posi-
tive amount of service capacity, and hence the total capac-
ity allocated to k 2 K

+

reduces. Further, shifting the cost
c1k, k 2 K� upwards does not lead to any new capacity ad-
dition to classes in K

+

. Hence (12) follows, providing the
desired contradiction.

3.3 Computing the equilibrium profile
In this section we describe an iterative computational scheme

that converges monotonically to the equilibrium cost vector.
Convergence is either from below or from above, depending
on the initial conditions. By applying both we obtain a
sandwiching scheme that yields stopping criteria and accu-
racy estimates.

The notation (c̃k|c�k) stands for the vector

(c
1

, . . . , ck�1

, c̃k, ck+1

, cK).

We first observe some useful facts that follow from Assump-
tions 1, 2 and Equation (9).

Lemma 1. For each k 2 K,

(a) |Tk(c)| is continuous in each component cj , j 6= k.

(b) |Tk(c)|, and hence |Tk(c)|µ, are monotone increasing
in ck. These are monotone decreasing in each cj , j 6=
k.

(c) For any vector c, the equation

|Tk(c̃k|c�k)|µ = ⇤k

in the variable c̃k has a unique solution.

Algorithm 1:

1. Initialization: Choose any set of constants c0 = (c0k)
such that |Tk(c

0)|µ  ⇤k. For example, choosing
c0k = mint>t0 Dk(t) gives |Tk(c

0)|µ = 0.

2. Repeat: Given c

n in iteration n, choose an index
k 2 K, and set cn+1

k to uniquely satisfy

|Tk(c
n+1

k |cn�k)|µ = ⇤k.

Remaining costs j 6= k are unchanged, i.e., cn+1

j = cnj .
Increment n.

Remark 1. Consider c such that entry k equals ck, every
other entry j is set to cj = mint>t0 Dj(t). Then, |Tj(c)|µ =
0 for each j. Now let c̄k denote the value of ck such that
|Tk(c)|µ =

P
j2K ⇤j . Observe that in Algorithm 1, cnk  c̄k

in every iteration.

Proposition 3. Consider Algorithm 1. For each k 2 K,
the sequence of updates of {cnk} is nondecreasing and con-
verges to a limit c⇤k. If each class index k 2 K is chosen
infinitely often, then the limit vector c

⇤ = (c⇤k) is an equilib-
rium cost vector.

Proof. Proceed by induction. Suppose that at any iter-
ation n, cn is such that

|Tk(c
n
j |cn�j)|µ  ⇤j

for each j. Further suppose that index k is chosen for up-
date. It follows by the induction hypothesis that the solution
cn+1

k that solves

|Tk(c
n+1

k |cn�k)|µ = ⇤k

satisfies cn+1

k � cnk . Since cn+1

j = cnj for j 6= k, then every

|Tj(c
n+1)|µ for j 6= k has decreased, so that the induction

hypothesis is maintained.
Since {cnk} is monotone increasing and bounded above by

c̄k, it converges to a finite constant c⇤k.
By continuity, it follows that for each k 2 K, Tk(c

n) con-
verges to Tk(c

⇤) in the sense that |Tk(c
n)� Tk(c

⇤)| ! 0.
Now, if each index k is chosen infinitely often, then

|Tk(c
n)|µ = ⇤k

infinitely often, which implies that |Tk(c
⇤)|µ = ⇤k holds for

each k 2 K, so that c

⇤ satisfies the equilibrium conditions
(10), and is therefore an equilibrium cost vector.

Remark 2. The last result provides a constructive proof
for existence of an equilibrium cost vector c.

Remark 3. Customers balking at a cost above a

threshold: Suppose that customers from class k balk from
joining the queue if they find that their cost exceeds a thresh-
old hk. The equilibrium cost c = (c

1

, . . . , cK) can be char-
acterized as in Proposition 1 with the modification that for
each class k, either ck = hk and |Tk(c)|µ  ⇤k or ck < hk

and |Tk(c)|µ = ⇤k.
Algorithm 1 is essentially unchanged to handle this: Select

c

0 = (c0k) such that |Tk(c
0)|µ  ⇤k and c0k  hk. Suppose

in an iteration n, class k is selected. If its cost cnk  hk,
then increase it to hk or till the capacity allocated to it
equals ⇤k, whichever occurs first. It is easy to see using
proof essentially identical to that of Proposition 3, that this
converges to an equilibrium profile.

Establishing uniqueness is also straightforward. As in
proof of Proposition 2, let c

1 and c

2 be two equilibrium
cost vectors and we wish to show that c1 = c

2.
Restricting (13) to k 2 K

+

, in our setting we have

|Tk(c
1)|µ  |Tk(c

2)|µ , k 2 K
+

. (13)

Now proceeding as in proof of Proposition 2, the desired
contradiction is easily seen.

Consider next Algorithm 2 which is similar to Algorithm
1 but started with large enough cost parameters (c0k).

Algorithm 2:

1. Initialization: Choose any set of constants c0 = (c0k)
such that |Tk(c

0)|µ � ⇤k.

2. Continue similarly to Algorithm 1.

Convergence of Algorithm 2 is similar to that of Algorithm
1 except that the sequence of updates of {cnk} is nonincreas-
ing for each k 2 K. Consequently, we obtain Algorithm 3
that allows to compute the equilibrium costs to within a
desired accuracy ✏.



Algorithm 3:

1. Apply Algorithm 1 and Algorithm 2 simultaneously,
with each class index k chosen an infinitely often.
Obtain the respective sequences cn and c̄

n.

2. Stop when c̄nk � cnk  ✏ for each k 2 K.

3. The equilibrium cost c⇤k is then in the interval [cnk , c̄
n
k ].

3.4 Equilibrium arrival rates
We now discuss how the equilibrium arrival rates may be

determined once the equilibrium profile c

⇤ = (c⇤k) as well as
the associated regions Tk(c

⇤) where customers of class k get
served in equilibrium are determined. We assume thatDk(t)

is di↵erentiable. This implies that Wk(t, c
⇤
k) =

c⇤k�Dk(t1)

↵k
is

also di↵erentiable.
Then, since Dk(t) is continuous, typically Tk(c

⇤) will com-
prise a finite union of disjoint intervals. Suppose (t

1

, t
2

) 2
Tk(c

⇤) is one such interval. For t 2 (t
1

, t
2

), denote the wait-
ing time Wk(t, c

⇤
k) by W (t), and suppress k from all other

notation in this subsection to avoid notational clutter.
Clearly the departures in (t

1

, t
2

) are arrivals in
(t

1

�W (t
1

), t
2

�W (t
2

)).
Thus,

Z t�W (t)

t1�W (t1)

�(s)ds =

Z t

t1

µ(s)ds

for t 2 (t
1

, t
2

).
Di↵erentiating with respect to t, we get

�(t�W (t)) =
µt

1�W 0(t)
.

This further simplifies to

�(t� ↵�1(c⇤ �D(t))) =
↵µt

↵+D0(t)
.

Reintroducing the subscript k,

�k(t� ↵�1

k (c⇤k �Dk(t))) =
↵kµt

↵k +D0
k(t)

,

which is well defined since D0
k(t) > �↵k.

Set

⌧k = t� ↵�1

k (c⇤k �Dk(t))

and assume that RHS is invertible for t 2 (t
1

, t
2

) so that for
some fk, t = fk(⌧). Then,

�k(⌧) =
↵µfk(⌧)

↵k +D0
k(fk(⌧))

.

It is easy to see that since the departures can be broken
down into intervals where only a single class is being served,
the same is true for arrivals as well.

4. RATE OF CONVERGENCE
We establish rate of convergence for Algorithm 4, a spe-

cialized version of Algorithm 1, under a somewhat restric-
tive Assumption 3. Further work is needed to substantially
generalize this.

Each time (14) is called in Algorithm 4, we refer to that
as a curve lift. We now show that the number of outer

Algorithm 4:

1. Initialization: Choose any set of constants c0 = (c0k)
such that |Tk(c

0)|µ  ⇤k.

2. Repeat: Given c

n in outer iteration n, sequentially
choose an index k from 1 to K in the inner iteration.
For each k, increase cn+1

k to uniquely satisfy

|Tk(c
n+1

k |cn�k)|µ = ⇤k (14)

keeping other costs unchanged.

3. Increment n. Stop when the total capacity allocated
to all the classes is within

Pd
i=1

⇤i � ✏ for some small
✏ > 0.

iterations required is O(log(1/✏)). We make the following
simplifying assumption:

Assumption 3. At any iteration of the algorithm when
the class k curve is increased so that capacity allocated to it
increases from ⇤k � � to ⇤k, for � > 0, then the capacity
taken away from classes k + 1 to K (not increased thus far
in the outer iteration), as well as from the service facility is
� gk� for 0 < gk  1.

This assumption holds, for instance, in the concert queue
setting where µ(t) = 0 for t  0, µ(t) > 0 for t > 0, Dk(t) =
�kt for �k > 0 for each k. Here, the isocost curve for class
k has the form

Wk(t) = ↵�1

k (ck � �kt).

Under the assumption that �k/↵k are distinct for each k,
If we order the classes in increasing order of ��k/↵k then
Assumption 3 holds. Similar conditions can be developed
when the isocost curves have an inverted V shape, with some
restrictions on the slopes of these curves.

Proposition 4. Consider Algorithm 4. Under Assump-
tion 3, the number of outer iterations conducted is O(log(1/✏)).

Proof. Suppose at the completion of an outer iteration
of the algorithm, the service capacity allocated to each class
k  K�1 is ⇤k��k, for �k 2 (0,⇤k] (by the algorithm, Class
K has capacity ⇤K at the end of each outer iteration. We
now show that there exists a constant g 2 (0, 1) such that
after another complete iteration of the algorithm, the re-
maining total required capacity comes down from

PK�1

k=1

�k
to at most (1 � g)

PK�1

k=1

�k. From this, the O(log(1/✏))
convergence result easily follows.

To see this, we need some notation. At a given outer
iteration, when the class j curve is increased, let the capacity
taken from class k due to this increase be denoted by �j,k.
Let �j,s denote the new capacity from the server provided
to class j due to this increase.

Then, the total capacity deficit for class j in this outer
iteration before its cost is raised equals �j +

Pj�1

i=1

�i,j . Due
to Assumption 3, we have

KX

k=j+1

�j,k +�j,s � gj(�j +
j�1X

i=1

�i,j). (15)



The proof follows once we show that for some g 2 (0, 1],

KX

j=1

�j,s � g

K�1X

j=1

�j .

To see this, observe from (15) that

�K,s � gK(�K +
K�1X

j=1

�j,K).

It follows that �K�1,s +�K,s

� gK�K + gK(�K�1,s +�K�1,K) + gK

K�2X

j=1

�j,K

� gK�K + gKgK�1

(�K�1

+
K�2X

j=1

�j,K�1

) + gK

K�2X

j=1

�j,K

� gKgK�1

(�K + �K�1

) + gKgK�1

(
K�2X

j=1

�j,K�1

+
K�2X

j=1

�j,K).

Consider the inductive hypothesis for k  K � 1,

�K�k+1,s + · · ·+�K,s �
0

@
KY

j=K�k+1

gj

1

A
KX

j=K�k+1

�j+

0

@
KY

j=K�k+1

gj

1

A

0

@
K�kX

i=1

KX

j=K�k+1

�i,j

1

A .

Adding�K�k,s to LHS and
⇣QK

j=K�k+1

gj
⌘
�K�k,s to RHS

and noting that
PK

j=K�k+1

�K�k,j +�K�k,s

� gK�k(�K�k +
K�k�1X

i=1

�i,K�k),

It follows that �K�k,s + · · ·+�K,s �
0

@
KY

j=K�k

gj

1

A (
KX

j=K�k

�j)+

0

@
dY

j=K�k

gj

1

A

0

@
K�k�1X

i=1

KX

j=K�k

�i,j

1

A ,

so that the induction is correct.
The result then follows with (note that g

1

= 1),

g =

 
KY

j=1

gj

!
.

5. CONCLUSION
In this short paper we considered a transient queue where

the arrivals may belong to multiple classes and are fluid in
nature. Service rates were allowed to be deterministic but
variable. The customer costs are a sum of a linear function
of the waiting time and a continuous function of the service
completion time. In this setting, in the transportation lit-
erature, it is known that an equilibrium profile exists and
is unique. However, proof techniques used involve intricate
fixed point based arguments. We provide a first principle
based, elegant geometric perspective to this problem and
arrive at simple constructive methods to arbitrarily accu-
rately approximate this equilibrium profile. We also pro-
vide an analysis of the rate of convergence of a proposed
algorithm in a restricted setting.

This simplicity makes further developments easy. For in-
stance, we observe that variable service rates may be easily
incorporated. Also, we show that the extension of customers
balking if there cost is beyond a threshold is easily incorpo-
rated.

The results presented are under somewhat simplifying as-
sumptions. Generalizing these, as well as extending the
analysis to other practically relevant settings would be taken
up in a more elaborate version of this paper.
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ABSTRACT
Processor sharing queues are often used to study the perfor-
mance of time-sharing systems. In such systems the total
service rate µ(m) depends on the number of jobs m present
in the system and there is a limit implemented, called the
multi-programming level (MPL), on the number of jobs k
that can be served simultaneously. Prior work showed that
under highly variable jobs sizes, setting the MPL k beyond
the value k⇤ = argmax

m

µ(m) may reduce the mean re-
sponse time.

In order to study the impact of the MPL k on the re-
sponse time distribution, we analyse the MAP/PH/LPS-
k(m) queue. In such a queue jobs arrive according to a
Markovian arrival process (MAP), have phase-type (PH)
distributed sizes, at most k jobs are processed in parallel
and the total service rate depends on the number of jobs
being served. Jobs that arrive when there are k or more
jobs present are queued.

We derive an expression for the Laplace transform of the
response time distribution and numerically invert it to study
the impact of the MPL k. Numerical results illustrate to
what extent increasing k beyond k⇤ increases the quantiles
and tail probabilities of the response time distribution. They
further demonstrate that for bursty arrivals and larger MPL
k values having more variable job sizes may reduce the mean
response time.

1. INTRODUCTION
Processing jobs with highly variable job sizes in a first-

come-first-served (FCFS) order is clearly suboptimal as short
jobs get stuck behind long jobs. Therefore many systems
employ some form of time sharing such that short jobs expe-
rience much better delay characteristics which often results
in an overall gain in the mean system response time. In
such systems the e�ciency tends to improve as the number
of jobs processed in parallel increases up to some point after
which the e�ciency declines as too many jobs are compe-
ting for the available resources [13]. In a queueing theoretic
setting such a system corresponds to a processor sharing
(PS) queue where the overall processing rate of the server

⇤This work was supported by the FWO grant G024514N
and the OTKA 123914 project.

IFIP WG 7.3 Performance 2017. Nov. 14-16, 2017, New York, NY USA

Copyright is held by author/owner(s).

depends on the number of jobs present. If we denote µ(m)
as the processing rate in case there are m jobs served in pa-
rallel, then µ(m) is called the service curve and this curve
tends to be unimodal and attains a maximum in some value
k⇤, i.e., µ(k⇤) � µ(m) for any m. As it is desirable that
the system operates at high e�ciency a common approach
is to limit the number of jobs that is processed in parallel
to some k, where k is called the multi-programming level
(MPL) and setting k = k⇤ is a very natural choice. Whene-
ver the number of jobs n in the system exceeds k, n � k of
the jobs queue to receive service. Thus, the system operates
as a limited processor sharing queue where the service rate
depends on the number of jobs in service.

As indicated in [5] when the job sizes are highly variable
the mean response times can be further reduced by picking
an MPL k that exceeds k⇤ (especially if the load is not too
high). The intuition is that although setting k > k⇤ reduces
the service rate when there are many jobs present, short jobs
tend to have an easier time to pass long jobs which outweighs
the reduced service rate (if the load is not too high). Ho-
wever, service disciplines that minimize the mean response
time, like shortest job next, also tend to cause some form
of starvation for the long jobs. Thus it would be interesting
to see how the MPL k a↵ects not only the mean response
time, but the response time distribution. In fact it can be
anticipated that increasing k beyond k⇤ may increase the
tail probabilities as long jobs have a more di�cult time to
complete.

The main objective of this paper is to develop an e�cient
numerical method to compute the response time distribution
in a limited processor sharing queue to investigate how it is
a↵ected by the MPL k. To this end we derive an expression
for the Laplace transform (LT) of the response time distri-
bution of the MAP/PH/LPS-k(m) queue, where jobs arrive
according to a Markovian arrival process (MAP) of order
n
a

, jobs have an order n
s

phase-type (PH) distributed size,
at most k jobs are processed in parallel and the service rate
depends on the number of jobs being served. Jobs that ar-
rive when there are k or more jobs present are queued (in
an infinite bu↵er) and queued jobs are taken in FCFS or-
der from the queue whenever a job completes service. To
obtain the response time distribution we numerically invert
the LT, which requires us to numerically evaluate the LT
at various values of s. For this purpose we propose two
approaches: a Kronecker and a spectral expansion appro-
ach. At first glance both approaches may appear proble-
matic as they rely on matrix computations where the size



of the matrices involved is O(n
a

nk

s

). However, as we are
mostly interested in highly variable job sizes we focus on
hyper-exponential distributions with n

s

= 2 phases only (as
in [5]). Further, it is easy (see [5]) to reduce these O(n

a

2k)
size matrices to matrices of size O(n

a

k), which allows fast
numerical inversion as indicated by the various numerical
examples (for n

a

= 1, n
s

= 2 and k = 15 computing the
probability P [R  t] that the sojourn time is less than or
equal to t for a given t requires less than 10 seconds on a
regular laptop).

The main insights provided by the numerical examples
is that while increasing the MPL k beyond k⇤ reduces the
mean response times in case of highly variable job sizes, it
does significantly increase the tail probabilities. More sur-
prisingly, when the arrivals occur in bursts and the MPL k
is large (e.g., k = 15) more variable job sizes can result in
significantly lower mean response times (while the tail pro-
babilities still increase with increasing job size variability).

The paper is structured as follows. The queueing mo-
del analyzed in this paper is described in Section 2, while
Section 3 reviews some of the related work in this area.
Section 4 focuses on how to compute the queue length dis-
tribution. The analysis of the response time distribution is
presented in Section 5 and is the main technical contribution
of the paper. Section 6 discusses various numerical examples
and conclusions are drawn in Section 7.

2. MODEL AND NOTATIONS
To model general service time distribution and job arri-

val patterns we assume that customers arrive according to a
Markovian arrival process (MAP) and their job lengths are
phase-type (PH) distributed. PH distributions and MAPs
are distributions and point processes with a modulating fi-
nite state background Markov chain [7]. At the expense
of increasing the size of the background Markov chain any
general distribution and point process can be approximated
arbitrary closely with PH distributions and MAPs, respecti-
vely. MAPs can describe point processes with possibly de-
pendent inter-arrival times and include the special case of
renewal processes with PH distributed inter-arrival times.
Various fitting tools are available online for PH distributi-
ons, as well as some tools to approximate MAPs (e.g., [6]).

We consider an infinite bu↵er service node, where jobs
arrive according to a MAP(D0,D1) with mean arrival rate
� = �D11I, where 1I is the column vector of ones of ap-
propriate size and � is the stationary distribution of the
MAP satisfying �(D0 + D1) = 0 and �1I = 1. The service
time distribution is PH(↵,A). The completion rate vector
of PH(↵,A) is denoted by a = �A1I. The size of the arrival
MAP is n

a

and the size of the service PH is n
s

.
The server serves at most k jobs in parallel such that the

service speed depends on the number of parallel served jobs.
If m (m  k) jobs are served in parallel the service speed
of one of those jobs is µ

m

= µ(m)/m and during such a
period the service time is PH(↵, µ

m

A). We only consider
MPL values k for which the stability condition

�↵(�A)�11I < kµ
k

,

holds.
We are interested in the response time distribution of this

system. In order to compute it we first compute the stati-
onary distribution of the number of customers, the service
phases and the phase of the arrival process, based on which

we evaluate the distribution observed by a tagged customer
arriving to the system. This part of the analysis, presen-
ted in Section 4, is a straightforward application of matrix
analytic methods [10, 7]. The challenge is to determine the
response time distribution given the initial distribution of a
tagged customer in an e�cient manner: this is by far the
main technical contribution of the paper and is presented in
Section 5. The response time distribution is obtained in the
Laplace transform domain from which a numerical inverse
transformation provides the time domain result.

3. RELATED WORK
The closest related work is [5] which considers exactly the

same queueing system, but focuses on the mean response
time only. As the MPL that minimizes the mean response
time depends to a large extent on the arrival rate � the
authors also propose two dynamic schemes to adjust the
MPL level to minimize the mean response time. In [12] a
numerical scheme is proposed to study the response time
distribution of a limited processor sharing queue, but the
system is a closed queueing system and job durations are
exponential. While the analysis can be adapted to an open
queueing network with Poisson input, relaxing the exponen-
tial job durations appears problematic.

Limited processor sharing (LPS) queues (where the over-
all service rate does not depend on the number of jobs being
processed) have been studied by a variety of authors. In [9]
the impact of the MPL k on the sojourn time tail asymp-
totics is studied and a robust setting for k is proposed that
achieves good tail asymptotics for both heavy and light
tailed job size distributions. A method to assess the mean
response time in an LPS queue (with Poisson arrivals and
PH service) via matrix analytic methods was proposed in
[14] and is very similar in nature to Section 4. A closed
form approximation for the mean sojourn time in an LPS
queue with general service times was proposed in [2]. Fluid,
di↵usion and heavy tra�c approximations for LPS queues
have also been developed in [17, 15, 16]. Further, a mo-
notonicity result for the G/GI/LPS-k queue was presented
in [11], which shows that the queue length distribution mo-
notonically increases (decreases) in the stochastic ordering
sense as a function of the MPL k for service time distribu-
tions with an increasing (decreasing) hazard rate.

4. STATIONARY ANALYSIS OF THE NUM-
BER OF CUSTOMERS

LetN(t) be the number of customers in the system at time
t, Z(t) be the phase of the MAP characterizing the arrivals
at time t and let {Y1(t), Y2(t), . . . , Ymin(N(t),k)(t)} represent
the service phases of the customers under service at time
t. X(t) = (N(t), {Z(t), Y1(t), Y2(t), . . . , Ymin(N(t),k)(t)}) is a
continuous time Markov process. We state that N(t) is the
“level” process and {Z(t), Y1(t), Y2(t), . . . , Ymin(N(t),k)(t)} is
the “phase” process.

Denote the stationary probabilities of level m by ⇡
m

, i.e.,
⇡
m

is a row vector containing the stationary probabilities for
(N(t), {Z(t), Y1(t), Y2(t), . . . , Ymin(m,k)(t)}) with N(t) = m.

Define the Kronecker sum for vectors�m

i=1a ,Pm

i=1 ⌦
i�1
j=1I⌦

a⌦⌦m

`=i+1I, then we have the following result:

Theorem 1. Let Lm = D0��m

i=1µm

A and Fm = D1⌦
↵⌦⌦m

i=1I, for m = 0, . . . , k�1. Let Bm = I⌦�m

i=1µm

a, for



m = 1, . . . , k, L = Lk, F = D1 ⌦⌦k

i=1I, B = I⌦�k

i=1µk

a↵
and B

k+1 = B. Denote R as the minimal non-negative
solution of the quadratic matrix equation

0 = F+RL+R2B, (1)

Rk = R and define

Rm = �Fm(Lm+1 +Rm+1Bm+2)
�1, (2)

for m = 0, . . . , k � 1, then

⇡
m

= ⇡0

m�1Y

j=0

Rj,

⇡
k+j

= ⇡
k

Rj ,

for m = 0, . . . , k and j � 0 and ⇡0 is the unique vector such
that ⇡0(L0 +R0B1) = 0 and

P
i

⇡
i

1I = 1.

Proof. Due to the fact that N(t) can change at most
by one in a single state transition X(t) is a Quasi-Birth-
Death (QBD) Markov process, where the first k + 1 levels
(0, 1, . . . , k) of this QBD are irregular and level dependent.
The generator of the QBD is given by

2

66666666664

L0 F0

B1 L1 F1

. . .
. . .

. . .
Bk�1 Lk�1 Fk�1

Bk L F
B L F

. . .
. . .

. . .

3

77777777775

,

The result follows from a standard application of matrix
analytic methods [10, 7].

The matrices Rm are of size n
a

nm

s

⇥ n
a

nm+1
s

and R is a
square matrix of size n

a

nk

s

. While this may appear proble-
matic for computational purposes, we can use the common
method to reduce the size of the matrices by simply keeping
track of the number of servers that are currently in each ser-
vice phase (at the expense of complicating the expressions
for the blocks part of the generator matrix), see Section 6
for more details. When n

s

= 2, as in our numerical experi-
ments, this makes the block sizes linear in k (as opposed to
exponential).

Theorem 2. After an arrival of a stationary customer
the system state distribution is

⇡̂
m+1 =

1
�
⇡
m

Fm,

where Fm = F for m � k.

Proof. The probability of being in phase u of level m+1
just after an arrival epoch is (⇡

m

Fm)
u

and the result then
follows by a standard Markov chain argument [3]. It su�ces
to check that

1X

m=0

⇡̂
m+11I =

1X

m=0

1
�
⇡
m

Fm1I =

1X

m=0

1
�
⇡
m

D11I⌦ 1⌦⌦min(m,k)
i=1 1I =

1
�
�D11I = 1.

5. RESPONSE TIME DISTRIBUTION
The Laplace transform of the response time, R, is deno-

ted by r(s) = IE(e�sR). To compute the response time we
introduce the following quantities.

Let entry (u, v) of the matrix W(s, i, j) be the Laplace
transform of the probability that i customers are served and
j arrive in an interval of length t where the phase process
starts in phase u and ends in phase v, while service is perfor-
med by k servers during the entire interval. More precisely,
W(s, i, j) =

R
t

e�stW̄(t, i, j)dt and

W̄(t, i, j)
u,v

= P(N
ser

(t) = i, N
arr

(t) = j,N(⌧) � k, 8⌧ < t,

{Z(t), Y1(t), . . . , Yk

(t)} = v|{Z(0), Y1(0), . . . , Yk

(0)} = u),

where N
arr

(t) and N
ser

(t) denote the number of arrivals and
services in (0, t), respectively. As the elements of W̄(t, i, j)
are probabilities, for Re(s) > 0 we have

Z 1

0

��e�stW̄(t, i, j)
u,v

�� dt 
Z 1

0

��e�st

�� dt

=

Z 1

0

e�Re(s)tdt < 1,

and consequently W(s, i, j)
u,v

is analytic for Re(s) > 0 (as
the LT is analytic in its absolute region of convergence). In
the subsequent analysis we present Laplace domain matrix
expressions for matrices of probabilities, these expressions
are obtained as the solution of linear equations in explicit
(described by matrix inverse) or in implicit (solution of a
Sylvester equation) from. In either cases, without any furt-
her notice, we have that the solution is finite and analytic
for Re(s) > 0 due to the same reasoning as for W(s, i, j)

u,v

.
Define entry u of the column vector Si(s) as the Laplace

transform of the remaining service time R
rem

of a tagged cu-
stomer when there are i customers in the system, the phase
process is in phase u and the tagged customer is in the first
server. That is,

Si(s)u = IE(e�sRrem |N(0) = i, tagged in server 1,

{Z(0), Y1(0), . . . , Ymin(i,k)(0)} = u).

Theorem 3. The Laplace transform of the response time,
r(s), can be expressed as

r(s) =
k�1X

m=0

1
�
⇡
m

FmSm+1(s)

+
1X

j=0

1X

i=0

1
�
⇡
k

RiFW(s, i, j)B0Sk+j(s) (3)

where B0 = (I⌦�k

i=1µk

a)(I⌦ ↵⌦k

i=1 I).

Proof. We rely on Theorem 2 and distinguish between
two cases: the tagged customer either gets to the server di-
rectly, or it is bu↵ered upon its arrival. In the first case
the matrix Fm ensures that the newly arrived customer is
in server one and its service time is described by Sm+1(s).
In the second case 1

�

⇡
k

RiF describes the probability that
there are k + i customers in front of the tagged one andP1

j=0 W(s, i, j) describes all arrival patterns until i custo-
mers have departed and the tagged customers starts service.
The matrix B0 ensures that the tagged customer gets to ser-
ver one, from which point Sk+j(s) describes the response
time.



Theorem 4. The matrices W(s, i, j) satisfy the following
relations:

L(s) , W(s, 0, 0) = (sI� L)�1 , (4)

W(s, i, 0) = W(s, i� 1, 0)BL(s) = L(s) (BL(s))i , (5)

W(s, 0, j) = W(s, 0, j � 1)FL(s) = L(s) (FL(s))j , (6)

W(s, i, j) = (W(s, i, j � 1)F+W(s, i� 1, j)B)L(s). (7)

Proof. (4) describes the case without any arrivals or ser-
vice completions. In this case only the phase can change ac-
cording to the matrix L. (5) represents the case that there
are i� 1 services and no arrivals in (0, ⌧) with ⌧ < t, there
is a service completion at time ⌧ according to matrix B and
there are no arrivals or service completions in (⌧, t). (6) is
similar to (5), and (7) considers the cases that the last event
is an arrival or a service completion.

5.1 Analysis of Si(s)

To compute Si(s) we need matrices that distinguish bet-
ween a service completion of the tagged customer or another
customer. To this end we define

B̂ = I⌦ µ
k

a↵⌦⌦k

`=2I,

and

B̂m = I⌦ µ
m

a⌦⌦m

`=2I,

for m  k for the service completion of the tagged customer
(residing in server one). While

B̄ = I⌦ I⌦�k

`=2µk

a↵,

and

B̄m = I⌦ I⌦�m

`=2µm

a,

for m  k correspond to another customer completing ser-
vice. Note that B̂ + B̄ = B and B̂m + B̄m = Bm. Furt-
hermore, define Lm(s) , (sI� Lm)�1 for m < k and F0

m =
D1⌦⌦m

i=1I⌦↵ which is the same as Fm except that it puts
the incoming customer in server m + 1 (instead of server
one).

Theorem 5. Si(s) satisfies the following recurrence rela-
tions

S1(s) = L1(s)
⇣
B̂11I + F0

1S2(s)
⌘
, (8)

Sm(s) = Lm(s)
⇣
B̂m1I + B̄mSm�1(s) + F0

mSm+1(s)
⌘
,

(9)

for 1 < m < k,

Sk(s) = L(s)
⇣
B̂k1I + B̄kSk�1(s) + FSk+1(s)

⌘
, (10)

Sk+j(s) = L(s)
⇣
B̂1I + B̄Sk+j�1(s) + FSk+j+1(s)

⌘
, (11)

for j � 1.

Proof. We detail only (9) as the other cases can be de-
rived similarly. The response time associated with Sm(s)
for 1 < m < k can be computed assuming that there are
only phase transitions according to matrix Lm up to time ⌧
(⌧ < t) and at time ⌧ there are three possible events:

• the service completion of the tagged customer accor-
ding to the vector B̂m1I;

• the service completion of a non-tagged customer ac-
cording to the matrix B̄k from which the remaining
response time is Sk�1(s);

• an arrival captured by F0
m (which keeps the tagged

customer in server one and places the incoming one to
serve m+ 1) from which the remaining response time
is Sm+1(s).

To avoid the infinite recurrence relation in (11) we com-
pute Sk+1(s) explicitly, based on V(s, i, h). Entry (u, v) of
V(s, i, h) is the Laplace transform of the probability that i
non-tagged customers are served and h customers arrive
in an interval of length t that starts in phase u with k + 1
customers and ends in phase v, while there are at least k+1
customers in the system during the entire interval of length t.
There are two di↵erences between V(s, i, h) and W(s, i, h).
The first one is that W(s, i, h) considers the service of all
customers while V(s, i, h) considers the service of the non-
tagged customers only and assumes that the tagged custo-
mer is not served in (0, t). The second (and more intricate)
di↵erence is that W(s, i, h) does not put any restrictions on
the order of the i service completions and h arrivals, while
for V(s, i, h) the number of arrived customers may not be
below the number of served customers at all times, ensuring
that there are at least k+1 customers in the system during
the entire interval.

Theorem 6. For V(s, i, h) we have

V(s, 0, 0) = (sI� L)�1 = L(s), (12)

V(s, 0, h) = V(s, 0, h� 1)FL(s) = (L(s)F)h L(s), (13)

V(s, i, i) = V(s, i� 1, i)B̄L(s), (14)

V(s, i, h) =
�
V(s, i, h� 1)F+V(s, i� 1, h)B̄

�
L(s), (15)

for 0 < i < h.

Proof. The reasoning is similar to the proof of Theorem
4 and we only emphasize the di↵erences here. The matrix
B̄ corresponds to the service completion of a non-tagged
customer, and (14) ensures that the state when the number
of served and arrived customers is identical, is reachable
only from the state when the number of arrivals equals the
number of service completions plus one. This ensures that
there cannot be fewer than k+1 customers in the system.

Theorem 7. For Re(s) � 0, Sk+1(s) can be computed as

Sk+1(s) = V(s, 0)
�
I� R̄(s)

��1
B̂1I +V(s, 0)B̄Sk(s), (16)

where V(s, 0) =
�
sI�L�R̄(s)B̄

��1
and R̄(s) is the minimal

non-negative solution of

sR̄(s) = F+ R̄(s)L+ R̄2(s)B̄. (17)

Proof. According to the definition of V(s, i, h) we have

Sk+1(s) =
1X

m=0

1X

`=0

V(s, `, `+m)B̂1I +
1X

`=0

V(s, `, `)B̄Sk(s),

(18)



where the first term describes the case when the tagged cu-
stomer is served before the queue length decreases to k and
the second term describes the case when the tagged custo-
mer is not served while the queue length is larger than k
and from the point when the queue length reduces to k is
its remaining service time is described by Sk(s).

To avoid infinite summations we introduce

V(s, i) =
1X

`=0

V(s, `, i+ `)

for which the following recurrence relations hold for i > 0
based on (15)

V(s, i) = V(s, i� 1)FL(s) +V(s, i+ 1)B̄L(s).

Substituting L(s) by (sI� L)�1 gives

sV(s, i) = V(s, i� 1)F+V(s, i)L+V(s, i+ 1)B̄,

which indicates that V(s, i) follows a matrix geometric se-
quence

V(s, i) = V(s, i� 1)R̄(s) = V(s, 0)R̄i(s),

where R̄(s) is the solution of (17). For Re(s) � 0, the
spectral radius of R̄(s) is less than 1 since

�
F+ L+ B̄

�
1I =

�B̂1I  0, which implies that
�
I � R̄(s)

��1
exists. For

V(s, 0) we have due to (14)

V(s, 0) = V(s, 0, 0) +
1X

`=1

V(s, `, `)

= L(s) +
1X

`=1

V(s, `� 1, `)B̄L(s)

= L(s) +V(s, 1)B̄L(s),

from which V(s, 0) can be computed as

V(s, 0) = L(s) +V(s, 0)R̄(s)B̄L(s)

=
�
sI� L� R̄(s)B̄

��1
.

Finally, from (18) we have

Sk+1(s) =
1X

m=0

V(s, 0)R̄m(s)B̂1I +V(s, 0)B̄Sk(s),

= V(s, 0)
�
I� R̄(s)

��1
B̂1I +V(s, 0)B̄Sk(s), (19)

which completes the theorem.

Thanks to (16), (10) can be written as

Sk(s) = L(s)
⇣
B̂k1I + B̄kSk�1(s)

⌘

+ L(s)FV(s, 0)

✓�
I� R̄(s)

��1
B̂1I + B̄Sk(s)

◆
. (20)

(20) together with (8) and (9) form a set of linear equations
for Sm(s) (m = 1, . . . , k) for any fixed value of s.

Theorem 8. For j > 0, Sk+j(s) can be computed as

Sk+j(s) =
j�1X

`=0

�
V(s, 0)B̄

�
`

V(s, 0)
�
I� R̄(s)

��1
B̂1I

+
�
V(s, 0)B̄

�
j

Sk(s), (21)

Proof. The recurrence relation in (16) remains valid for
higher number of customers as well, that is

Sk+j(s) = V(s, 0)
�
I� R̄(s)

��1
B̂1I +V(s, 0)B̄Sk+j�1(s).

(22)

Successive substitution of this recurrence relation for k +
1, . . . , k + j yields (21).

5.2 Computing the response time distribution
According to (3) and (21) the Laplace transform of the

response time can be written as

r(s) = r1(s) + r2(s) + r3(s),

with

r1(s) =
k�1X

m=0

1
�
⇡
m

FmSm+1(s),

r2(s) =
1X

j=0

1X

i=0

1
�
⇡
k

RiFW(s, i, j)B0�V(s, 0)B̄
�
j

Sk(s),

and

r3(s) =
1X

j=1

1X

i=0

1
�
⇡
k

RiFW(s, i, j)B0

·
j�1X

`=0

�
V(s, 0)B̄

�
`

V(s, 0)
�
I� R̄(s)

��1
B̂1I.

Using Theorem 1 we can compute ⇡
m

(m = 1, . . . , k) and
from the linear system of (8), (9) and (20) we can retrieve
Sm(s) (m = 1, . . . , k) for any fixed value of s. Based on
these, we can compute the first term, r1(s). We now fo-
cus on the analysis of r2(s) and r3(s), using two di↵erent
computational approaches.

5.2.1 Computing the response time by Kronecker ex-

pansion

The first approach to compute r2(s) and r3(s) exists in re-
lying on a Kronecker expansion. While the solution is easy
to implement, the size of the matrices involved is the square
of the size of the blocks characterizing the generator of the
Markov chain. This implies that the run time complexity
when n

s

= 2 will grow as k6. The spectral approach presen-
ted in the next section avoids the need to work with such
large matrices and has a time complexity that is cubic in k
when n

s

= 2 (see Section 6 for more details on the run time
complexity).

Theorem 9.

r2(s) =
1
�

⇣
Sk(s)

T ⌦ ⇡
k

⌘
N(s)vec(M(s, 0))

where ⌦ is Kronecker product, T denotes transpose, vec() is
the column stacking vector operator,

U(s) =
⇣
I�

�
L(s)TBT ⌦R

�⌘�1 �
L(s)TFT ⌦ I

�

and M(s, 0) and N(s) are the solutions of the Sylvester equa-
tions1

M(s, 0) = FL(s) +RM(s, 0)BL(s),

1These equations are of the form AXB�X+C = 0 and can
therefore be solved in cubic time using the dlyap MATLAB
command.



N(s) =
⇣
B0T ⌦ I

⌘
+
⇣
B̄TV(s, 0)T ⌦ I

⌘
N(s)U(s).

Proof. Let M(s, j) =
P1

i=0 R
iFW(s, i, j). For j = 0,

we have

M(s, 0) =
1X

i=0

RiFW(s, i, 0) =
1X

i=0

RiFL(s) (BL(s))i

= FL(s) +RM(s, 0)BL(s)

which is a Sylvester matrix equation for M(s, 0). For j � 1,
one finds

M(s,j) = FW(s, 0, j) +
1X

i=1

RiFW(s, i, j) = (FL(s))j+1

+
1X

i=1

RiF (W(s, i, j � 1)F+W(s, i� 1, j)B)L(s)

= (FL(s))j+1 +
1X

i=1

RiFW(s, i, j � 1)

| {z }
M(s,j�1)�FW(s,0,j�1)

FL(s)

+R

1X

i=1

Ri�1FW(s, i� 1, j)

| {z }
M(s,j)

BL(s)

= M(s, j � 1)FL(s) +RM(s, j)BL(s),

whose closed form solution can be obtained using the vec
operator, by recalling that vec(XY Z) = (ZT ⌦X)vec(Y )

vec(M(s, j)) =
�
L(s)TFT ⌦ I

�
vec(M(s, j � 1))

+
�
L(s)TBT ⌦R

�
vec(M(s, j)).

Hence,

vec(M(s, j)) = U(s)vec(M(s, j � 1)),

with

U(s) =
⇣
I�

�
L(s)TBT ⌦R

�⌘�1 �
L(s)TFT ⌦ I

�
.

Therefore,

vec(M(s, j)) = U(s)jvec(M(s, 0)).

This implies that r2(s) can be written in the following man-
ner by using the equality vec(XY Z) = (ZT ⌦X)vec(Y ) with

X = ⇡
k

, Y = M(s, j) and Z = B0�V(s, 0)B̄
�
j

Sk(s):

r2(s) =
1X

j=0

1
�
⇡
k

M(s, j)B0�V(s, 0)B̄
�
j

Sk(s)

=
1
�

1X

j=0

⇣
Sk(s)

T

�
B̄TV(s, 0)T

�
j

B0T ⌦ ⇡
k

⌘
vec(M(s, j))

=
1
�

⇣
Sk(s)

T ⌦ ⇡
k

⌘
·

1X

j=0

⇣
B̄TV(s, 0)T ⌦ I

⌘
j

⇣
B0T ⌦ I

⌘
U(s)j

| {z }
N(s)

vec(M(s, 0))

=
1
�

⇣
Sk(s)

T ⌦ ⇡
k

⌘
N(s)vec(M(s, 0)),

where for N(s) we have

N(s) =

⇣
B0T ⌦ I

⌘
+

1X

j=1

⇣
B̄TV(s, 0)T ⌦ I

⌘
j

⇣
B0T ⌦ I

⌘
U(s)j

=
⇣
B0T ⌦ I

⌘
+
⇣
B̄TV(s, 0)T ⌦ I

⌘
N(s)U(s),

which completes the proof.

Theorem 10.

r3(s) =

1
�

⇣
Ŝ(s)T ⌦ ⇡

k

⌘
N(s)U(s)(I�U(s))�1vec(M(s, 0)),

where Ŝ(s) = V(s, 0)
�
I � R̄(s)

��1
B̂1I and N(s), U(s) and

M(s, 0) are defined in Theorem 9.

Proof. Using Ŝ(s) = V(s, 0)
�
I� R̄(s)

��1
B̂1I, we write

r3(s) =
1
�

1X

`=0

1X

j=`+1

⇡
k

M(s, j)B0�V(s, 0)B̄
�
`

Ŝ(s)

=
1
�

1X

`=0

⇣
Ŝ(s)T

�
B̄TV(s, 0)T

�
`

B0T ⌦ ⇡
k

⌘
·

1X

j=`+1

U(s)jvec(M(s, 0))

=
1
�

1X

`=0

⇣
Ŝ(s)T

�
B̄TV(s, 0)T

�
`

B0T ⌦ ⇡
k

⌘
·

U(s)`+1(I�U(s))�1vec(M(s, 0))

=
1
�

⇣
Ŝ(s)T ⌦ ⇡

k

⌘
N(s)U(s)(I�U(s))�1vec(M(s, 0)),

5.2.2 Computing the response time by spectral ex-

pansion

We start with the next theorem which assumes that the
matrix V(s, 0)B̄ is diagonalizable. For all the numerical ex-
periments performed in this paper, it turns out that these
matrices are indeed diagonalizable. As such all the numeri-
cal results presented in this paper made use of Theorem 11
as it avoids the need to perform a Kronecker expansion.

Theorem 11. When V(s, 0)B̄ is diagonalizable for a fixed
s and its spectral decomposition is

P
N

n=1 ✓nun

v
n

, then r2(s)
and r3(s) can be computed as

r2(s) =
1
�
⇡
k

NX

n=1

M̃(s, ✓
n

)B0u
n

v
n

Sk(s),

and

r3(s) =
1
�
⇡
k

NX

n=1

M̃(s, 1)� M̃(s, ✓
n

)
1� ✓

n

B0u
n

v
n

·V(s, 0)
�
I� R̄(s)

��1
B̂1I,



where M̃(s, ✓) is the solution of the Sylvester equation2

M̃(s, ✓) = FL(s) + ✓M̃(s, ✓)FL(s) +RM̃(s, ✓)BL(s).
(23)

Proof. Using M(s, j) defined in Theorem 9, r2(s) and
r3(s) can be written as

r2(s) =
1X

j=0

1
�
⇡
k

M(s, j)B0�V(s, 0)B̄
�
j

Sk(s),

r3(s) =
1X

j=1

1
�
⇡
k

M(s, j)B0·

j�1X

`=0

�
V(s, 0)B̄

�
`

V(s, 0)
�
I� R̄(s)

��1
B̂1I,

where M(s, j) was shown to satisfy

M(s, 0) = FL(s) +RM(s, 0)BL(s),

M(s, j) = M(s, j � 1)FL(s) +RM(s, j)BL(s),

for j � 1. Multiplying the last equation with ✓j and sum-
ming over j gives

1X

j=1

✓jM(s, j) =
1X

j=1

✓jM(s, j � 1)FL(s)

+R
1X

j=1

✓jM(s, j)BL(s).

For M̃(s, ✓) =
P1

j=0 ✓
jM(s, j) we therefore have

M̃(s, ✓)�M(s, 0) = ✓M̃(s, ✓)FL(s)

+RM̃(s, ✓)BL(s)�RM(s, 0)BL(s),

from which, for any s and ✓, M̃(s, ✓) is the solution of the
Sylvester equation

M̃(s, ✓) = FL(s) + ✓M̃(s, ✓)FL(s) +RM̃(s, ✓)BL(s).
(24)

If V(s, 0)B̄ is diagonalizable and its spectral decomposition
is
P

N

n=1 ✓nun

v
n

then

r2(s) =
1X

j=0

1
�
⇡
k

M(s, j)B0
NX

n=1

✓j
n

u
n

v
n

Sk(s)

=
1
�
⇡
k

NX

n=1

M̃(s, ✓
n

)B0u
n

v
n

Sk(s),

2This equation is of the form AXB +XC = D and can be
solved in cubic time using a Hessenberg decomposition of
(B,C) and Schur decomposition of A, see [4].

and

r3(s) =
1X

j=1

1
�
⇡
k

M(s, j)B0
j�1X

`=0

NX

n=1

✓`
n

u
n

v
n

·

V(s, 0)
�
I� R̄(s)

��1
B̂1I

=
1
�
⇡
k

NX

n=1

1X

j=1

M(s, j)B0 1� ✓j
n

1� ✓
n

u
n

v
n

·

V(s, 0)
�
I� R̄(s)

��1
B̂1I

=
1
�
⇡
k

NX

n=1

M̃(s, 1)� M̃(s, ✓
n

)
1� ✓

n

B0u
n

v
n

·

V(s, 0)
�
I� R̄(s)

��1
B̂1I.

If V(s, 0)B̄ is non-diagonalizable, then its spectral de-
composition contains at least one non-trivial Jordan block.
The following theorem discusses the case when the spectral
decomposition of V(s, 0)B̄ is composed by a single Jordan
block of maximal size.

Theorem 12. If for a fixed s the spectral decomposition
of V(s, 0)B̄ is

V(s, 0)B̄ = ⇥�1

2

6664

✓ 1
✓ 1

. . .
. . .
✓

3

7775
⇥,

then

r2(s) =
1
�
⇡
k

�(s)⇥Sk(s),

r3(s) =
1
�
⇡
k

 (s)⇥V(s, 0)
�
I� R̄(s)

��1
B̂1I,

where the `th column of �(s) and  (s) can be computed as

[�(s)]
`

=
`�1X

n=0

M̃(n)(s, ✓)
n!

[B0⇥�1]
`�n

,

[ (s)]
`

=
`�1X

n=0

M̃(s, 1)
(1� ✓)n+1

[B0⇥�1]
`�n

�
`�1X

n=0

nX

u=0

1
(1� ✓)u+1

M̃(n�u)(s, ✓)
(n� u)!

[B0⇥�1]
`�n

,

such that M̃(0)(s, ✓) = M̃(s, ✓) and M̃(n)(s, ✓) (n � 1) is the
solution of the Sylvester equation3

M̃(n)(s, ✓) = nM̃(n�1)(s, ✓)FL(s) (25)

+ ✓M̃(n)(s, ✓)FL(s) +RM̃(n)(s, ✓)BL(s).

Proof. First we note that (25) is the nth derivative of
(24) with respect to ✓. (25) is a Sylvester equation for
M̃(n)(s, ✓) when M̃(n�1)(s, ✓) is known. It means that for
a fixed ✓, M̃(n)(s, ✓) can be computed iteratively starting
from n = 0.

3This equation is of the same form as (23) and can therefore
also be solved in cubic time.



For the given spectral decomposition of V(s, 0)B̄, we have

r2(s) =
1X

j=0

1
�
⇡
k

M(s, j)B0⇥�1

2

6664

✓ 1
✓ 1

. . .
. . .
✓

3

7775

j

⇥Sk(s)

=
1
�
⇡
k

�(s)⇥Sk(s),

where

�(s) =
1X

j=0

M(s, j)B0⇥�1

2

6664

✓j
�
j

1

�
✓j�1 . . .

�
j

N

�
✓j�N

✓j
�
j

1

�
✓j�1 . . .
. . .

. . .

✓j

3

7775
,

with
�
j

i

�
= 0 for i > j.

The first column of �(s), [�(s)]1, can be computed as

[�(s)]1 =
1X

j=0

M(s, j)[B0⇥�1]1✓
j = M̃(s, ✓)[B0⇥�1]1.

For the second column we have

[�(s)]2 =
1X

j=1

M(s, j)[B0⇥�1]1

 
j

1

!
✓j�1

+
1X

j=0

M(s, j)[B0⇥�1]2✓
j

= M̃(1)(s, ✓)[B0⇥�1]1 + M̃(s, ✓)[B0⇥�1]2.

and the last column is

[�(s)]
N

=
N�1X

n=0

1X

j=n

M(s, j)[B0⇥�1]
N�n

 
j

n

!
✓j�n

=
N�1X

n=0

M̃(n)(s, ✓)
n!

[B0⇥�1]
N�n

.

Similarly,

r3(s) =
1
�
⇡
k

 (s)⇥V(s, 0)
�
I� R̄(s)

��1
B̂1I,

where

 (s) =

1X

j=1

M(s, j)B0⇥�1
j�1X

`=0

2

6664

✓`
�
`

1

�
✓`�1 . . .

�
`

N

�
✓`�N

✓`
�
`

1

�
✓`�1 . . .
. . .

. . .

✓`

3

7775
=

1X

j=1

M(s, j)B0⇥�1

2

66664

1�✓

j

1�✓

d

d✓

1�✓

j

1�✓

. . . 1
N !

d

N

d✓

N
1�✓

j

1�✓

1�✓

j

1�✓

d

d✓

1�✓

j

1�✓

. . .

. . .
. . .

1�✓

j

1�✓

3
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The first column of  (s) is

[ (s)]1 =
1X

j=0

M(s, j)[B0⇥�1]1
1� ✓j

1� ✓

=
M̃(s, 1)� M̃(s, ✓)

1� ✓
[B0⇥�1]1.

SCV p 1/�1 1/�2
1 0.5000 1 1
2 0.7887 0.6340 2.3660
5 0.9082 0.5505 5.4495
10 0.9523 0.5251 10.4749
19 0.9743 0.5132 19.4868

Table 1: Parameter settings of the hyper-
exponential job size distribution for various SCV va-
lues.

and its Nth column is

[ (s)]
N

=
N�1X

n=0

1X

j=n

M(s, j)[B0⇥�1]
N�n

1
n!

dn

d✓n
1� ✓j

1� ✓

=
N�1X

n=0

1
n!

dn

d✓n
M̃(s, 1)� M̃(s, ✓)

1� ✓
[B0⇥�1]

N�n

,

where

dn

d✓n
M̃(s, 1)� M̃(s, ✓)

1� ✓
=

n! M̃(s, 1)
(1� ✓)n+1

�
nX

u=0

n!
(n� u)!

M̃(n�u)(s, ✓)
(1� ✓)u+1

The cases when multiple, potentially non-trivial Jordan
blocks appear in the spectral decomposition of V(s, 0)B̄ can
be handled by the combination of these results and are omit-
ted here.

6. NUMERICAL RESULTS
In this section we present numerical results obtained by

numerically inverting the Laplace transform r(s) of the re-
sponse time distribution. As we are mainly interested in
systems where the workload consists of a mixture of long
and short jobs, we make use of a hyper-exponential (HEXP)
distribution with n

s

= 2 phases to model the job size dis-
tribution. Under a 2-phase HEXP distribution a job has
an exponentially distributed length with mean 1/�1 with
probability p and an exponentially distributed length with
mean 1/�2 with probability 1�p. The parameters p, �1 and
�2 are set by matching the mean job duration EX, its squa-
red coe�cient of variation SCV (for any SCV � 1) and a
shape parameter. Unless otherwise stated, we set EX = 1,

�1 = 1 +

r
SCV � 1
SCV + 1

, �2 = 1�
r

SCV � 1
SCV + 1

, p =
�1
2
,

and

↵ =
⇥
p 1� p

⇤
, A =


��1

��2

�
.

Table 1 lists the resulting parameters for SCV = 1, 2, 5, 10
and 19. For instance, when SCV = 10 about 95% of the
jobs are type 1 jobs, these are typically short jobs, and the
remaining 5% of the jobs have a job length that is on average
20 times longer. We make use of the same prototypical
service rate curve µ(m) as in [5] which is depicted in Figure
1. Note that the service rate is maximized at when k = 4 or
5.
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Figure 1: Prototypical service rate curve of [5].

To numerically invert the Laplace transform we make use
of the Euler algorithm [1, Section 5]. To determine the
probability P [R  t] that the response time is at most t,
this algorithm evaluates r(s)/s in a set of 2M points, where
Re(s) = M ln(10)/3t > 0. For our numerical results we
set M = 32 and all computations were performed in double
precision using the MATLAB function euler inversion which
can be downloaded from the Mathworks File Exchange ser-
ver [8]. This function requires the function that evaluates
r(s)/s for a specific value of s as input.

As stated in Section 4 the theorems presented in this paper
make use of matrices of size nk

s

n
a

, which allows us to specify
the matrices in an elegant manner using Kronecker sums
and products. Even if n

s

= 2 this would result in matrices
of size 2kn

a

. To reduce the computation times, we use the
common approach to reduce the size of the matrices involved
by keeping track of the number of jobs in each phase (instead
of the service phase of each individual job), e.g., [14]. For
n
s

= 2 this would reduce the size of the matrices to (k+1)n
a

(as there can be between 0 and k jobs in phase 1). However,
looking at the analysis in Section 5 it should be noted that
we always need to maintain the phase of the tagged job
(located in server 1). This implies that we can only collapse
the phases of the remaining k�1 service phases and the size
of the matrices used in our computations therefore equals
2kn

a

.
For all the numerical experiments presented in this section

we were able to make use of Theorem 11 as the matrices
V(s, 0)B̄ turned out to be diagonalizable for all the para-
meter settings considered. For Poisson input (� = 0.8) and
HEXP service the computation time was less than 1 second
for k = 6, about 3.2 seconds for k = 10 and 7.5 seconds for
k = 15 to compute a single probability of the form P [R > t]
(on an Intel Core i7-3630QM 2.40 GHz laptop). These com-
putation times are not very sensitive to the specific value of
t or the SCV of the job sizes. For MAP input with n

a

= 2
instead of Poisson input the computation times roughly in-
crease by a factor 8 (as the size of the matrices doubles
and computation times are cubic in the size of the matri-
ces involved). If we rely on Theorems 9 and 10 instead of
Theorem 11 the computation times for k = 6, 10 and 15 in-
crease to approximately 4, 40 and 440 seconds, which clearly
demonstrates the e↵ectiveness of Theorem 11 to reduce the
computation times.

6.1 Poisson arrivals
The Poisson arrival process with rate � is a special case

of a MAP with n
a

= 1, D0 = �� and D1 = �. Figures
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Figure 2: Mean job response time as a function of
the MPL k under Poisson arrivals with rate � = 0.8.
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Figure 3: Mean job response time as a function of
the MPL k under Poisson arrivals with rate � = 0.9.

2 and 3 depict the mean response time in case of Poisson
job arrivals with rate � = 0.8 and 0.9 for various choices of
the service time SCV. These plots are similar to [5, Figure
3] and confirm that selecting a higher MPL k when the job
sizes are highly variable is beneficial for the mean response
time.

Figures 4 and 5 show the response time distribution for
various choices of the MPL k for the setting with SCV = 19.
These figures clearly illustrate that while the mean response
time is minimized for an MPL value well beyond 5 (where
the service rate curve is maximized), the tail of the response
time distribution behaves very di↵erently and is minimized
by setting k = 4, the smallest k value for which µ(k) � µ(m)
for all m. This observation is in agreement with the obser-
vation made in [9] that under light tailed job size distri-
butions, the tail asymptotics of a limited processor sharing
queue (with a fixed service rate curve) tends to improve as
the MPL level k decreases. It also confirms our intuition
that the mean response time improves up to some point as
for larger k short jobs have an easier time passing long jobs,
but this makes it harder for the long jobs to complete ser-
vice, which worsens the tail behavior of the response time
distribution.

This is further illustrated in Figures 6 and 7 where we de-
pict the response time distribution conditioned on the initial
service phase of a job. We state that jobs that started ser-
vice in phase i, for i = 1, 2, are type-i jobs. In case of HEXP
job lengths, this implies that the type-i jobs have a mean
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Figure 4: Response time distribution for various
MPL k values under Poisson arrivals with rate � =
0.8 and SCV = 19.
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Figure 5: Response time distribution for various
MPL k values under Poisson arrivals with rate � =
0.9 and SCV = 19.

length of 1/�
i

and roughly speaking the type-1 jobs corre-
spond to short jobs (with a mean length of about 0.5) and
type-2 jobs are typically long (with a mean close to 20). To
compute these distributions, denoted as R

short

and R
long

,
we can rely on the results presented in Section 5, except
that the vector ↵ used in the matrices B0 and F0 needs to
be replaced by e

i

, the stochastic vector with entry i equal to
1. Ideally we would like to compute the response time dis-
tribution of a job given its size, but this distribution cannot
be directly obtained from Section 5.

Figure 6 shows that the response time distribution of the
short jobs tends to improve as k increases up to k = 12, the
value that minimizes the mean response time. For larger t
smaller k values still perform better, but this is most likely
due to the fact that not all type-1 jobs are truly short. Si-
milarly Figure 7 shows that increasing k is typically bad for
the long jobs.

We end this section by depicting the 99th percentile of the
response time distribution for various choices of the SCV in
Figure 8. This percentile is very meaningful whenever the
main concern of the system is to guarantee good response
time for the majority of the jobs, e.g., 99% of the jobs. Fi-

0 50 100 150 200 250 300 350 400

t

10-6

10-5

10-4

10-3

10-2

10-1

100

P
r[

R
sh

o
rt
 >

 t
]

λ = 0.8, SCV = 19

k = 3

k = 4

k = 5

k = 6

k = 9

k = 12

k = 15

Figure 6: Response time distribution of short jobs,
i.e., type-1 jobs, for various MPL k values under
Poisson arrivals with rate � = 0.8 and SCV = 19.
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Figure 7: Response time distribution of long jobs,
i.e., type-2 jobs, for various MPL k values under
Poisson arrivals with rate � = 0.8 and SCV = 19.

gure 8 indicates that except for the SCV = 19 case, the 99th

percentile is minimized by setting the MPL equal to 4 or 5.
It indicates that the tail asymptotics kick in rather quickly
and using a larger MPL k might not give the desirable re-
sult. The fact that a larger k reduces the 99th percentile of
the response time for an SCV equal to 19 is not surprising
as in this case about 97.5% of the jobs are type-1 jobs (see
Table 1) and these benefit from increased k values.

6.2 Phase-type renewal arrivals
In this section we investigate the impact of the arrival pro-

cess by replacing the Poisson arrivals used in the previous
section with a phase-type renewal process. This means that
consecutive inter-arrival times are still independent, but the
inter-arrival time distribution follows a phase-type distribu-
tion. Similar to the service time distribution, we assume an
HEXP inter-arrival time distribution characterized by the
mean arrival rate � and its squared coe�cient of variation
SCV

a

, that is

n
a

= 2, D0 = �


��1

��2

�
, D1 = �


p�1 (1� p)�1
p�2 (1� p)�2

�
,

where �1,2 = 1±
p

(SCV
a

� 1)/(SCV
a

+ 1) and p = �1/2.
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Figure 8: The 99th percentile of the response time
distribution as a function of the MPL k under Pois-
son arrivals with � = 0.8.
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Figure 9: Mean job response time as a function of
the MPL k under PH renewal input with rate � = 0.8
and SCV

a

= 10 for various SCV values for the job
sizes.

Figure 9 depicts the mean response time as a function of k
when the PH renewal process has a mean arrival rate � = 0.8
and an SCV

a

= 10. Note in such case the inter-arrival times
are a mixture of many rather short inter-arrival times and
less frequent long inter-arrival times. The most notable re-
sult in this figure (which we also confirmed by simulation) is
that when the MPL k is large, the mean response time redu-
ces as the job sizes become more variable (i.e., SCV increa-
ses). The intuition behind this rather unexpected result is as
follows. In case of bursty arrivals there are some time inter-
vals where the queue received many jobs in a short period of
time. When these jobs are a mixture of long and short jobs
and k is large, some of the jobs, being the short ones, can
be cleared more quickly. This implies that the queue length
can be reduced more quickly after such a burst of arrivals
in case the job sizes are more variable. If the queue length
decreases more quickly, the total service capacity increases
more rapidly after such a burst of arrivals, which is clearly
beneficial for the response times. Another example that con-
firms this intuition is presented further on in case of MAP
arrivals with correlated inter-arrival times. Figure 10 indi-
cates that while the mean response times may improve with
the variability of the job sizes when k is large, e.g., k = 15,
the tail probabilities behave in line with our expectations:
more variable job sizes given higher tail probabilities.

0 50 100 150 200 250 300 350 400

t

10-5

10-4

10-3

10-2

10-1

100

P
r[

R
e

sp
o

n
se

 t
im

e
 >

 t
]

PH renewal, SCV
a
 = 10

SCV = 1
SCV = 5
SCV = 19

Figure 10: Response time distribution for k = 15
under PH renewal input with rate � = 0.8 and
SCV

a

= 10 for job sizes with SCV = 1, 5 and 19.
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Figure 11: Response time distribution for various
MPL k values under PH renewal input with rate
� = 0.8 and SCV

a

= 10 and job sizes with SCV = 19.

Figures 9 and 11 further illustrate that increasing the
MPL k beyond k⇤ also reduces the mean response time in
case of PH renewal input and the tail probabilities are af-
fected in a similar manner as in the Poisson case (that is,
setting k = k⇤ remains optimal for the tail).

6.3 Markov modulated Poisson arrivals
In this section we look at the impact of having correla-

ted job inter-arrival times. For this propose we rely on a
2-state Markov modulated Poisson process (MMPP). Such
a process alternates between two states and while in state
i it generates arrivals according to a Poisson process with
rate �

i

, for i = 1, 2. The sojourn times in each state are
exponential and we assume they have the same mean 1/�.
Such a process can be represented as a MAP in the following
manner:

n
a

= 2, D0 =


��1 � � �

� ��2 � �

�
, D1 =


�1 0
0 �2

�
.

Figure 12 depicts the mean response time as a function of
the MPL k for various SCV values of the job size in case of
MMPP input with �1 = 0.7, �2 = 0.9 and 1/� = 1000, while
Figure 13 depicts the sojourn time distribution for the same
MMPP when SCV = 19. The main conclusions are the
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Figure 12: Mean job response time as a function of
the MPL k under MMPP input with rates �1 = 0.7,
�2 = 0.9 and a mean sojourn time 1/� = 1000.
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Figure 13: Response time distribution for k = 15
under MMPP input with rates �1 = 0.7, �2 = 0.9 and
a mean sojourn time 1/� = 1000 for job sizes with
SCV = 19.

same as in the Poisson setting: under high job size variability
setting the MPL k beyond k⇤ reduces the mean response
time at the expense of an increase in the tail probabilities.

Figure 12 may appear to be in conflict with the intuition
provided in the previous section in case the arrivals occur
in a bursty manner as even for larger k, a higher SCV value
results in a larger mean response time (in contrast to Figure
9). However, this is merely due to the fact that an MMPP
process with �1 = 0.7 and �2 = 0.9 is not very bursty. If we
further increase the di↵erence between the arrival rates �1

and �2 to 0.6 as illustrated in Figure 14 we note that more
variable job sizes do result in lower mean response times for
k large.

7. CONCLUSIONS
Motivated by time sharing systems, we studied a processor

sharing queueing system where at most k jobs are served
simultaneously, the overall service rate µ(m) depends on the
number of jobs m in service and additional jobs are bu↵ered
(and served in FCFS order). Arrivals are assumed to occur
according to a Markovian arrival process (MAP) and the job
sizes follow a phase-type (PH) distribution. We derived an
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Figure 14: Mean job response time as a function of
the MPL k under MMPP input with rates �1 = 0.5,
�2 = 1.1 and a mean sojourn time 1/� = 1000.

expression for the Laplace transform of the response time
distribution via both a Kronecker and spectral expansion
approach.

By numerically inverting the Laplace transform we de-
monstrated that while increasing the multi-programming le-
vel (MPL) k beyond k⇤ = argmax

m

µ(m) may decrease the
mean response time in case of highly variable job sizes (as
shown in [5]), this has a negative e↵ect on the tail behavior
which may already be visible at the 99th percentile of the
response time distribution. Further, in case of bursty arri-
vals and large MPL k having more variable job sizes may
reduce the mean response times, while the tails still behave
as expected (more job size variability leads to larger tail
probabilities).

In short the results shed light on the potential drawbacks
associated with increasing the MPL value beyond k⇤ when
performing admission control.
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ABSTRACT
The performance of a computer system usually has two
asymptotic parameters: its minimum latencyR

0

when work-
load is low, and its maximum throughput X1 when work-
load is high. These parameters are important because they
can be used for, say, congestion control in a network con-
nection, or choosing between graphics engines for a video
game.

The estimation of R
0

and X1 is not straightforward: the
hardware may be in a blackbox, the software may interact
in complicated ways, and the estimates depend on the work-
load. This short paper proposes a technique for using sta-
tistical regression, and an equation from queueing analysis,
to estimate R

0

and X1.

1. INTRODUCTION
Over the last two years, Google has moved the production

tra�c in its wide-area network (B4) to a TCP variant called
BBR (for bottleneck bandwidth and round-trip propagation

time). The performance improvement was tremendous [1].
The key to BBR’s better performance lies in controlling a

metric N that measures the data in-flight (data sent but not
yet acknowledged). BBR aims to operate at some N

knee

: If
N < N

knee

, throughput X will be limited by the minimum
round-trip time R

0

(excluding queueing time); if N > N
knee

,
X will be limited by bottleneck bandwidth X1.

In contrast, standard TCP variants push N to far beyond
N

knee

, where the bu↵er at the bottleneck link overflows and
packets are lost, thus signaling to the sender that N is too
big. This is illustrated in Figure 1.
BBR considersN

knee

to be the “optimum” operating point,
“maximizing delivered throughput while minimizing delay
and loss”.
BBR locates N

knee

by using a Max-plus control system [4]
that probes the throughput response to controlled values
of N in a binary search. The designers find this probing
necessary because
(i) for N < N

knee

, R
0

is visible, but not X1; and
(ii) for N > N

knee

, X1 is visible, but not R
0

.
They call this an uncertainty principle: “whenever one can
be measured, the other cannot”.
This “uncertainty principle” does not hold. The objective

of this short paper is to describe how R
0

and X1 can both
be estimated, even if the data lies entirely in the region

IFIP WG 7.3 Performance 2017. Nov. 14-16, 2017, New York, NY USA
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Figure 1: An adaptation of the diagram provided
by Cardwell et al. for (a) round-trip time R and
(b) throughput X, using the notation in this paper.
Standard TCP variants push N to the bu↵er-limited
region, where packet loss serves as a congestion sig-
nal. Here, b is the bottleneck bu↵er size.

N < N
knee

or in the region N > N
knee

. This estimation
technique is orthogonal to BBR; for example, it can be used
to estimate the minimum round-trip time for any other TCP
variant.

In fact, the technique is not even specific to networking.
For video games, say, it can be used to estimate the mini-
mum rendering latency and peak frame-rate for a particular
choice of hardware (e.g. Nvidia or AMD) and graphics en-
gine (e.g. Unity 1 or Unreal Engine 2). This estimation is
otherwise di�cult, because the hardware is a blackbox and
the software (for texture maps, animation models, etc.) is
complicated. Moreover, while we can use a prototype of the
desired game to test the architecture, it is not clear how one
can control the game play to determine R

0

and X1.
In the following, Section 2 describe the throughput and

round-trip time bounds X1 and R
0

before Section 3 pro-
poses a technique for estimating them, using a result from

1https://unity3d.com/
2https://www.unrealengine.com



Figure 2: Average round-trip time gR(N) in (a) and
throughput fX(N) in (b) deviate from their piece-
wise linear bounds. By fitting data points in one
region (N < N

knee

or N > N
knee

) with a function, one
can extrapolate to determine the parameter (X1 or
R

0

) in the other region.

queueing analysis. Section 4 describes how these estimates
can be used, then Section 5 suggests how the technique can
be extended, to better model variation among TCP versions.
Section 6 describes related work that lead to the idea pre-
sented here, before we conclude in Section 7.

2. THROUGHPUT AND DELAY BOUNDS
For the rest of this paper, we focus on values of N that

are of interest to BBR, i.e. N around N
knee

, and ignore
the region where N is so large that congestion causes the
bottleneck bu↵er to overflow and drop packets.

Let fX and gR be the functions that describe how through-
put X and average round-trip time R vary with N . Because
of randomness in arrival times and packet sizes, a bottleneck
can occasionally become idle. Therefore, throughput fX(N)
is less than bottleneck bandwidth X1 even for N > N

knee

.
This is illustrated in Figure 2(b).

By Little’s Law, gR(N) = N/fX(N), so it follows that
gR(N) also lies above the line R = N/X1 in Figure 2(a).

Randomness also causes some queues to form for N <
N

knee

. The time lost to queueing delays lift gR(N) above R
0

in Figure 2(a). Again, by Little’s Law, this pushes fX(N)
below the X = N/R

0

line in Figure 2(b). This behavior of
gR and fX is well-known [7].

The straight lines for N/R
0

, X1, R
0

and N/X1 in Fig-
ure 1 are therefore not the throughput and delay functions,
but bounds on fX(N) and gR(N). The “uncertainty prin-
ciple” is thus false: For example, if X1 increases so the
line R = N/X1 in Figure 2(a) tilts further and the line
X = X1 in Figure 2(b) is raised, these will shift the entire

gR and fX curves. A change in X1 is thus observable in
the region N < N

knee

. Similarly, a change in R
0

will result
in observable changes in gR(N) and fX(N) for N > N

knee

.

3. ESTIMATING R
0

AND X1

For the rest of this paper, we focus on fX ; similar remarks
apply to gR.

BBR aims to operate at N = N
knee

, where the bounds
meet, i.e. the bandwidth-delay product (BDP) N

knee

=
X1R

0

. The “uncertainty principle” led to the use of probes
— i.e. periodically and deliberately increasing or decreasing
the packet sending rate — to determine X1 and R

0

, and
thus N

knee

. Since a change in X1 and R
0

is in fact observ-
able everywhere along the fX curve, we can determine X1
and R

0

without the disruptive use of probes, as follows:
Suppose we know the function fX , with X1 and R

0

as
parameters for fX . Given a set of hN,Xi data points S =
{hN

1

, X
1

i, hN
2

, X
2

i, . . . , hNk, Xki}, we can fit fX to S by
regression, say, and thus calibrate X1 and R

0

. This works
even if S is confined to N > N

knee

(like in Figure 2(a))
or N < N

knee

(like in Figure 2(b)). In essence, we can fit
the function to the data in one region, then extrapolate to
determine the parameter in the other region.

But we cannot know fX . The architecture, protocols and
workload, and their complicated interactions, make it im-
possible to know fX exactly. However, since we are using
fX to fit the data and thus determine R

0

and X1, we just
need some fB

X that approximates fX , and that is asymptot-
ically correct, i.e.

lim
N!0

N

fB
X (N)

= R
0

and lim
N!1

fB
X (N) = X1. (1)

If we model the network as a queueing network, then there
is such a function:

fB
X (N) =

N

R
0

+ N
X1

. (2)

This is called a Balanced Job Bound (BJB) because
it is a bound on the throughput if the network is separa-
ble 3 [13]. Real networks do not satisfy the assumptions for
separability — packet sizes are bounded, a packet’s trans-
mission times at di↵erent routers are correlated, etc. — so
fX(N) may therefore violate the bound in Equation (2). We
hence consider fB

X to be an approximation for fX instead,
i.e. X ⇡ fB

X (N).
It follows from Equation (2) that

1
X

= R
0

1
N

+
1

X1
. (3)

Given the data points S = {hN
1

, X
1

i, hN
2

, X
2

i, . . . , hNk, Xki},
we first compute S0 = {h 1

N1
, 1

X1
i, h 1

N2
, 1

X2
i, . . . , h 1

Nk
, 1

Xk
i},

then use linear regression to fit S0 with Equation (3) and
thus obtain R

0

and X1 from the regression coe�cients.

4. APPLICATION
The hN,Xi measurements that are used to calibrate R

0

and X1 can be made by the sender alone. This facilitates
deployment of any TCP variant (like BBR) that makes use
of R

0

and X1.
Rather than use probes, the measurements S can be made

opportunistically. For example, the arrival or departure of
cross tra�c may cause the congestion control to vary N ;

3The original bound is N
R0+(N�1)/X1

, where N is the num-
ber of jobs in the queueing network, and N � 1. For BBR,
N denotes data in-flight, so it may be bits and bytes and
thus smaller than a packet (job).



Figure 3: Estimates for R
0

and X1 can be used to
determine N

cross

, where the choice of a path changes
from one to the other. Equation (2) can be used to
determine NB

cross

, a better approximation of where
the switch should be.

similarly, N for a video game changes with the scene. Such
a change in N is an opportunity to make a new hN,Xi
measurement.

As new measurements are taken, old ones can be dropped.
The estimates can thus be updated, as when R

0

changes
because tra�c is rerouted, or X1 changes because a wireless
link su↵ers interference.

For a sender that has a choice of paths (e.g. via WiFi
or cellular network) to a destination, R

0

and X1 can be
used to make a choice: Suppose path

1

is shorter (smaller
R

0

than path
2

) but has a tighter bottleneck (smaller X1).
One possibility is to change paths when N crosses N

cross

=
X1,1R0,2, where the path

1

bound X = X1,1 crosses the
path

2

bound X = N/R
0,2; i.e. use path

1

for small transfers
with N < N

cross

and use path
2

for large transfers with N >
N

cross

, thus getting smaller R and higher X both ways. This
is illustrated in Figure 3.

Since fX(N) and gR(N) may di↵er substantially from
their bounds, we can use Equation (3) to get a better ap-
proximation of the crossover point, namely

NB
cross

=
R

0,2 �R
0,1

1

X1,1
� 1

X1,2

,

where X1,2 is the bottleneck bandwidth for path
2

and R
0,1

is the minimum round-trip time for path
1

.
This idea can be applied to the example of video game

development that was mentioned in Sec. 1: We can use the
BJB approximation (2) to estimate rendering latency and
peak frame rate for a hardware/software combination, and
use either N

cross

or NB
cross

to choose between two combina-
tions. In this sense, the technique is similar to the influential
Roofline model [12], which has been used to choose an ar-
chitecture (memory bandwidth and processor speed) for a
given scientific computing kernel, or choose a software opti-
mization that suits a given architecture.

5. EXTENSIONS
There are numerous TCP versions. They di↵er in terms of

how the congestion window is adjusted, whether there is ex-
plicit congestion notification, reaction to duplicate acknowl-
edgments, etc. In addition, routers have a variety of policies
for managing their packet bu↵ers, and networks may be vir-
tual. While these variations may not a↵ect R

0

and X1,
they determine the shape of fX , especially around N

knee

.
To model these variations, we can modify Equation (3) by

introducing another two parameters, ↵ and �, thus:

1
X + ↵

= R
0

1
N(1 + �)

+
1

X1
. (4)

These additional parameters model how the protocols con-
trol the data in-flight N , and how aggressively they push the
throughput X. Geometrically, ↵ and � control the shape of
the curve for fX .

Without knowing the values of ↵ and �, we cannot fit
Equation (4) to the data by linear regression. However,
we can iterate through, or sample from, the space of h↵,�i
values, fit Equation (4) to the data using the chosen h↵,�i
pair, then pick the pair that gives the best fit.

6. RELATED WORK
Cardwell et al. credits Kleinrock [6] for identifying N

knee

as the optimal operating point (also called the system sat-
uration point by Muntz and Wong [7]). BBR is presented
in a recent publication [1], and details of the protocol are
specified in an Internet-Draft [2].

Since fX is unknown, our idea is to pick an approximation
(2) that is asymptotically correct. This simple approach has
worked well in a couple of other contexts:

The first example is a closed separable queueing network,
where an exact MVA (Mean Value Analysis) solution calls
for an iteration over the number of jobs n [9]. This com-
putation can be significantly reduced by using Schweitzer’s
approximation [10]

Qi(n� 1) ⇡ n� 1
n

Qi(n), (5)

where Qi(n) is the average number of jobs at queue i when
there are n jobs in the network. This approximation was
suggested partly because it is asymptotically correct, at
n = 1 and when n ! 1. The simple interpolation in Equa-
tion (5) between these two extremes su�ce to give a fast
MVA approximation that is known to be acceptably accu-
rate.

The second example is page fault analysis. Consider main
memory (RAM) as a cache for pages read from disk. Let p
be the probability of a page fault, t

RAM

the average time a
page stays in RAM during each visit from disk, and t

disk

the
average time a page is on disk between visits to RAM. Tay
and Zou use the approximation

p ⇡ t
disk

t
disk

+ t
RAM

(6)

and Little’s Law to derive a Cache Miss Equation (CME)
for the probability of a page fault [11]. Asymptotically,

p ⇡ 0 ⇡ t
disk

t
disk

+ t
RAM

when there is no memory pressure



and

p ⇡ 1 ⇡ t
disk

t
disk

+ t
RAM

when there is memory pressure.

This is a very weak form of asymptotic correctness for Equa-
tion (6), yet the approximation works surprisingly well: the
resulting Cache Miss Equation fits data for page faults as
well as database record bu↵ering, for heaps with reference
patterns that vary with heap size and garbage collector, for
a complicated replacement policy in managing nonvolatile
memory, and for partitioning an NDN (Named Data Net-
working) router cache to suit multiple tra�c classes.

We are thus confident that an approximation that satisfies
the limits (1) will work well between the two extremes, more
so given that Equation (2) is not some ad hoc function, but
is based on a model of queueing behavior (albeit in a very
specific scenario). To determine the accuracy of the X1
and R

0

estimates, one can possibly use Osogami’s variance
analysis of X and R [8].

The idea of using ↵ and � to control the shape of the
curve between the two extremes also came from the work on
CME. There, two parametersM

0

and P
0

su�ce to model the
memory overhead for an operating system and the memory
taken from freelist during garbage collection, whether the
application allocates memory dynamically and whether the
caching policy uses prefetching, etc. 4.

George et al. did an exact asymptotic analysis for closed
separable networks, and used it to extend the BJB approx-
imation to the case where there are b bottlenecks [3]; for
b = 1, the extended form is the same as that for BJB.

There are several recent proposals for estimating service
demands in a queueing network, but they require informa-
tion and support that may not be available. Kattepur and
Nambiar, for example, assume the network is not a blackbox,
and there are hardware counters to collect relevant informa-
tion (for context switches, page faults, cache misses, etc.) [5].
Besides, we do not need to estimate the service demands for
individual queues; we just want to estimate R

0

.

7. CONCLUSION
BBR is incrementally deployable because its congestion

control is exercised by the sender, and it requires no changes
at the receivers or routers. Its successful rollout over Google’s
wide-area network may therefore start a paradigm shift in
TCP away from 30-odd years of loss-based congestion con-
trol, to one based on bandwidth-delay product. Hence, the
practical significance of X1 and R

0

estimation will likely
increase.

The “uncertainty principle” — that bottleneck through-
put X1 and minimum latency R

0

cannot be simultaneously
observed — is false because randomness pushes average per-
formance away from their latency and throughput bounds.
We therefore propose here an alternative to the control-
theoretic method used by BBR to determine these two pa-
rameters; namely, the use of the Balanced Job Bound as an
approximation for fitting the delay and throughput measure-
ments, and thus determining R

0

and X1 by extrapolation.
The measurements can be taken opportunistically, so the es-
timates can be obtained dynamically, for use in congestion
control, path selection, etc.

4http://www.math.nus.edu.sg/~mattyc/CME.html

Experiments are underway to validate the accuracy and
e↵ectiveness of this approach to estimating R

0

and X1.
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1. INTRODUCTION
The mathematical analysis of epidemic-like behavior has

a rich history, going all the way back to the seminal work of
Bernoulli in 1766 [5]. More recently, mathematical models
of epidemic-like behavior have received considerable atten-
tion in the research literature based on additional motivation
from areas such as communication and social networks, cy-
bersecurity systems, and financial markets; see, e.g., [6]. The
types of viral behaviors exhibited in many of these applica-
tions tend to be characterized by epidemic-like stochastic
processes with time-varying parameters [12, 13].

In this paper we consider variants of the classical mathe-
matical model of epidemic-like behavior analyzed by Kurtz
[8],[7, Chapter 11], extending the analysis and results to first
incorporate time-varying behavior for the infection and cure
rates of the model and to then investigate structural prop-
erties of the interactions between local (micro) and global
(macro) behaviors within the process. Specifically, we start
by formally presenting an epidemic-like continuous-time, discrete-
state stochastic process in which each individual comprising
the population can be either in a non-infected state or in
an infected state, and where the rate at which the non-
infected population is infected and the rate at which the
infected population is cured are both functions of time. We
established that, under general assumptions on the time-
varying processes and under a mean-field scaling with re-
spect to population size n, the stochastic processes converge
to a continuous-time, continuous-state time-varying dynam-
ical system. Then we study the stationary behavior of both
the original stochastic process and the mean-field limiting
dynamical system, and verify that they, in fact, have similar
asymptotic behavior with respect to time. In other words,
we establish that the following diagram is commutative.

X
n

(t) X
n

X(t) X

tæŒ

næŒ næŒ

tæŒ

{1}

Next, based on observations on local and global behav-
iors, involving migration from one operating regime to an-
other and transitions within each regime, we turn to con-
sider nearly completely decomposable (NCD) structures in
epidemic-like stochastic processes with time-varying behav-
iors and the corresponding mean-field limiting systems. Si-

IFIP WG 7.3 Performance 2017. Nov. 14-16, 2017, New York, NY USA

Copyright is held by author/owner(s).

mon and Ando [16] first proposed NCD structures for the
study of dynamic behaviors in linear systems defined by
matrices equipped with nearly-completely decomposability.
Courtois [4] considered how one can e�ectively approximate
the steady state distribution of Markov chains whose transi-
tion matrices are nearly-completely decomposable with the
steady state distribution of Markov chains with completely
decomposable transition matrices. In this paper, we stream-
line the analysis of a general class of NCD Markov chains
with time-varying parameters to approximate the stationary
distribution of the NCD Markov chain by a completely de-
composable Markov chain, which characterizes the dynamics
within each regime in isolation, together with an auxiliary
Markov chain that governs the transitions between regimes.
Both the completely decomposable Markov chain and the
auxiliary Markov chain are mathematically more tractable
than the original NCD Markov chain, and the approximation
error is shown to be of the same order as the deviation of the
transition matrix of the NCD Markov chain from that of the
completely decomposable Markov chain. This then allows us
to approximate such large-scale NCD stochastic processes
with time-varying parameters by the corresponding mean-
field limiting systems, comprising regime-switching dynam-
ical systems, and thus we establish that the following dia-
gram is commutative.

X
‘,n

(t) X
n,‘

X
‘

(t) X
‘

tæŒ

næŒ
næŒ

tæŒ

{2}

2. EPIDEMIC STOCHASTIC PROCESSES
Consider a sequence of Markov processes Ẑ

n

= {(X̂
n

(t),
Ŷ

n

(t)); t Ø 0} indexed by the population size n = 1, 2, . . .
and defined over the probability space (�

n

, F
n

,P
n

), com-
prised of state space �

n

:= {(i, j) : 0 Æ i, j Æ n, i + j = n},
‡-algebra F

n

and probability measure P
n

, with initial prob-
ability distribution ↵

n

. Each process Ẑ
n

(t) represents the
ordered pair (X̂

n

(t), Ŷ
n

(t)) of non-infected and infected pop-
ulation at time t, where we assume connections among the
population form a complete graph. The time-dependent in-
finitesimal generator Q

n

(t) = [q(n)
(i,j)(k,l)(t)] for the Markov

process Ẑ
n

has time-dependent transition intensities

q(n)
(i,j)(i≠1,j+1)(t) = ⁄(t)i j

n
= n⁄(t) i

n
j
n

,

q(n)
(i,j)(i+1,j≠1)(t) = µ(t)j = nµ(t) j

n
.



Our definition of the stochastic process Ẑ
n

is slightly di�er-
ent from that of Kurtz [8, 7], in that we allow an infected
individual who is cured to become infected at a later time.

2.1 Mean-Field Limit
Suppose that the Markov Chain Ẑ

n

(t) is as defined above
with time-dependent transition intensities of the general form
q(n)

k,k+¸

(t) = n—
¸,t

(k/n), for k, k + ¸ œ �̂
n

, with nonnegative
functions —

¸,t

(x) defined as above on � for ¸ œ �̂
n

and t Ø 0,
continuous in t, and Lipschitz continuous in x = k/n (by def-
inition), x œ �

n

. From the martingale-problem method (see,
e.g., [7, Chapters 4, 6]), we devise that Ẑ

n

(t) has the integral
representation Ẑ

n

(t) = Ẑ
n

(0)+
q

¸

¸W
¸

(n
s

t

0 —
¸,s

( Ẑn(s)
n

)ds),
where the W

¸

are independent Poisson processes. Define
F

t

(z) :=
q

¸

¸—
¸,t

(z), z œ �
n

, and Z
n

(t) := Ẑ
n

(t)/n on the
state space �

n

with time-dependent transition intensities
q(n)

i,j

(t) = n—
n(j≠i),t

(i), i, j œ �
n

.
Our strategy is to first obtain the integral representation

of Z
n

(t), which leads to the generator of Z
n

(t) again through
the martingale-problem method and the law of large num-
bers for the Poisson process. This renders the desired ex-
pression

Z
n

(t) = Z
n

(0) +
ÿ

¸

¸
n

W̄
¸

3
n

⁄
t

0
—

¸,s

(Z
n

(s))ds

4

+
⁄

t

0
F

s

(Z
n

(s))ds, (1)

where W̄
¸

denotes the centered Poisson process, i.e., W̄
¸

(x) =
W

¸

(x) ≠ x. It then follows, from known results for the time-
dependent martingale problem (see, e.g., [7, Chapter 7]),
that the generator A

n

(t) for Z
n

(t) has the form

A
n

(t)f(x) =
ÿ

¸

n—
¸,t

(x)
5

f
1

x + ¸
n

2
≠ f(x)

6

=
ÿ

¸

n—
¸,t

(x)
5

f
1

x + ¸
n

2
≠ f(x) ≠ ¸ · Òf(x)

n

6

+ F
t

(x) · Òf(x), (2)
for x œ �

n

.
One of our main results can now be presented, upon noting

the following basic fact:

lim
næŒ

sup
uÆv

---W̄
¸

(nu)
n

--- = 0, a.s., v Ø 0. (3)

Theorem 2.1. Suppose that for each compact set K µ �
ÿ

¸

|¸| sup
xœK

—
¸,t

(x) < Œ, ’t Ø 0,

and there exists M
K

> 0 such that
|F

t

(x) ≠ F
t

(y)| Æ M
K

|x ≠ y|, ’x, y œ K, t Ø 0. (4)
Further supposing Z

n

(t) satisfies (1) and lim
næŒ Z

n

(0) =
z0, and Z(t) denoting the solution to

Z(t) = z0 +
⁄

t

0
F

s

(Z(s))ds, t Ø 0, (5)

then we have, for every t Ø 0,
lim

næŒ
sup
sÆt

|Z
n

(s) ≠ Z(s)| = 0, a.s. (6)

Proof. Due to space constraints, we refer to [13].

From Theorem 2.1, we then have that the stochastic pro-
cesses Z

n

(t) converge to a deterministic process Z(t), taking
values in [0, c], a.s. as n æ Œ and that Z(t) satisfies a corre-
sponding set of ODEs. In particular, the process Z(t) satis-
fies the integral form of the general nonautonomous dynam-
ical system given in (5) where the specific details of the pro-
cess and the corresponding set of ODEs depend upon F

s

(·)
characterizing the averaging behavior of the original stochas-
tic process Ẑ

n

(t) as demonstrated in (1). For epidemic-like
contexts, the stochastic process Z

n

(t) converges to a deter-
ministic process z(t) = (x(t), y(t)) a.s. as n æ Œ with z(t)
satisfying the following pair of ODEs:

dx(t)
dt

= ≠⁄(t)x(t)y(t) + µ(t)y(t), (7)

dy(t)
dt

= ⁄(t)x(t)y(t) ≠ µ(t)y(t). (8)

This desired a.s. convergence result justifies the use of a
continuous-state nonautonomous dynamical system to model
a discrete-state real-world stochastic system.

Furthermore, for the above dynamical system (7),(8) with
⁄(t) and µ(t) varying as functions of time t, all trajectories
x(t) will approach a ”-neighborhood of µ(t)

⁄(t) when 0 < µ(t)
⁄(t) <

c, will approach 0 when µ(t)
⁄(t) = 0, and will approach c when

µ(t)
⁄(t) Ø c. More formally, our next main result can now be
expressed as follows.

Theorem 2.2. For the dynamical system (x(t), y(t)) with
0 Æ x(0), y(0) Æ c and x(t) + y(t) = c, ⁄(t), µ(t) continu-
ously varying for all t, the system has an asymptotic state
at xú

1(t) = µ(t)
⁄(t) and an equilibrium point at xú

2 = c, and
stability properties given by the following four cases.

1. 0 < µ(t)
⁄(t) < › < c, ’t: The equilibrium point xú

2 is
unstable. Moreover, all trajectories of the dynamical
system with initial state x(0) < c will converge to-
wards being eventually near the asymptotic state xú

1(t)
with respect to a ”-neighborhood, i.e., Îx(t)≠ µ(t)

⁄(t) Î Æ ”
where ” is a nonnegative constant that depends on the
rates of change of µ(t) and ⁄(t).

2. µ(t)
⁄(t) > c: The equilibrium point xú

2 is stable. Moreover,
all trajectories of the dynamical system will converge
towards the equilibrium point xú

2.

3. µ(t)
⁄(t) = c: There is one equilibrium point at xú

2, which
is neither stable nor unstable. Moreover, all trajecto-
ries of the dynamical system will converge towards the
equilibrium point xú

2.

4. µ(t)
⁄(t) = 0: There is one equilibrium point at xú

1 = 0,
which is neither stable nor unstable. Moreover, all tra-
jectories of the dynamical system will converge towards
this equilibrium point xú

1.

Proof. First note that if x(0) < c, then x(t) < Â for all t,
for some Â < c. Next note that ẋ = ⁄(t)

1
x ≠ µ(t)

⁄(t)

2
(x ≠ c).

Consider the Lyapunov function V (x, t) = 1
2

1
x(t) ≠ µ(t)

⁄(t)

22
.



The derivative of V along trajectories is equal to

V̇ (x) = dV
dx

· dx
dt

+ dV
dt

=
3

x ≠ µ(t)
⁄(t)

4 3
ẋ ≠ µÕ(t)⁄(t) ≠ ⁄Õ(t)µ(t)

⁄2(t)

4

= ⁄(t)
3

x ≠ µ(t)
⁄(t)

42

(x ≠ c)

+
3

x ≠ µ(t)
⁄(t)

4 3
⁄Õ(t)µ(t) ≠ µÕ(t)⁄(t)

⁄2(t)

4
.

Note that V̇ < 0 if Îx≠ µ(t)
⁄(t) Î >

... ⁄

Õ(t)µ(t)≠µ

Õ(t)⁄(t)
⁄

3(t)

... /ÎÂ≠cÎ,
and by setting

” = lim sup
t

....
⁄Õ(t)µ(t) ≠ µÕ(t)⁄(t)

⁄3(t)

.... /ÎÂ ≠ cÎ,

the result follows from a standard Lyapunov function argu-
ment.

Theorem 2.1 shows that the stochastic process Z
n

(t) has
mean-field behavior for large n described by the integral
form of the dynamical system in (5). The reverse is also true:
For every dynamical systems with a bounded invariant set,
it is possible to construct a stochastic process whose mean-
field behavior (as n æ Œ) is described by the dynamics of
the dynamical system. There are many di�erent stochas-
tic processes whose asymptotic behavior maps to the same
dynamical system. One procedure for constructing such a
stochastic process is roughly described as follows.

1. Shift the origin and rescale the state space such that
the invariant set lies in [0, B]d≠1 and the vector field
ẋ

i

= F
i

(x, t), 1 Æ i Æ d ≠ 1, where x = (x1, · · · , x
d≠1).

2. For each i, decompose the i-th component of the vector
field F

i

(x, t) into F
i

(x, t) = P
i

(x, t) ≠ N
i

(x, t), where
P

i

(x, t) Ø 0 and N
i

(x, t) Ø 0.

3. Construct a stochastic process of n agents and d classes.

4. The number of agents in class i is denoted c
i

.

5. For 1 Æ i Æ d ≠ 1, the transition intensities of class i
to class d are given by

q(n)
ciæci+1,cdæcd≠1 = –P

i

(x, t),

q(n)
ciæci≠1,cdæcd+1 = –N

i

(x, t),

where x
i

= ci
n

and – > 0 is some fixed constant.

As one specific example, along the lines of a d-dimensional
viral propagation process, applying the above procedure to
the well-known Lorenz system [10] (which admits a decom-
position into P

i

and N
i

) yields a stochastic process with
d = 4 classes and transition intensities described by

q(n)
c1æc1+1,c4æc4≠1 = –a

!
x1 + 1

4
"

,

q(n)
c1æc1≠1,c4æc4+1 = –

! 100x1x3
3 + x2 + b

3
"

,

q(n)
c2æc2+1,c4æc4≠1 = –(cx3 + 24(x1 + x2)),

q(n)
c2æc2≠1,c4æc4+1 = – 3ax2

2 ,

q(n)
c3æc3+1,c4æc4≠1 = –

! 2bx1
3 + 50x3

3 + 1
2
"

,

q(n)
c3æc3≠1,c4æc4+1 = –(48x1x2 + 12).

We use the parameters a = 10, b = 28 and c = 8
3 ,

which are the standard parameters for the Lorenz system
to produce the butterfly chaotic attractor. Simulating this
stochastic process with – = 0.015 and n = 6000 for 5000000
iterations renders the values of x

i

whose phase portrait and
time series are illustrated in Figures 1 and 2, respectively.
The value of x4 is not shown since x4 = 1≠(x1 +x2 +x3) can
be derived from the other components. These figures clearly
show that the output of the stochastic process shares the fea-
tures of the Lorenz chaotic attractor, even for a relatively
small value of n.

Figure 1: Phase portrait from the stochastic process

mimicking a Lorenz attractor.

Figure 2: Time series from the stochastic process

mimicking a Lorenz attractor.

2.2 Stationary Distribution
Let the states i œ {0, 1, 2, . . . , n} be the portion of the

population that is non-infected. Then the transition proba-
bilities are given by p

i,i+1 = (n ≠ i)µ and p
i,i≠1 = ⁄ i(n≠i)

n

for all i = 0, 1, . . . , n ≠ 1. For state i = n, i.e., everyone
is healthy, there is a transition back into the state n ≠ 1
with rate ‹, which guarantees the existence of a stationary
distribution.

To start, it is easy to derive the stationary distribution
from the balance equations. For i = 0, 1, . . . , n ≠ 1, we have

fi
i

= ni+1

i!(n ≠ i)

1
µ
⁄

2
i

fi0, (9)

Now, when we look at the balance equation at node n ≠ 1,
we obtain

fi
n≠1

Ë
µ + ⁄

n ≠ 1
n

È
= fi

n≠2 · 2µ + fi
n

‹,



together with

fi
n

= nn

(n ≠ 1)!

1
µ
⁄

2
n≠1 1

µ
‹

2
fi0. (10)

Remark. We know that the distribution is roughly a trun-
cated Poisson distribution with rate n µ

⁄

. In order to apply
Chebyshev’s inequality argument, we need to estimate the
first two moments. Note that we only need to estimate their
order in n, so we can simply assume that fi

n

will have the
same format as fi

i

, i = 0, 1, . . . , n ≠ 1; later we can include
the di�erence, which will not change our main results.

For the first moment, we have

E[X
n

] =
nÿ

i=1

ifi
i

=
nÿ

i=1

ni+1

(i ≠ 1)!(n ≠ i)

1
µ
⁄

2
i

fi0

= n

nÿ

i=2

ni

(i ≠ 1)!(n ≠ i)

1
µ
⁄

2
i

fi0

= n
1

µ
⁄

2 n≠1ÿ

i=1

ni+1

i!(n ≠ i + 1)

1
µ
⁄

2
i

fi0

= n
1

µ
⁄

2 n≠1ÿ

i=0

n ≠ i
(n ≠ i + 1)fi

i

,

from which we can conclude E[X
n

] = n µ

⁄

+o(n). Meanwhile,

E[X
n

≠ E[X
n

]]2 = E[X2
n

] ≠ E[X
n

]2

=
nÿ

i=1

i2fi
i

≠

A
nÿ

i=1

ifi
i

B2

=
nÿ

i=1

i2fi
i

≠

A
nÿ

i=1

ifi
i

B A
nÿ

j=1

jfi
j

B
.

For this, we have
nÿ

i=1

i2fi
i

=
nÿ

i=1

i2ni+1

i!(n ≠ i)

1
µ
⁄

2
i

fi0

=
nÿ

i=2

i(i ≠ 1)ni+1

i!(n ≠ i)

1
µ
⁄

2
i

fi0 + E[X
n

]

=
nÿ

i=3

ni+1

(i ≠ 2)!(n ≠ i)

1
µ
⁄

2
i

fi0 + E[X
n

]

= n2
1

µ
⁄

22 n≠2ÿ

i=1

ni+1

i!(n ≠ i ≠ 2)

1
µ
⁄

2
i

fi0 + E[X
n

]

= n2
1

µ
⁄

22 n≠2ÿ

i=1

n ≠ i
n ≠ i ≠ 2fi

i

+ E[X
n

].

It is easy to see that
q

n≠2
i=1

n≠i

n≠i≠2 fi
i

will tend to 1 as n æ
Œ. Combining this with the estimation of E[X

n

], we can
conclude that Var[X

n

] = O(n). Hence, for any A > 0,

P
Ë---X

n

n
≠ µ

⁄

--- > A
È

=P
51

X
n

≠ n
µ
⁄

22
> n2A2

6

Æ
E

Ë
X

n

≠ n µ

⁄

È2

n2A2 .

From this derivation we know that the numerator is of or-
der O(n), and thus the above quantity will converge to zero
as n æ Œ. This implies that { Xn

n

} converges in probability
to µ

⁄

as n æ Œ.

The combination of results in Sections 2.1 and 2.2 com-
plete our analysis of diagram {1}. In particular, these argu-
ments demonstrate that, if we first let the time parameter
t go to infinity and then scale by n æ Œ, we will get the
same point measure as going in the opposite direction, and
thus diagram {1} is commutative.

3. NCD SYSTEMS

3.1 Description of the NCD systems
A primary result of Courtois [3] is that the stationary dis-

tribution of an NCD Markov chain can be accurately approx-
imated by a system comprising an auxiliary Markov chain
and a completely decomposable Markov chain. Our first
result shows that, under mild conditions, this is true even
when we have a sequence of NCD Markov chains indexed
by n, for which an error bound uniform in n can also be es-
tablished. Consequently, in the limit as n æ Œ, we obtain
a Markov chain whose state space consists of several point
measures such that this Markov chain has bounded error in
addition to the sequence of NCD Markov chains.

Consider a two-parameter process, X
n,‘

(t), representing
the underlying Markov chain that characterizes the discrete
system which not only exhibits stochastic epidemic-type be-
havior within each regime, but also transits between di�er-
ent regimes, where di�erent regimes are characterized by
di�erent transition rates (⁄

n

, µ
n

). Here, n is a parame-
ter related to space, representing the total population of
the system under consideration, and ‘ represents the rela-
tive magnitude of the transition rates between the di�erent
regimes.

More specifically, the size of state space of the Markov
chain is M(n + 1), due to the fact that there are n + 1 pos-
sible states in each scheme m = 1, 2, . . . , M , which roughly
corresponds to all the possible number of people that are
infected. For the transition probability matrix of the homo-
geneous X

n,‘

(t), denoted by Q
n,‘

, we have

Q
n,‘

= Qú
n

+ ‘C
n,‘

(11)

and

Qú
n

=

S

WWU

Qú
n,1

Qú
n,2 0

·
0 ·

Qú
n,M

T

XXV .

The (n + 1) ◊ (n + 1) matrix Qú
n,m

, for m = 1, 2, . . . M ,
represents the transition probabilities for the states within
regime m, and C

n

represents the transition probabilities be-
tween di�erent regimes, whose row sums will be bounded
by one. More specifically, we have the following valuation of



the elements of Qú
n,m

(Qú
n,m

)1,2 = 1, (Qú
n,m

)
n+1,n

= 1,

(Qú
n,m

)
k,k≠1 = ⁄

m

(k ≠ 1)(n ≠ k + 1)/n

⁄
m

(k ≠ 1)(n ≠ k + 1)/n + (k ≠ 1)µ
m

,

(Qú
n,m

)
k,k+1 = (k ≠ 1)µ

m

⁄
m

(k ≠ 1)(n ≠ k + 1)/n + (k ≠ 1)µ
m

,

’k = 2, . . . , n,

which reflect the dynamics of the epidemic-like stochastic
processes considered in Section 2.

We assume that for all the pairs (n, m), the transition
matrix Qú

n,m

can be diagonalized, and define �ú
n

(m) :=
diag(“ú

n,m,i

) to be the diagonal matrix of the eigenvalues
of Qú

n,m

, with �ú
n

:= diag(�ú
n

(m)), and �
n

:= diag(�
n

(m))
the diagonal matrix of eigenvalues for Q

n,‘

. We then know
there exists a non-singular matrix H

n

such that

H≠1
n

Qú
n

H
n

= �ú
n

,

where the rows of H≠1
n

and the columns of H
n

are parallel to
the left and right eigenvectors of Qú

n

, respectively. Moreover,
we assume that the first column of H

n

is always (1, 1, . . . , 1).
This together with (11) renders

H≠1
n

Q
n,‘

H
n

= �ú
n

+ ‘H≠1
n

C
n,‘

H
n

. (12)

Next, let B
n

denote the matrix whose rows are the left eigen-
vectors of H≠1

n

Q
n,‘

H
n

. Upon multiplying the above equality
(12) by B

n

, we have

�
n

B
n

= B
n

�ú
n

+ ‘B
n

H≠1
n

C
n,‘

H
n

. (13)

For each j = 1, 2, . . . , (n + 1)M , further observe that

�
n

B
n

e
j

= B
n

�ú
n

e
j

+ ‘B
n

H≠1
n

C
n,‘

H
n

e
j

,

especially for each j = (n + 1)m + 1, m = 0, 1, . . . , M ≠ 1.

3.2 Auxiliary Markov chain
Let fiú

n,m

denote the stationary distribution of the Markov
chain that is governed by the transition matrix Qú

n,m

, i.e.,
solution of fiú

n,m

= fiú
n,m

Qú
n,m

. The state space of the n-th
auxiliary Markov chain consists of the set of indices for the
blocks, i.e., the number of states is M . The transition prob-
abilities are defined by q

km

=
q

iœb(k)(fi
ú
n,k

)
i

q
jœb(m) p

ij

for k, m = 1, 2, . . . M , where, for any m, b(m) represents
the set that contains all the indices in block m; denote the
transition matrix as P

n

. Intuitively, this is the aggregation,
by weights of fiú (stationary under Qú), of the probability
mass of transitions between blocks, which is referred to as
the macro-variable system through variable aggregation in
[3].

3.3 Error Analysis
Suppose fĩ

n

is the stationary distribution of the auxiliary
Markov chain with M states for the n-th system. Let fi

n

de-
note the stationary distribution of the original NCD Markov
chain. Then the quantity fĩ

n

¢fiú
n

, which denotes the proba-
bility distribution that assigns mass among blocks using fĩ

n

and states within blocks according to fiú
n

, will be used as an
approximation of fi

n

, namely the stationary probability for
state j in regime i of the original NCD Markov chain.

For the (transposed) stationary vector, we know that

fit

n

= B
n

(1)H≠1
n

where B
n

(1) denotes the first row of the matrix B
n

, i.e.,
the left eigenvector of the matrix H≠1

n

Q
n

H
n

corresponding
to the eigenvalue 1. Recall that fi

n

can be viewed as the
left eigenvector of Q

n

corresponding to the eigenvalue of 1,
and B

n

(1) represents the the left eigenvector of H≠1
n

Q
n

H
n

corresponding to the same eigenvalue.
From the fact that H≠1

n

is a block matrix, we can rewrite
the above into the following block form

(fit

n

)
m

= (B
n

(1))
m

(H
n

)≠1
m

, m = 1, 2, . . . , M,

where (B
n

(1))
m

denotes the m-th block of the (transposed)
vector B

n

(1). For all vectors and matrices with subscript
m, we refer to the m-th block of the vectors and matrices.

Next, we have

(fit

n

)
m

= (B
n

(1))
m

(H≠1
n

)
m

= (B
n

(1))
m

I
im,t

(H≠1
n

)
m

+ (B
n

(1))
m

I
im,h

(H≠1
n

)
m

.

Note that i
m

is the cardinality of b(m), and I
im denotes the

identity matrix of dimension i
m

◊ i
m

. Let I
im,h

denote the
matrix whose first row and first column element is 1 with
all others 0, and I

im,t

the di�erence between I
im and I

im,h

.
We therefore obtain

(fit

n

)
m

m ≠ (fĩ
n

)
m

(fiú
n

)
i

=(B
n

(1))
m

I
im,t

(H
n

)≠1
m

+ [(B
n

(1))
m

I
im,h

(H
n

)≠1
m

≠ (fĩ
n

)
m

(fi
n

)ú
i

], (14)

for which we have the following main result.

Theorem 3.1. The approximation error is of linear order
of the NCD parameter ‘, namely

||(fit

n

) ≠ fĩ
n

¢ fiú
n

|| = O(n‘). (15)

We now establish Theorem 3.1 by showing that both terms
on the right hand side of (14) are O(n‘).

3.3.1 First O(n‘) Estimation

We know that, if the matrix is an analytical function of
only one parameter (in our case ‘), then the eigenvalue and
eigenvector are analytical under mild conditions; see, e.g.,
[9]. However, this does not extend to multiple parameters
(not even continuity). In this subsection, the main results
provide a quantitative characterization of changes of the
spectral gaps in the presence of two parameters, namely ‘
and n.

Once again, the basic identity is given by �
n

B
n

= B
n

�ú
n

+
‘B

n

H≠1
n

C
n

H
n

. For convenience, let us denote the set F ™
{1, 2, . . . n} containing all the indices that are the first of
each block, i.e., F := {

q
m

k=0 i
k

+ 1, m = 0, 1, . . . , M ≠ 1}.
Let E be the matrix containing e

j

, j œ F . We then have

�B
n

E
n

≠ B
n

�ú
n

E = ‘B
n

H≠1
n

C
n

H
n

, (16)

and thus all the elements in the matrix �
n

B
n

E ≠ B
n

�ú
n

E
n

are O(n‘). It follows that in each block the o�-diagonal
elements on the first row and column will be O(n‘), and
hence these B

n

elements will be O(n‘). To obtain this, we
require an estimate for the spectral gaps of the sequence of
Markov chains, indexed by n. Meanwhile, Meise [15] shows
that such lower bounds can be connected to a supremum
of a family of expected hitting times. More specifically, the
main result in [15] can be summarized as follows.



Theorem 3.2. Let R denote a finite set and Q denote the
transition matrix of a Markov chain on R. Then, for any
eigenvalue “ ”= 1, we have

|1 ≠ “|≠1 Æ 2 sup
;
E

x

T
A

, |A| = Á |R|
2 Ë, x œ R

<
. (17)

For our system, we can have the following estimation.

Lemma 3.1. There exists a constant C determined only
by ⁄ and µ, such that for each system with population n, we
have E

x

T
A

Æ Cn.

Proof. Because the transitions in the epidemic system
only happen between neighboring states, the largest of such
hitting times must be either (1) starting from state 0 to
state Án/2Ë; or (2) from the state n to Ân/2Ê. For each
of these cases, we can construct a submartingale and then
apply optional stopping (see, e.g., [1] and [11]) to obtain the
desired bound.

It is easy to verify for the epidemic model, under mild
conditions on ⁄

n

(t) and µ
n

(t), that the supremum of this
family of expected hitting times can be estimated accord-
ingly. With this fact, we can conclude that every nonzero
element in (B

n

(1))
m

I
im,t

will be O(n‘), and so is the first
term in (14).

Lemma 3.2. For each block m, and system, we have

(B
n

(1))
m

I
im,t

= O(n‘).

In other words, for each block, the first left eigenvector ap-
proaches a multiple of e1, which is natural. Note that we do
not assume the eigenvalues are distinct, but by the stochas-
ticity of the matrix and the estimation of spectral gap, we
can conclude this estimation.
Remark The bound provide here is not necessarily tight; in
fact, a more realist conjecture, and supported by numerical
evidences, should be that E

x

T
A

= O(
Ô

n) as n æ Œ. Hence,
the estimation in Lemma 3.2 can be improved to O(

Ô
n‘)

3.3.2 Proof of Theorem 3.1

Above we show that for each block of B
n

(1), all the ele-
ments, except the first one, is of order O(n‘). In this section,
we will study the approximation of the first element.

Since I = E + (I ≠ E), we have

�
n

B
n

E ≠ B
n

�ú
n

E ≠ ‘B
n

E
n

H≠1
n

C
n

H
n

E

=‘B
n

(I ≠ E)H≠1
n

C
n

H
n

E. (18)

From the above analysis, each term in B
n

I Õ
E

is O(n‘), and
hence the right hand side of (18) is O(n‘2). The left hand
side of (18) can actually be written as B

n

(1)[P ≠ ⁄(1)I
M

].
More specifically, note that the first column of the matrix
B

n

H≠1
n

will basically yield B
n

(1)fi + O(n‘) due to the fact
that the row of H≠1

n

is parallel to the left eigenvectors; so
the first row is basically the stationary distribution fi. We
also know that all the elements in B

n

(1) are of O(n‘) except
the first one. Furthermore, examining the first row of the
matrix C

n

H
n

, the first row of H
n

on the first block is all
one and therefore this basically produces an aggregation of
all the probability that goes into the first block, which is
exactly how P is defined.

Then (18) yields that Det(P
n

≠ “(1)I
M

) = O(‘), and thus
there exists an eigenvalue ‹ of P

n

such that |“(1) ≠ ‹| =

O(‘). Combining this with the fact (by definition) that
U

n

(‹)[P
n

≠ ‹I
M

] = 0 for its eigenvector U
n

(‹), we have
[B

n

(1) ≠ U
n

(‹)][P
n

≠ ‹I
M

] = O(n‘2).
Since P

n

is at most ‘ away from identity, all elements of
P

n

≠ ‹I
M

are of the order of n‘.
Remark. While we will only study the class of epidemic-like
systems with fixed ⁄ and µ, the error analysis presented here
applies to general NCD Markov chains with time varying,
but bounded, ⁄(t) and µ(t).

3.4 Mean-Field Scaling of Stochastic Process
and Related Dynamical Systems

Recall that X
n,‘

represents the stationary distribution of
X

n,‘

(t), or the limit as t æ Œ. Let Y
n,‘

denote the station-
ary distribution for the completely decomposable Markov
chain and auxiliary Markov chain. The above arguments
confirm that the total variation distance between the two se-
quences of measures are of order O(n‘), i.e., d

T V

(X
n,‘

, Y
n,‘

) =
O(n‘). Next, consider X̄

n,‘

= 1
n

X
n,‘

and Ȳ
n,‘

= 1
n

Y
n,‘

. We
can conclude that d

T V

(X̄
n,‘

, Ȳ
n,‘

) = O(‘), uniformly in n.
Meanwhile, from our analysis in Section 2.2, we know that
Ȳ

n,‘

will be a Markov chain between point measures, which
provides a nice interpretation of the original stochastic pro-
cess.

Let us now take the other route in diagram {2}. First,
consider the process X̄

‘

(t) = 1
n

X
n,‘

(t) and Ȳ
‘

(t) = 1
n

Y
n,‘

(t).
It follows from our analysis in Section 2, as well as additional
results in [12], that Ȳ

‘

(t) is a regime-switching dynamical
system, a special case of the broader class of hybrid dy-
namical systems which have many applications in modeling
biological and chemical systems [2]1. We can also apply our
analysis in Section 2, as well as additional results in [12],
to conclude that the equilibrium state of Ȳ

‘

(t) will be those
point measures in combination. Hence, we conclude that
diagram {2} is also commutative.
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ABSTRACT
The ↵-fair resource allocation problem has received remark-
able attention and has been studied in numerous application
fields. Several algorithms have been proposed in the context
of ↵-fair resource sharing to distributively compute its value.
However, little work has been done on its structural proper-
ties. In this work, we present a lower bound for the optimal
solution of the weighted ↵-fair resource allocation problem
and compare it with existing propositions in the literature.
Our derivations rely on a localization property verified by
optimization problems with separable objective that permit
one to better exploit their local structures. We give a local
version of the well-known midpoint domination axiom used
to axiomatically build the Nash Bargaining Solution (or pro-
portionally fair resource allocation problem). Moreover, we
show how our lower bound can improve the performances
of a distributed algorithm based on the Alternating Direc-
tions Method of Multipliers (ADMM). The evaluation of the
algorithm shows that our lower bound can considerably re-
duce its convergence time up to two orders of magnitude
compared to when the bound is not used at all or is simply
looser.

Keywords
Weighted ↵-fairness; Resource allocation; Network utility
maximization; Proportional fairness; Max-min fairness; Al-
ternating Directions Method of Multipliers.

1. INTRODUCTION
The ↵-fair resource sharing model, first studied in [Mo

and Walrand], has already been investigated in numerous
application domains, as well as its weighted variants. The
weighted (w,↵)-fair resource allocation problem is to find a
vector x

∗ ∈Rn+ such that 1) the utility

f↵(w,x) = � ∑n

i=1wi

x

1−↵
i
1−↵ , ↵ ≠ 1,∑n

i=1wi

log(x
i

), ↵ = 1
is maximized at x = x∗, and 2) x

∗ lies in a feasible set de-
fined by linear constraints of the form Ax � c where c ∈Rp+
is a capacity vector for a number p of resources and A is the
binary user-resource incidence (p, n)-constraint matrix, for
a number n of users, weighted by a positive vector w ∈Rn+ .
The family of (w,↵)-fair metrics is general and includes
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popular fairness concepts such as max-throughput (↵ = 0),
proportional fairness, also called Nash Bargaining Solution

(↵ = 1), min-delay (↵ = 2) and arbitrarily close approxima-
tions of max-min fairness (↵→∞).

In this paper, we study the general weighted (w,↵)-fair
resource allocation problem under linear constraints and we
propose a novel lower bound on its optimal solution. A lower
bound is a positive vector d ∈Rn+ respecting feasibility (that
is, Ad � c) and such that x

∗ � d. Finding a lower bound
in the context of fair resource sharing is of great interest
– it permits one to automatically define a minimal share
that is attributable to each resource user as initialization
of any exact computation that could take time, and may
be helpful in the phase of design of a system. We seek to
derive user-centric formulas in the sense that their value for
a specific user would depend only on the resources within a
localized problem (and not on the global topology) and only
on the users that compete over the same resources. We then
evaluate the formulas under different instance regimes and
compare them to the literature in order to appreciate the
improvements they provide.

Remarkably, we also show how our lower bound can en-
hance the performance of a distributed algorithm based on
the Alternating Directions Method of Multipliers (ADMM)
(see [Boyd et al.]) that can be invoked to solve optimally
the ↵-fair resource allocation problem. The ADMM is well-
known for its fast convergence properties to modest accu-
racy; however, its performance is highly conditioned by the
initialization of its so-called penalty parameter that can,
when badly tuned, induce an extremely poor convergence
rate. Thus, tuning correctly the penalty parameter is a task
that one should not neglect when using the ADMM. In light
of recent studies (in particular, we exploit the results proven
in [Deng and Yin]), we demonstrate how our lower bound
permits one to accomplish this task for our particular prob-
lem.

A well known lower bound of the proportionally fair (↵ =
1) resource allocation was brought in as a building block
of the axiomatization of the Nash Bargaining Solution and
is commonly referred to as the midpoint domination axiom
[de Clippel]. It states that each user i is given at least a
fraction wi∑n

j=1 wj
of their dictatorial allocation, that is, the re-

source they would receive if the other users accept to receive
0. We refer to the bound given by the midpoint domination
axiom as the midpoint allocation. One can imagine that the
midpoint allocation becomes arbitrarily poor as the total
number of users becomes large, and its utility as a first es-
timation of the optimum allocation, negligible. Indeed, the



formula includes the weights of the whole set of users and is
independent of the problem’s local structure. Similarly, the
general lower bound found in [Marasevic et al.] may suffer
from these dependencies.

Concerning proportional fairness (↵ = 1), we give a more
precise midpoint domination axiom, and provide a lower
bound that we call local midpoint. Our lower bound on
the proportionally fair allocation can be interpreted as a
particular case of the midpoint domination axiom to local-
ity – now, each user i is proportionally fairly attributable
at least a fraction wi∑j∈Si

wj
of their dictatorial allocation,

where S
i

is not the total set of users, but the set of users

in competition with the user i for some resource. Few works
attempted at providing lower bounds for the general (w,↵)-
fair resource allocation. In fact, the most recent available
bound is shown by [Marasevic et al.], and used by the au-
thors for an initialization of their ↵-fair heuristic. To the
best of our knowledge, this is the best bound that could
be found in the literature for the ↵-fair resource allocation
problem and we refer to it as the State-of-the-Art (SoA).

The remainder of the paper is organized as follows: Sec-
tion 2 is dedicated to the model definition and problem
statement. Our lower bound presentation is addressed in
Section 3. In Section 4, we broadly remind the key features
of the ADMM-based ↵-fair distributed algorithm used for
our illustration. The performance of the latter is shown in
Section 5 and finally, Section 6 concludes the paper.

2. MODEL DEFINITION
Let us start by formalizing the weighted ↵-fair resource

allocation problem. In this work, we adopt the terminology
of rate control in fixed communication networks. Thus, a
resource will be referred to as a link and a user will be called
a connection request (or shortly, request) from a source node
to a destination node over a route formed of several links.

Let J be the set of network links, each link j having a
capacity c

j

∈R+. Let R be the set of requests. Each request
r has a predefined route that identifies with a subset J

r

⊂
J of links of the network. In turn, for each link j ∈ J ,
R

j

∶= {r ∈ R; j ∈ J
r

} is the set of all requests having a route
that contains the link j. We define the link-route incidence�J � × �R�-matrix A as:

A
jr

= � 1 if j ∈ J
r

0 otherwise

For each request r, x
r

denotes the bandwidth allocated to
r along its route J

r

. We say that an allocation x = (x
r

)
r∈R

belongs to the feasibility set C (or is feasible) if it satisfies
the capacity constraint (1) below:

x ∈ C⇔Ax � c, x � 0 (1)

where c = (c
j

)
j∈J . Each request r is associated with a weight

w
r

∈ R+. The weight vector w = (w
r

)
r∈R accounts for a

degree of relative importance of each request that can be
defined at the discretion of the network. Weighted ↵-fairness
is formalized as in Definition 1 below.

Definition 1 ((w,↵)-fairness). Let C ⊂ R�R�+ be a

feasibility set defined as in (1), being a strict superset of{0}. Let w ∈R�R�+ and x

∗ ∈ C. We say that x

∗
is (w,↵)-fair

(or simply ↵-fair when there is no confusion on w) if the

following holds:

∀r ∈ R, x∗
r

> 0 and ∀x ∈ C, �
r∈R

w
r

x
r

− x∗
r

x∗↵
r

� 0.
Equivalently, x

∗
is (w,↵)-fair if, and only if x

∗
maximizes

the ↵-fair utility function f↵

defined over C − {0}:
max

x∈C f↵(w,x) = �
r∈R

f↵

r

(w
r

, x
r

), (P
↵

)

where

f↵

r

(w
r

, x
r

) = � w
r

x

1−↵
r
1−↵ , ↵ ≠ 1,

w
r

log(x
r

), ↵ = 1.
3. ALPHA-FAIRNESS – A LOWER BOUND

In this section, we derive an explicit lower bound on the
general (w,↵)-fair resource allocation problem. Our lower
bound only depends on the weight vector w, the capacity
vector c and the link-route incidence matrix A. Moreover,
the bound exploits the local structure of the problem, which
prevents it from deteriorating systematically with the prob-
lem size. We compare it to the SoA bound that one can
formulate as follows:

Proposition 1 ([Marasevic et al.]). Let the vector

x

∗
be the optimal solution to the ↵-fair resource allocation

problem. Then, for all r ∈ R:

● if 0 < ↵ � 1, x∗
r

�m
r

(↵) ∶= � wr
w

max

M

min

j∈Jr

c
j�R
j

� �
1�↵

c
1−1�↵
max

● if ↵ > 1, x∗
r

�m
r

(↵) ∶= � wr
w

max

M

�1�↵min

j∈Jr

c
j�R
j

� � cmin

c
max

�1−1�↵

where w
max

= maxw
r

, M = min{�R�, �J �}, c
min

= min c
j

and

c
max

=max c
j

.

We seek to improve the above bound by removing the
global dependencies on w

max

, �R
j

�, and M , c
min

and c
max

,
those parameters being the major degradation factor when
the size or congestion of the problems increase.

For each request r ∈ R, let b
r

∶= min

j∈Jr cj . The so-called
utopia point b

∶= (b
r

)
r∈R is the (infeasible when the problem

is non trivial) allocation representing the value each request
would receive if they were alone in the network, that is, its
dictatorial allocation. Our bound for the (w,↵)-fair alloca-
tion only depends on the utopia point (hence on the capacity
vector c), the matrix A and on the weight vector w. For
r ∈ R, let Rr ∶= {s ∈ R;J

r

∩ J
s

≠ �}, i.e., the set of requests
sharing at least one resource with r and Rr ∶= R −Rr.

First of all, we use the separability of the objective func-
tion of Problem (P

↵

) to better estimate our lower bound
on a restricted problem. Specifically, we prove a restriction

lemma (see Lemma 1) that permits one to avoid unnecessary
dependencies between requests that do not share resources
together. Then, we prove our general lower bound on the
corresponding restricted problems. Thanks to Lemma 1, the
bound remains unchanged in the original problem.

3.1 A restriction lemma
In this paragraph, we show that instead of evaluating our

bound on Problem (P
↵

), one can use a smaller request-
centric problem. Specifically, let x∗ denote the optimal solu-
tion of Problem (P

↵

) and let r
0

∈ R be an arbitrary request.
We define the restricted problem at r

0

, as the following:



min �
r∈Rr

0

−f↵

r

(w
r

, x
r

) (�P
r

0

)

s.t. �
r∈Rj∩Rr

0

x
r

� c̃
j

∶= c
j

∀j ∈ J
r

0

and �
r∈Rj∩Rr

0

x
r

� c̃
j

∶= c
j

− �
r∈Rj∩Rr

0

x∗
r

∀j ∈ J − J
r

0

.

Intuitively, Problem (�P
r

0

) arises when the allocations of all
the requests that do not share any link with r

0

are fixed to
their optimal ↵-fair value (that is, following the vector x

∗),
and one needs to compute the ↵-fair allocation of the re-
maining requests, that is, the requests within Rr

0 that share
at least one resource with r

0

. The capacity constraints are
thus updated taking into account the amounts of resources
that are already allocated, as shows the second line of the
constraints. Note in passing that all the links in J − J

r

0

that do not serve any of the requests within Rr

0 form trivial
constraints in (�P

r

0

) and can hence be removed without any
loss.

We then have the following result:

Lemma 1. The restriction to (�P
r

0

) does not change the

optimal allocation of the remaining requests: if x is the opti-

mal solution of the Problem (�P
r

0

), then, x
s

= x∗
s

, for s ∈ Rr

0

.

Proof. Consider the problem:

min�
r∈R
−f↵

r

(w
r

, x
r

) (2)

s.t. Ax � c
x
r

� x∗
r

∀r ∈ Rr

0 .

It suffices to show that the problems (2) and (�P
r

0

) are equiv-
alent. Then, the unicity of the solutions permits one to con-
clude.

We know that the problem (2) is feasible, as x

∗ is a fea-
sible point. Denote its optimal solution by ˜

x. We remark
that both x

∗ and ˜

x are feasible for both problems (P
↵

) and
(2). Hence, by optimality, we necessarily have f↵(w, ˜x) =
f↵(w,x∗). Moreover, for instance, problem (P

↵

) has a
unique optimal solution. Thus,

x

∗ = ˜

x.

Particularly for r ∈ Rr

0 , x∗
r

= x̃
r

. Thus, we can fix the values
x
r

= x∗
r

for r ∈ Rr

0 without changing the optimum. Thus,
Problem (2) is equivalent to the restricted problem (�P

r

0

).

Thanks to Lemma 1, we are now ready to present our
lower bound on the ↵-fair allocation based on the structure
of the restricted problems.

3.2 Lower bound
We now show the main result of this paper. We define the

local midpoint p as the following:

∀r ∈ R p
r

∶= w
r

�
s∈Rr

w
s

b
r

.

Theorem 1. Let x

∗
denote the optimal solution of prob-

lem (P
↵

). Let r
0

∶= argmin

s∈Rps. Then, x

∗
can be lower

bounded as follows:

● if ↵ � 1, ∀r ∈ R x∗
r

� d
r

(↵) ∶= p1−1�↵
r

0

p1�↵
r

● if 0 < ↵ � 1, ∀r ∈ R x∗
r

� d
r

(↵) ∶= ����
w

r

b
r

�
s∈Rr

w
s

b1−↵
s

����
1�↵

.

Proof. We first prove the proposition for ↵ � 1. Let us
define the request r

min

as the request with the least optimal
allocation: r

min

= argmin

s∈Rx∗s . By definition of r
0

, we have:

p
r

min

� p
r

0

(3)

Let r ∈ Rr. By Lemma 1, it suffices to show the inequality in
the restricted problem (�P

r

) associated to r. Let Cr denote
its feasible set. Thus, for all (x

s

)
s∈Rr ∈ Cr we have:

�
s∈Rr

w
s

x
s

− x∗
s

x∗↵
s

� 0,
This inequality holds for all feasible (x

s

)
s∈Rr ∈ Cr. Thus,

we evaluate it at the dictatorial allocation of r, that is, at
the point x defined as x

r

= ˜b
r

and x
s

= 0 for all s ∈ Rr −{r}.
Let us note in passing that ˜b

r

=min

j∈Jr c̃j =min

j∈Jr cj = br.
Thus,

w
r

˜b
r

= w
r

b
r

� x∗↵
r

�
s∈Rr

w
s

x∗1−↵
s

� � �
s∈Rr

w
s

�x∗1−↵
r

min

x∗↵
r

,

where we remind that r
min

= argmin

s∈Rx∗s and 1 − ↵ � 0.
Rearranging the terms, one gets:

w
r

b
r

�
s∈Rr

w
s

x∗↵−1
r

min

� x∗↵
r

,

which yields:

p1�↵
r

x∗1−1�↵
r

min

� x∗
r

(4)

In particular, applying equation (4) to r = r
min

, we get:

x∗
r

min

� p
r

min

� p
r

0

(5)

Finally, we plug equation (5) in equation (4) to obtain the
desired lower bound on x∗

r

(because 1 − 1�↵ � 0).
Next, we show the bound for 0 < ↵ < 1. In the same

fashion, we look at the restricted problem. Let r ∈ R and
consider its restricted problem. Then, one has:

w
r

b
r

x∗↵
r

� �
s∈Rr

w
s

x∗1−↵
s

� �
s∈Rr

w
s

˜b1−↵
s

� �
s∈Rr

w
s

b1−↵
s

.

Rearranging the terms finally provides the desired bound.
For any value of ↵, one can remark that the bound (d

r

(↵))
r∈R

only depends on the capacity vector c, the weight vector w,
and the link-route incidence matrix A.

3.3 Illustration
To conclude this section, we illustrate a comparison of the

two presented lower bounds m and d introduced in Proposi-
tion 1 and Theorem 1, respectively, under different regimes.
Given the formulas, one can remark that the sensitivity of
the bound to arbitrary problem sizes should be lessened as
now more focused on local structures. For ↵ � 1, we obtain
request-centric formulas. For general ↵ > 1, this elimina-
tion came with the dependency on the global minimum local



Figure 1: A comparison of the two bounds. The scores, and the minimum, average and maximum bound improvements are illustrated
in the cases of (a)-(b) a constant �

w

for different values of �
c

, and of (c)-(d) a constant �
c

for different values of �
w

. Figures (b) and (d)
show the bound improvements in the two extreme situations �

c

(resp. �
w

) = 0.01 (resp. 1) in dashed lines (resp. solid lines).

midpoint value p
r

0

. Intuitively, one can remark that the two
bounds may react differently to a fluctuating asymmetry of
the weight vector w or the capacity vector c, namely, a vari-
ation of the two parameters �

w

∶= minwr
maxwr

and �
c

∶= c

min

c

max

. For
a better vision, we illustrated this behavior in Figure 1.

The two bounds were compared on instances with 1000
requests over a same graph of type barabasi(100,4) (see [Al-
bert and Barabási]). The routes were generated at random
by taking the shortest path between pairs of sources and
destinations drawn uniformly at random. The weights (resp.
link capacities) were also drawn uniformly at random within
intervals I satisfying inf I� sup I = �

w

(resp. �
c

). For each
instance, and each ↵, we define the score of d as the number�{r ∶ d

r

(↵) > m
r

(↵)}���R�. The score represents the propor-
tion of requests for which our bound d(↵) beats the SoA
bound m(↵) for a particular ↵. In Figure 1(a), the param-
eter �

w

was fixed to 1 (which namely means w = 1) and
we plotted the score of d versus ↵ for different values of �

c

.
Figure 1(c) shows the score in the other extreme situation
�
c

= 1 (which means all the link capacities are equal) for
different values of �

w

.
In order to appreciate the quality of the bound improve-

ment, if any, we plotted, in Figures 1(b) and 1(d), the corre-
sponding bound improvements, measured with the values of
the ratios d

r

(↵)�m
r

(↵). To preserve readability of the plots,
we represented only the extreme situations corresponding to
the values �

c

= 0.01 (dashed lines) and �
c

= 1 (solid lines)

for Figure 1(b) and to the values �
w

= 0.01 (dashed lines)
and �

w

= 1 (solid lines) for Figure 1(d). Figures 1(b) and
1(d) show the best, worst, and average improvements en-
countered in the same problem instance. All the points
represented in Figure 1 correspond to an average over 10 in-
stances generated under identical conditions. In Figures 1(a)
and 1(c), we also included the specific points as translucent
scattered markers.

According to Figure 1, our bound is an absolute improve-
ment for values of ↵ in the interval [0,2] (thus including the
max-throughput, proportional fairness, and min-delay pop-
ular concepts) in all situations. Particularly for proportional
fairness, the simulations show that we improved the bound
m by two orders of magnitude in all situations. For min-
delay fairness, the bound is generally improved on average
by a multiplicative factor between 1 and several tens. For
greater values of ↵, it is interesting to see that either d or
m is more adapted to certain problem structures. For in-
stance, d will be of greater interest when the network link
capacities are more heterogeneous, �

c

� 1 (which may cor-
respond to situations where the network is asymmetrically
congested), whereas m is more adapted to asymmetrically
weighted problems, �

w

� 1. One can thus conclude that
the two available bounds complement each other for general
↵ � 1.

After presenting our bound, we now demonstrate how it
permits one to boost the performance of an algorithm that



solves the (w,↵)-fair resource allocation problem.
The next section is dedicated to the presentation of the

algorithm, based on ADMM.

4. FAST AND DISTRIBUTED ADMM (FD-
ADMM)

Several approaches may be used to tackle the (w,↵)-fair
resource allocation problem (e.g., see [Kelly et al.] and [Palo-
mar and Chiang] for a tutorial). One of them is the Alter-
nating Directions Method of Multipliers (ADMM) (see, e.g.,
[Boyd et al.]). The ADMM is well known for its distributiv-
ity properties that permit one to decouple constraints han-
dled in parallel then plugged in together by means of con-

sensus constraints. In [Allybokus et al.], these properties
are used to design a fully distributed algorithm that solves
optimally the problem in the context of traffic rate control
in distributed Software-Defined Networks. For a description
of the general ADMM framework, the reader may refer to
[Boyd et al.], and for a more detailed construction of the
presented algorithm, to [Allybokus et al.]. In this section,
we briefly describe the design of the distributed algorithm
used in the latter.

4.1 Algorithm overview
Assume the network links are split into a number P � 1

of domains. Each domain p corresponds to a subset J
p

⊂ J
of links forming a covering of the whole set J :

P�
p=1Jp

= J.
For p = 1 . . . P , let R

p

= {r ∈ R,J
p

∩ J
r

≠ �} be the set of
requests that traverse domain p, and I

r

= {q ∈ [1, P ]; r ∈ R
p

}
the set of domains the request r traverses. The problem (P

↵

)
can thus be rewritten as: :

min

x∈C �
r∈R
−w

r

f↵

r

(w
r

, x
r

)
=min

x∈C
P�
p=1 �

r∈Rp

−wr�I
r

�f↵

r

(w
r

, x
r

)

=min

x

P�
p=1
�������◆p(x) + �r∈Rp

−wr�I
r

�f↵

r

(w
r

, x
r

)�������
∶=min

x

P�
p=1

◆
p

(x) + g
p

(w,x), (6)

where ◆
p

is the indicator function of the capacity subset
associated to domain p:

◆
p

(x) = �
j∈Jp

◆
j

(x), ◆
j

(x) = �������
0 if �

r∈Rj

x
r

� c
j

∞ otherwise

Further, we separate artificially the problem by creating a
private variable x

p

∈R�Rp � for each domain p, and by enforc-
ing the agreement upon their values between domains with
consensus constraints. Problem formulation (6) now reads:

min

P�
p=1

g
p

(w,x
p

) + ◆
p

(x
p

)
s.t x

pr

= x
qr

∀p, q ∈ I
r

∀r ∈ R (7)

x

p

∈R�Rp � ∀p = 1 . . . P.

Algorithm 1 Fast Distributed ADMM (FD-ADMM)
1: procedure of Domain p
2: Receive

˜

z

p

= (z̃
r

)
r∈Rp

3: Receive updated reciprocal penalty �
0

from

master

4: for j ∈ J
p

do

5: u
jr

← u
jr

+ y
jr

− z̃
pr

∀r ∈ R
j

6: y
j

← P(j, ˜z
p

−u
j

)
7: end for

8: for r ∈ R
p

do

9: v
pr

← v
pr

+ x
pr

− z̃
pr

10: x
pr

← argmin

x

�−f↵

r

(w
r

, x) + 1

2�

0

��x − (z̃
pr

− v
pr

)��2�
11: end for

12: end procedure

13: procedure of Master

14: Compute lower bound d and �
0

using Eq. (10)
15: while termination condition not met do

16: �
0

← � updated using RB, by [He et al.]
17: for r ∈ R do

18:
19: z̃

r

← 1�Jr �+�Ir� �∑j∈Jr
y
jr

+∑
q∈Ir xqr

�
20: end for

21: for p ∈ P do

22: Send

˜

z

p

= (z̃
r

)
r∈Rp to domain p

23: end for

24: end while

25: end procedure

Finally, we decompose the problem by separating the pri-
vate objective of each domain. For each domain p, and each
j ∈ J

p

, the vector y

j

defines a copy of the variable x

p

for
link j and is reserved for the component function ◆

j

. We
can write Problem (7) in the following form:

min

P�
p=1

g
p

(x
p

) + �
j∈Jp

◆
j

(y
j

) ∶= �
p∈P

G
p

(w,x
p

,y
p

)
s.t x

pr

= x
qr

∀p, q ∈ I
r

∀r ∈ R (8)
x
pr

= y
jr

∀j ∈ J
p

∀r ∈ R
j

x

p

∈R�Rp � ∀p = 1 . . . P
y

j

∈R�Rj � ∀j ∈ J
y

p

= (y
j

)
j∈Jp ∀p ∈ P

Let � denote the indicator function of the feasible set (8).
Then, the formulation takes the compact 2-block form:

min�
p∈P

G
p

(w,x
p

,y
p

) + �((x′
p

)
p∈P , (y′

p

)
p∈P ) (9)

s.t. (x
p

,y
p

) = (x′
p

,y′
p

)
Applied to the last formulation (9), the distributed ADMM

is described in Algorithm 1. In lines 5 and 10, the variables
u

j

∈R�Rj � and v

p

∈R�Rp � are dual variables associated with
the constraints {y

j

= y′
j

} and {x
p

= x′
p

}, respectively in (9).
Also, P(j, ⋅) is the Euclidean projection onto the simplex{y

j

∈RRj s.t. y
jr

� d
r

and ∑
r∈Rj

y
jr

� c
j

}, � > 0 is a scalar
reciprocal penalty parameter, and d ∈ RR is a lower bound
on the (w,↵)-fair solution that will be computed with the
input parameters.



4.2 Performance enhancement
The convergence of ADMM is provably known since the

1990s (see [Eckstein and Bertsekas]), and its convergence
rate has been widely studied. Today, the most general con-
vergence rate of ADMM is known to be O(1�T ) (T being
the iteration count), and linear convergence rates are prov-
ably obtained for strongly convex problems. Nevertheless,
the performance of the ADMM remains highly sensitive to
the initialization and the update of the penalty parameter.
In [Deng and Yin], the linear convergence rate of ADMM for
strongly convex problems is quantified and optimized with
regards to the penalty parameter, which yields an optimal
tuning of it. Its value depends on the (global) strong convex-
ity and the Lipschitz gradient moduli of the objective func-
tion, if those are finite. In [Allybokus et al.], this result is
applied to a central strongly convex equivalent formulation
of our problem to derive an approximate adaptive tuning
of the distributed version of the algorithm. The adaptive
penalty parameter is computed as the optimal parameter
of the centralized formulation, �

0

, given according to the
formula

�
0

= 1√
�L

, (10)

where � is the strong convexity modulus of f↵(w, ⋅) and L
is the Lipschitz modulus of its gradient. In fact, the fairness
functions have singular values near 0, which make the Lip-
schitz modulus not globally defined, unless the feasible set
is reduced from below by means of a positive lower bound d

of the optimal solution. Thus, Equation (10) is applied to
L = L

d

where L
d

is the Lipschitz modulus of the gradient
of the objective over the set of feasible points x verifying
x � d.

Adaptive penalty parameter schemes have been proposed
to tackle this issue and provably bring consistent improve-
ment of the convergence behavior of ADMM. One remark-
able adaptive scheme can be found in [He et al.], in which
the authors introduce the residual balancing (RB) principle
which consists of shrinking or expanding the penalty param-
eter whenever the primal and dual residuals are unbalanced.
For a definition of RB, we refer the interested reader to [He
et al.]. Although this scheme helps making the ADMM less
dependent from initialization, empirical behaviors of the al-
gorithm however suggest that there is still room and inter-
est for better initialization. To demonstrate this, we adopt
residual balancing as a default adaptive scheme of our penal-
ties in all the algorithms of the present paper.

In Section 3, we introduced the lower bound d (Theo-
rem 1) on the (w,↵)-fair optimal allocation. Next, we
demonstrate how this bound permits one to enhance the
performance of the ADMM for the (w,↵)-fair resource al-
location problem, and we compare it with the performance
brought by the SoA bound m (Proposition 1). Although
the lower bound permits one to adjust quickly a minimal
individual resource allocation that would never be violated
during the running time of the algorithm, the major feature
of its introduction is in that it permits one to define an ini-
tialization of the penalty parameter that could enhance the
algorithm performance. Indeed, the initialization can pro-
vide spectacular convergence acceleration, whereas reduc-
ing the feasible set at the projection line 6 of Algorithm 1
does not seem to matter, illustrating the fast convergence
of FD-ADMM to modest accuracy. These observations are
illustrated in the next section.

Figure 2: Iteration count versus the number of connection re-
quests in situation 1. For FD-ADMM-LB and FD-ADMM-MB,
the reciprocal penalty initialized value �

0

lies in [110-150] and in
[1, 6], respectively.

5. EXECUTION
In the present simulations, we dedicate our performance

evaluation to the proportionally fair resource allocation prob-
lems (↵ = 1). In this section, we demonstrate the gains
achievable with only tuning the initial penalty parameter of
the FD-ADMM by comparing several initialization schemes.
Indeed, the only difference between the different algorithms
that we compare is in that the initial penalty parameter �

0

is
chosen either arbitrarily – FD-ADMM(�

0

= �), or according
to Equation (10) applied to the bound m (FD-ADMM-MB)
or d (FD-ADMM-LB).

The problem instances were generated under the same
conditions as in Section 3.3. As it appears the parameter �

w

can deteriorate importantly the quality of our bound when
small, we execute the simulations under two different situa-
tions 1) w

r

∈ [.9,1], and 2) w
r

∈ [.1,1].
5.1 Performance results

In Figures 2 and 3, we plotted the iteration count of the
algorithms under situations 1 and 2, respectively. The al-
gorithms stop when the primal and dual residuals of the
ADMM algorithm (see, e.g., [Boyd et al.]) fall below 10

−2
(relatively modest accuracy). For each problem size in terms
of number of different requests, we generated 10 instances
of the corresponding size randomly and plotted the aver-
age performance. The specific points are also represented
with scattered translucent markers to account for the exact
performance of each algorithm. For each situation, we ob-
served the performances of FD-ADMM-LB, in particular, its
average initial reciprocal penalty parameter given by Equa-
tion (10) and chose several initialization values below and
above this average to account for the effect of this initializa-
tion on the algorithm’s performance.

Situation 1 (Figure 2). We observe a spectacular im-
provement of the FD-ADMM algorithm from the scheme
FD-ADMM-MB to the scheme FD-ADMM-LB, correspond-
ing to a reduction of the running iteration count of two or-
ders of magnitude. When �

0

is chosen larger than the one
for FD-ADMM-LB, although the performances seem satis-
factory, one can observe that FD-ADMM-LB still executes
faster on average.



Figure 3: Iteration count versus the number of connection re-
quests in situation 2. For FD-ADMM-LB and FD-ADMM-MB,
the reciprocal penalty initialized value �

0

lies in [500,1000] and
in [0.1, 2.5], respectively.

Situation 2 (Figure 3). The same improvement of
the performances, related to the introduction of our lower
bound, is observed. It seems that for lower initialization
value of �

0

, the algorithms demonstrate poorer performances.
Nevertheless, one can observe that higher values of �

0

can
provide algorithms with, although not consistently, better
performances than FD-ADMM-LB on average. Although
this phenomenon can seem surprising after a look at situa-
tion 1, one can explain it with the fact that when the vector
w is highly unbalanced (as it is the case when its values
are uniformly drawn at random within [.1,1]) the objective
function f↵(w, ⋅) obtains highly asymmetric structure. In-
deed, the computation of the strong convexity modulus of
f↵ in [Allybokus et al.] in order to obtain a desirable ini-
tialization �

0

, shows that the factor � in Equation (10) in
fact corresponds to the smaller strong convexity modulus of
the functions f↵

r

(w
r

, ⋅), which is proportional to w
r

. Not
surprisingly then, this evaluation becomes poorer when the
vector w becomes unbalanced. Thus, it is worth considering
that an accurate penalty parameter tuning becomes more
difficult when the weighted fairness function symmetry is
poor. Nevertheless, our simulations suggest that initializing
the reciprocal penalty parameter according to Equation (10)
applied to our lower bound permits one to obtain a satisfac-
tory performance of the FD-ADMM. We believe this scheme
can be improved in order to tackle a potential performance
issue under highly asymmetric realizations of the (w,↵)-
fair resource allocation problem characterized by a very low
value of �

w

.

6. CONCLUSION
We studied the structure of weighted (w,↵)-fair alloca-

tion problems and proposed a lower bound that permits one
to better understand the problem’s features. The (w,↵)-
fair allocation can be lower bounded individually and locally
(that is, each user, or request, has a minimal guarantied allo-
cation that depends on its individual weight and that of a lo-
cally reduced subset of users). We compared experimentally
our bound with the best bound available in the literature,
and showed that we can provide consistent improvement in
the case of high asymmetry of the capacity vector c (which

may describe congested networks situations) or in the case
of a suitable symmetry of the fairness measures (which may
cover situations where the requests have balanced relative
priorities). We believe that the bound derived in the present
paper for general fairness concepts (↵ > 1) can be further im-
proved, and intend to soften its dependencies on the global
minimum local midpoint value p

r

0

. Our intuition suggests
this would improve considerably the quality of our general
bound. To demonstrate the utility of our derivation, we
showed as an illustration how the introduction of this lower
bound can remarkably improve the performances of an iter-
ative distributed algorithm, the FD-ADMM, that solves the
problem optimally, by a simple initialization of a penalty
parameter. We also observed that the initialization scheme
allows a remarkably satisfactory tuning of the FD-ADMM,
and that this accuracy may impoverish as the asymmetry of
the weighted problem strengthens. In the future, we envision
to study this situation and strengthen our bound in order to
possibly empower the initialization scheme, providing more
robustness to the technique with respect to asymmetry.
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Outlier Detection Using Robust Optimization with
Uncertainty Sets Constructed from Risk Measures⇤

Ruidi Chen1, and Ioannis Ch. Paschalidis2⇤†‡

ABSTRACT
We consider a robust optimization formulation for the prob-
lem of outlier detection, with an uncertainty set determined
by the risk preference of the decision maker. This connection
between risk measures and uncertainty sets is established
in [3]. Inspired by this methodology for uncertainty set
construction under a distortion risk measure, we propose a
regularized optimization problem with a finite number of
constraints to estimate a robust regression plane that is less
sensitive to outliers. An alternating minimization scheme is
applied to solve for the optimal solution. We show that in
three di↵erent scenarios di↵erentiated by the location of out-
liers, our Risk Measure-based Robust Optimization (RMRO)
approach outperforms the traditionally used robust regres-
sion [12] in terms of the estimation accuracy and detection
rates.

1. INTRODUCTION
As one of the major issues in data mining, outlier detection,

or anomaly detection, has found numerous applications in
a variety of fields (e.g., [16]). Outliers are the observations,
events, or items which do not conform to an expected pattern
or deviate from the majority of the data. They arise often
due to human error, systematic changes, fraudulent behavior,
or natural deviations in populations.
In this paper we restrict our attention to so called unsu-

pervised outlier detection, and aim to develop procedures
that are applicable to unlabeled datasets. This is motivated
by an application in CT radiation overdose detection; an
important problem given the carcinogenic e↵ects of radiation.
In this application, no prior knowledge is available regarding
the abnormality of the radiation dose that each patient re-
ceives and detection of these cases could help guide e↵ective
interventions [14].

⇤*Research partially supported by the NSF under grants
CCF-1527292, IIS-1237022, and CNS-1645681, by the ARO
under grant W911NF-12-1-0390. and by the joint Boston
University and Brigham & Women’s Hospital program in
Engineering and Radiology.
†1Ruidi Chen is with Division of Systems Engineering,
Boston University, Boston, MA 02446, USA. rchen15@bu.edu
‡2Ioannis Ch. Paschalidis is with Dept. of Electrical and
Computer Engineering, Division of Systems Engineering, and
Dept. of Biomedical Engineering, Boston University, 8 St.
Mary’s St., Boston, MA 02215, USA. yannisp@bu.edu

IFIP WG 7.3 Performance 2017. Nov. 14-16, 2017, New York, NY USA

Copyright is held by author/owner(s).

We formulate the problem of outlier detection using ro-
bust optimization. First proposed in the early 1970s, robust
optimization [15, 2, 4] provides a way of dealing with uncer-
tainties in a deterministic optimization setting, thus, avoiding
often limited stochastic assumptions. In more recent work,
it has also been used to introduce ambiguities in the proba-
bility distributions of uncertain parameters, leading to what
is called Distributionally Robust Optimization (DRO) [6, 10,
7, 9, 5]. Here, we use an alternative approach and incor-
porate stochastic considerations into robust optimization
through uncertainty sets constructed based on the decision
maker’s risk preference, expressed through risk measures as
in [3]. Risk measures reflect realistic considerations regard-
ing decision makers’ risk attitudes and lead to intuitive and
interpretable robust formulations.
The novelty of this paper lies in that we propose a finite

and tractable formulation for a robust nonlinear optimization
problem. Moreover, an alternating minimization approach is
presented to simultaneously solve for the regression plane and
the vector related to the decision maker’s risk measure. A
regularization term is added due to the observed connection
between robustness and regularization. We show that the
RMRO formulation is actually a composition of Ordinary
Least Squares (OLS) and Weighted Least Squares (WLS).

The rest of the paper is organized as follows. In Section 2
we review background knowledge on risk measures. Section
3 proposes the RMRO formulations under coherent and
distortion risk measures. Numerical experimental results are
presented in Section 4.

Notational conventions: We use boldfaced lowercase
letters to denote vectors, ordinary lowercase letters to denote
scalars, boldfaced uppercase letters to denote matrices, and
calligraphic capital letters to denote sets. E denotes expecta-
tion and P probability of an event. All vectors are column vec-
tors. For space saving reasons, we write x = (x1, . . . , xdim(x))
to denote the column vector x, where dim(x) is the dimen-
sion of x. We use prime to denote the transpose of a vector,
k· k for the `2 norm, and k· k1 for the `1 norm. ei denotes
the i-th unit vector, and e is the vector of all ones.

2. BASICS OF RISK MEASURES
In this section we review some background knowledge on

risk measures. A risk measure is a function that reflects the
risk preferences of the decision maker. Consider a probability
space (⌦,F ,P); the risk measure is defined as follows [3].

Definition 1 (Risk measure). Let X be the set of ran-
dom variables on ⌦. For any x1, x2 2 X , a function µ : X !
R is called a risk measure if it has the following properties:



1. Monotonicity: If x1 � x2, then µ(x1)  µ(x2).

2. Translation invariance: If c 2 R, then µ(x1 + c) =
µ(x1)� c.

The dominance between random variables in Definition 1
is state-wise, i.e., x1 � x2 means x1(!) � x2(!), 8! 2 ⌦. In
addition to monotonicity and translation invariance, other
structural properties may be desired to reveal some realistic
requirements on the risk preferences. For example, it is well
known that a diversified investment always induces a lower
risk. [1] proposes the notion of coherent risk measures to
incorporate such requirements.

Definition 2 (Coherent risk measure). A risk mea-
sure µ is called a coherent risk measure if it has the following
properties:

1. Convexity: µ(�x1+(1��)x2)  �µ(x1)+(1��)µ(x2),
8x1, x2 2 X ,� 2 [0, 1].

2. Positive homogeneity: µ(�x) = �µ(x), 8x 2 X ,� � 0.

A subclass of coherent risk measures, called distortion
risk measures, accommodates additional risk hedging and
distributional invariance properties. For instance, when one
position cannot be hedged by another in the sense that
they move in the same direction, the risks should sum up.
Moreover, to consistently estimate risk measures from data,
the risks of distributionally identical random variables should
be the same.

Definition 3 (Distortion risk measures [3]). A co-
herent risk measure µ is called a distortion risk measure if it
satisfies the following conditions:

1. For all random variables x1, x2 2 X that satisfy (x1(!)�
x1(!

0))(x2(!)� x2(!
0)) � 0, 8!,!0 2 ⌦, the following

holds:

µ(x1 + x2) = µ(x1) + µ(x2).

2. For all x1, x2 2 X such that x1, x2 have the same
distribution under P, µ(x1) = µ(x2).

Our robust optimization formulation for the outlier detec-
tion problem will be established on the basis of distortion
risk measures.

3. RMRO FOR OUTLIER DETECTION
In this section we will derive the RMRO formulation under

coherent risk measures. We will see in Section 3.1 that a
general coherent risk measure induces a convex optimiza-
tion problem with infinitely many constraints. Section 3.2
presents a computationally tractable RMRO approach un-
der distortion risk measures. The resulting formulation is a
quadratic convex program with a finite number of constraints.

3.1 RMRO under Coherent Risk Measures
Suppose we haveN possibly contaminated samples (xi, yi),

i = 1, . . . , N , where yi is the i-th response variable and xi

is an (m � 1)-dimensional vector of features. (We set the
first element of xi to 1 to include the intercept as part of the
features.) Our goal is to first obtain an accurate estimate
of the regression plane determined by the clean data and
then detect outliers based on this estimation. Using (x, y)

to denote the feature and response variables, we want to
minimize the following squared error:

min
t,�̃

t

s.t. t � (y � x0�̃)2, 8(x, y) 2 U ,
(1)

where �̃ is the regression plane to be estimated, and U is
the uncertainty set for (x, y). A central problem is how
to construct a reasonable and tractable uncertainty set U .
We leverage the techniques as of [3] but extend them from
a linear to a quadratic optimization setting. Let us first
introduce some additional notation � , (��̃, 1); z , (x, y);
then problem (1) could be converted to:

min
t,�

t

s.t. t� �0zz0� � 0, 8z 2 U .
(2)

We are interested in finding the set U such that for some
specific risk measure µ,

{(�, t) : µ(t� �0zz0�)  0} =

{(�, t) : t� �0zz0� � 0, 8z 2 U}.
(3)

The intuition of (3) comes from risk theory. Considering the
argument of µ(·) as the stochastic return from an investment
position, if one position consistently performs better than
the other, then its risk cannot be higher (see Definition 1).
The risk of zero return is defined to be zero. Using d to
denote the decision variables, i.e., d = (�, t), we have:

t� �0zz0� = d0Sd+ d0em+1,

where S is a function of the uncertain parameters,

S =



�zz0 0
00 0

�

.

Then, (3) is equivalent to:

{d : µ(d0Sd+ d0em+1)  0} =

{d : d0Sd+ d0em+1 � 0, 8S 2 Ũ},
(4)

where Ũ is the uncertainty set for the matrix S. The following
theorem, an extension of Theorem 3.1 in [3], specifies the
structure of Ũ , which depends on both the observed data
and the risk measure selected by the decision maker.

Theorem 3.1. Suppose the uncertainty matrix S is a ran-
dom matrix and has support S = {S1, . . . ,SN}, where Si is
the i-th realization of S whose top left block is �ziz

0
i. If the

risk measure µ is coherent, then,

{d : µ(d0Sd+ d0em+1)  0} =

{d : d0Sd+ d0em+1 � 0, 8S 2 Ũ},
(5)

where Ũ = conv({
PN

i=1 qiSi : q 2 Q}), and conv(·) denotes
the convex hull of the elements; Q is the family of generating
measures for µ.

Theorem 3.1 provides guidance on the construction of the
uncertainty set. For some specific coherent risk measure µ,
problem (2) is equivalent to:

min
d

d0em+1

s.t. d0Sd+ d0em+1 � 0, 8S 2 Ũ ,
(6)



where Ũ is defined as in Theorem 3.1. Note that problem
(6) is a convex program since Si is negative semi-definite for
all i = 1, . . . , N . However, it has infinitely many constraints
and is thus not practically useful. To obtain a computation-
ally solvable formulation, additional structural assumptions
are required for the risk measure µ. As seen in Section 2,
distortion risk measures reflect some practical considerations
on the risk preference, and are thus used for the subsequent
analysis.

3.2 RMRO under Distortion Risk Measures
A key observation for distortion risk measures is stated

in Theorem 4.2 of [3], which basically says that for any
distortion risk measure µ, there exists a q = (q1, . . . , qN )
with

P

i qi = 1; qi � 0, 8i; q1 � . . . � qN , such that µ is
generated by the set Q = {q̃ : q̃i = q�(i),� 2 P (N)}, where
P (N) is the set of all permutations of N elements; and �(i)
is the i-th element of �. Based on this result, the uncertainty
set Ũ in problem (6) is just:

Ũ = conv
⇣n

PN
i=1 q�(i)Si : � 2 P (N)

o⌘

. (7)

By now it is not very clear how to come up with a finite
optimization formulation that is equivalent to (6). Inspired
by Theorem 4.3 in [3], a duality argument is applied. Specif-
ically, for a fixed decision variable d, consider the following
optimization problem, whose objective value provides infor-
mation on the feasibility of d to problem (6).

min
S

d0Sd

s.t. S 2 conv
⇣n

PN
i=1 q�(i)Si : � 2 P (N)

o⌘

.

(8)

For d to be a feasible solution to (6), the optimal value of
problem (8) should be greater than or equal to �d0em+1.
Due to the special structure of Ũ , problem (8) is equivalent
to:

min
wij

P

i,j wijqid
0Sjd

s.t.
PN

j=1 wij = 1, 8i = 1, . . . , N,

PN
i=1 wij = 1, 8j = 1, . . . , N,

wij � 0, 8i, j = 1, . . . , N.

(9)

Formulate the dual of (9) with dual variables y1,y2:

max e0y1 + e0y2

s.t. e0
iy1 + e0

jy2  qid
0Sjd, 8i, j = 1, . . . , N.

Since (9) is a linear program with a nonempty, bounded fea-
sible set, strong duality holds. Based on these relationships,
we have the following theorem which gives an equivalent
feasible set to problem (6) under a distortion risk measure,
described by a finite set of constraints.

Theorem 3.2. If µ is a distortion risk measure, then:

{d :µ(d0Sd+ d0em+1)  0}
= {d : d0Sd+ d0em+1 � 0, 8S 2 Ũ}

= {d : 9y1,y2 2 RN
, s.t. e0y1 + e0y2 + d0em+1 � 0,

e0
iy1 + e0

jy2  qid
0Sjd, 8i, j},

where Ũ is defined as in (7).

From Theorem 3.2, it is obvious that under a distortion
risk measure, problem (6) is equivalent to the following:

min
d,y1,y2

d0em+1

s.t. e0y1 + e0y2 + d0em+1 � 0,

e0
iy1 + e0

jy2  qid
0Sjd, 8i, j.

(10)

Remark 1: A composition of OLS and WLS. With
formulation (10), we are actually minimizing �e0y1 � e0y2,
i.e.,

max
d,y1,y2

e0y1 + e0y2

s.t. e0
iy1 + e0

jy2  qid
0Sjd, 8i, j.

(11)

By taking j = i in the constraints of (11) and summing over
all i, we get:

e0y1 + e0y2 
PN

i=1 qid
0Sid (12)

On the other hand, if summing over all possible i and j for
the constraints in (11), we get:

e0y1 + e0y2  1
N

N
X

i=1

N
X

j=1

qid
0Sjd =

1
N

N
X

j=1

d0Sjd. (13)

Therefore, one possible relaxation of (11) is:

max
d

min
⇣

PN
i=1 qid

0Sid,
1
N

PN
j=1 d

0Sjd
⌘

. (14)

(14) could be seen as a composition of OLS and WLS. The
inner minimization selects the worse Sample Squared Error
(SSE), between a weighted average (with weight q) and a
uniform average. The outer maximization then picks the
decision vector d that minimizes the selected SSE. The qi,
which depends on the risk preference of the decision maker,
could be thought of as the weight (reflecting importance,
reliability) that is assigned to the i-th data point.
Remark 2: Regularization. There has been some liter-
ature studying the connection between regularization and
robustness, e.g., [13, 18]. Due to this observation, we add
an `2 regularizer to the objective of (10), which gives us the
following optimization problem if restored to the original
decision variables �, t.

min
t,�,y1,y2

t+ �k�k

s.t. e0y1 + e0y2 + t � 0

e0
iy1 + e0

jy2 + qi�
0zjz

0
j�  0, 8i, j = 1, . . . , N,

e0
m� = 1,

t � 0,
(15)

where � is the regularization coe�cient that could be de-
termined either by cross validation (small sample) or an
independent test sample (large sample size). Additional `1
regularization constraints could also be incorporated to in-
duce sparsity of �. (15) is the final RMRO formulation under
a distortion risk measure. Note that for a fixed q, (15) is a
convex quadratic program which can be solved to optimality
very e�ciently. However, we do not know q a priori. Theo-
rem 4.2 in [3] points out that q could be written as a convex
combination of N known probability vectors. But introduc-
ing these convex combination coe�cients as additional deci-
sion variables would result in a non-convex program, whose
optimal solution, even a local one, is not easy to find. Al-
ternatively, inspired by the Expectation-Maximization (EM)



algorithm, we propose to use an alternating optimization
scheme to solve (15). Note that the non-convexity arises due
to the term qi�

0zjz
0
j�, and therefore, we alternate between

decision variables q and �. See Algorithm 1 for details.

Algorithm 1 Alternating Minimization for RMRO

1: Initialize: q = 1
N e.

2: repeat
3: Solve (15) with q fixed, obtaining optimal solution

�⇤. Set � = �⇤.
4: Solve (15) with � fixed, obtaining optimal solution

q⇤. Set q = q⇤
.

5: until Convergence

Remark 3: Additional requirements on q. It is worth
noting that when solving for q with � fixed, we need to
impose additional constraints on q in order to fulfill the
requirements of distortion risk measures. As indicated in [3],
every vector q corresponding to a distortion risk measure
could be written in the form:

q =
PN

j=1 cj q̂j ,

where q̂j = ( 1j , . . . ,
1
j , 0, . . . , 0), containing j nonzero ele-

ments; and cj , j = 1, . . . , N are nonnegative scalars that
sum up to 1. More constraints could be imposed on q if
prior information on the risk measure is available.

It has been well recognized that this alternating minimiza-
tion mechanism is not guaranteed to produce the global
minimum. We thus run Algorithm 1 with a number of di↵er-
ent initial guesses for the parameters, and then choose the
run that gives us the minimum objective function value. Em-
pirically we have found out that multiple initializations lead
to the same solution as one single initialization, which im-
plies that Algorithm 1 converges to the same stationary point
with di↵erent initial values of q. Although global optimality
cannot be ensured, we will see in the experimental results
that the solution still achieves satisfactory performance.

4. NUMERICAL EXPERIMENTS
In this section we apply our RMRO approach to a number

of synthetic datasets and compare its performance with a
traditional robust regression method (M -estimation) due to
Huber [12]. The experimental scenarios follow [17]. Specifi-
cally, we consider interior x-space outliers, which are obser-
vations that are abnormal only in the y direction, but have
x values that are within normal range. Our approach will
be tested in three di↵erent scenarios di↵erentiated by the
location of outliers. Scenario 1: randomly scattered outliers;
Scenario 2: outliers in a cloud at the centroid of the x-space;
Scenario 3: outliers in a cloud that is randomly placed in
the interior of the x-space.

The datasets are constructed based on a linear regression
model. The response y for clean observations is generated
as a linear combination of K independent feature variables,
with a random fluctuation of zero mean and variance �

2
⌘.

The response values for outlying observations are placed at
a distance �R o↵ the regression plane.
We set �0 = 0.3,�1 = · · · = �K = 0.5 throughout this

section. For clean observations, all features x1, . . . , xK come
from a normal distribution with mean 7.5 and standard
deviation 4.0. We consider the impact of the following factors
on the performance. Percentage of outliers p: 20%, 30%;

Outlying distance �R: 3�⌘, 4�⌘, 5�⌘; The number of regressors
K: 6, 20.
For K = 6, �⌘ = 0.25; for K = 20, �⌘ = 0.5. We com-

pare our approach with the commonly used robust regression
method called M-estimation with three cost functions – Hu-
ber [12], Talwar [11], and Fair [8]. The performance metrics
we use are: k�̂ � �k1, where �̂ is the estimated regression
coe�cient and � is the true coe�cient determined by the
clean data; The Receiver Operating Characteristic (ROC)
curve which plots the true positive rate against the false
positive rate, as well as the Area Under Curve (AUC).

In all experiments, the size of the training dataset isN = 20
for K = 6 and N = 60 for K = 20, including both clean
and outlying observations. The size of the test dataset is
M = 12 for K = 6 and M = 36 for K = 20. We run
100 replications and take the average of the performance
metrics. The Gurobi solver is used to solve the quadratic
convex problem (15). Note that both RMRO and robust
regression only generate an estimated regression coe�cient.
The identification of outliers is based on the residuals and
estimated standard deviation of the noise. Specifically,

Outlier =

(

YES, if |residual| > threshold⇥ �̂,

NO, otherwise,

where �̂ is the standard deviation of residuals in the entire
training set. ROC curves are obtained through adjusting the
threshold values. Our major findings are:

1. All approaches have better performance when p is lower,
and �R is larger.

2. Our approach performs significantly better than robust
regression.

3. Our approach handles high-dimensional data pretty
well, and could achieve satisfactory performance with
very few samples.

We will only show ROC curves for p = 30%, �R = 3�⌘,K =
6, and the AUC & k�̂ � �k1 tables for K = 6, due to
limited space. The omitted figures and tables can be found
in the supplementary. For all the tables, the number outside
parentheses is the result from RMRO, while the numbers in
parentheses are the results from M-estimation with Huber,
Talwar, and Fair cost functions, respectively.

4.1 Randomly Scattered Outliers
In this subsection, the feature variables for outlying obser-

vations have the same distribution as that of the clean data,
but the response values are placed at a distance �R o↵ the
regression plane.

Table 1: AUC for randomly scattered outliers with 6 features.

Outlying
distance

Percentage of outliers
20% 30%

3 0.95 (0.78, 0.78, 0.78) 0.94 (0.68, 0.69, 0.68)
4 0.98 (0.84, 0.83, 0.84) 0.95 (0.74, 0.74, 0.74)
5 0.98 (0.90, 0.89, 0.90) 0.97 (0.72, 0.71, 0.72)



Table 2: k�̂ � �k1 for randomly scattered outliers with 6
features.

Outlying
distance

Percentage of outliers
20% 30%

3 0.33 (0.53, 0.50, 0.52) 0.37 (0.57, 0.56, 0.59)
4 0.35 (0.66, 0.68, 0.66) 0.40 (0.76, 0.75, 0.79)
5 0.37 (0.76, 0.77, 0.75) 0.39 (0.93, 0.91, 0.96)
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Figure 1: ROC curves for randomly scattered outliers, where
p = 30%, �R = 3�⌘,K = 6.

From Tables 1, 2, and Figure 1, we see that the RMRO
approach remarkably outperforms M-estimation in all factor
settings. This superiority could be partially ascribed to the
data-driven construction of the uncertainty set, which takes
into consideration both the flexibility and conservatism of the
formulation. The regularization term further strengthens the
robustness property of RMRO in the sense of controlling the
complexity of the fitted models, which is crucial in generating
good generalization capabilities. It has been well recognized
that complicated models usually fit the training data very
well, but have very poor performance on the test dataset
(overfitting). This phenomenon resembles the bias-variance
tradeo↵ in prediction, where simpler models, although re-
sulting in larger bias, typically have much lower variance,
and thus better prediction capabilities. Robust regression
is solved via Iteratively Reweighted Least Squares (IRLS),
which assigns weights to data points based on the residuals
from previous iterations, and then solves a WLS problem.
This might produce biased estimators, especially when the
initial residuals come from the OLS model.

4.2 Outliers in A Cloud at the Centroid of the
x-Space

In this subsection, the features for outlying observations
are uniformly distributed on the interval [7.375, 7.625] since
clean observations have features centered around 7.5. The
response values are still at a �R distance o↵ the regression
plane.

Table 3: AUC for outliers in a centroid cloud with 6 features.

Outlying
distance

Percentage of outliers
20% 30%

3 0.98 (0.71, 0.73, 0.71) 0.97 (0.49, 0.54, 0.47)
4 0.99 (0.80, 0.81, 0.80) 0.99 (0.47, 0.56, 0.47)
5 0.97 (0.81, 0.82, 0.81) 1.00 (0.56, 0.63, 0.56)

Table 4: k�̂ � �k1 for outliers in a centroid cloud with 6
features.

Outlying
distance

Percentage of outliers
20% 30%

3 0.33 (0.71, 0.71, 0.73) 0.31 (0.81, 0.76, 0.84)
4 0.30 (0.72, 0.72, 0.72) 0.30 (1.41, 1.22, 1.38)
5 0.34 (0.84, 0.82, 0.82) 0.30 (1.61, 1.34, 1.58)
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Figure 2: ROC curves for outliers in a centroid cloud, where
p = 30%, �R = 3�⌘,K = 6.

The RMRO still maintains its good performance, but
the quality of the robust regression estimators significantly
deteriorates. In some sense the RMRO approach is insensitive
to the location of outliers. It can somehow automatically
detect the outlying data (iteratively determining q) and
build a robust set to hedge against them. However, robust
regression cannot handle a concentrated group of outliers,
especially when they appear in the ’crucial’ area of the sample
space, due to its iterated residual learning characteristic.

4.3 Outliers in A Cloud Randomly Placed in
the Interior x-Space

The features for outlying observations are uniformly dis-
tributed on (u � 0.125, u + 0.125), where u is a uniform
random variable on (7.5� 3⇥ 4, 7.5 + 3⇥ 4). The response
values are at a �R distance o↵ the regression plane.

Table 5: AUC for outliers in a randomly placed cloud with 6
features.

Outlying
distance

Percentage of outliers
20% 30%

3 0.89 (0.79, 0.77, 0.79) 0.88 (0.73, 0.72, 0.72)
4 0.91 (0.79, 0.78, 0.79) 0.91 (0.76, 0.77, 0.77)
5 0.93 (0.83, 0.82, 0.84) 0.92 (0.80, 0.78, 0.81)

Table 6: k�̂ � �k1 for outliers in a randomly placed cloud
with 6 features.

Outlying
distance

Percentage of outliers
20% 30%

3 0.36 (0.52, 0.51, 0.53) 0.36 (0.49, 0.49, 0.50)
4 0.37 (0.61, 0.60, 0.60) 0.39 (0.68, 0.66, 0.67)
5 0.41 (0.69, 0.70, 0.68) 0.41 (0.81, 0.83, 0.80)



0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

False positive rate

0

0.2

0.4

0.6

0.8

1

T
ru

e
 p

o
si

tiv
e

 r
a

te
RMRO
Huber
Talwar
Fair

Figure 3: ROC curves for outliers in a randomly placed cloud,
where p = 30%, �R = 3�⌘,K = 6.

The results are similar to Section 4.1. The gap between
RMRO and robust regression is smaller though. The ran-
domly placed cloud might cause RMRO to hedge against
wrong regions, especially when the test samples shift the
location of the outlying cloud. Robust regression is less influ-
enced in this case, since outliers far away from the centroid
do not play an important role in determining the regression
plane. Nevertheless, in all scenarios RMRO outperforms
robust regression, in terms of both estimation accuracy and
detection rates. Moreover, in high-dimensional settings, with
very few samples, the RMRO approach is able to produce
satisfactory results.
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with Production-Inventory Applications
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ABSTRACT

We study the control of a Brownian motion (BM) with a
negative drift, so as to minimize a long-run average cost
objective. We show the optimality of a class of reflection
controls that prevent the BM from dropping below some
negative level r, by cancelling out from time to time part
of the negative drift; and this optimality is established for
any holding cost function h(x) that is increasing in x ≥ 0
and decreasing in x ≤ 0. Furthermore, we show the optimal
reflection level can be derived as the fixed point that equates
the long-run average cost to the holding cost. We also show
the asymptotic optimality of this reflection control when it is
applied to production-inventory systems driven by discrete
counting processes.

1. INTRODUCTION

Consider the control of a Brownian motion (BM) with
a negative drift, so as to minimize a long-run average cost
objective. We show the optimality of a class of reflection
controls that prevent the Brownian motion from dropping
below some negative level r, by cancelling out from time to
time part of the negative drift; and this optimality is estab-
lished for any holding cost function h(x) that is increasing
(i.e., non-decreasing) in x ≥ 0 and decreasing (i.e., non-
increasing) in x ≤ 0, where x is the state variable. This
is a natural and desirable form of a cost function, since in
applications, the absolute value of the state variable can be
interpreted as finished-goods inventory or backordered de-
mand (depending on the sign of x), both incurring costs. To
the best of our knowledge, this is the most general form of
the cost function for which the optimality of the reflection
control is known. (Existing studies in the literature often
require second-order properties such as convexity.) Further-
more, let C(r) be the long-run average cost under the reflec-
tion control with the level r. We show the optimal reflection
level r∗ can be derived as the fixed point that equates the
long-run average to the holding cost, C(r∗) = h(r∗).
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To prove the optimality of the reflection control, we follow
the lower-bound method in Harrison and Taksar [10]. (Also
see Harrison [11] and Taksar [15].) Focusing on a sub-class of
the class of admissible controls (with the sub-class including
the reflection control), we first find a lower bound on the cost
objective, and then show this lower bound can be attained
by a reflection control with a proper reflection level, which
is thus optimal.

To connect the above result to a discrete production-
inventory system driven by counting processes, we use the
standard diffusion-limit approach (e.g., Reiman [14]), and
establish the asymptotic optimality of the reflection con-
trol. Particularly, in justifying the asymptotic optimality,
we show the convergence of expected stationary costs of pre-
limit systems to that of the diffusion limit, i.e., the so-called
interchange of limits. This result allows exponentially-bounded
growth cost function, and in contrast all other similar results
assume at most polynomially-bounded growth performance
measures.

Many related studies in the literature that use BM in
production-inventory systems focus on two-sided controls
such as the (s, S) policy, whereas the reflection control we
focus on here is one-sided. Refer to [1, 6, 7, 13, 16, 17],
among many others. However, these papers all need to as-
sume piecewise linear or convex/quasi convex cost functions
with polynomially-bounded growth; whereas we only need a
cost function h(x) that is increasing in x ≥ 0 and decreasing
in x ≤ 0, and we can allow it to have exponentially-bounded
growth.

2. THE CONTROL PROBLEM

Given a Brownian motion with a negative drift, X(t) :=
θt + σB(t), where θ < 0 and σ > 0 are given constants
and B(t) denotes the standard Brownian motion, we want
to find a control, denoted {Y (t), t ∈ [0,+∞)}, such that the
state process

Z(t) = z0 +X(t) + Y (t), t ∈ [0,+∞), (1)

with z0 being the initial state, will approach a stationary
limit Z(+∞) that minimizes a cost objective Eh[Z(+∞)].
In general, the expected long-run average cost is given by

AC(x, Y ) = lim sup
t→+∞

Ex
1
t

! t

0

h(Z(u))du. (2)

And we have AC(z0, Y ) = Eh[Z(+∞)], provided the control
Y induces a steady-state distribution for Z(t).

• Assumptions on the cost function. Here the cost func-
tion h(x) is assumed to be continuous, and increas-



ing in x ≥ 0 and decreasing in x ≤ 0. This implies
h(x) ≥ h(0) for all x, and h(0) is assumed to be finite.
In both directions, x tends to +∞ or −∞, h(x) goes
to +∞. Of course, we also need Eh[Z(+∞)] < +∞,
and this requires h to be exponentially bounded; see
(7) below.

Note the negative drift of X(t) will drive the state process
to −∞ without any control, and hence achieve an objective
value that is at one of the two largest extremes of h, i.e.,
h(−∞). Thus, the control Y (t) is trying to cancel out, from
time to time, this negative drift; and in this sense, Y (t) is a
cumulative effort up to t.

• Admissible controls. Let A denote the set of admissi-
ble controls. To be admissible a control must be non-
anticipative and satisfy the following requirements: Y (t)
is increasing in t ∈ [0,+∞), with Y (0) = 0.

To motivate, consider a production-inventory system that
supplies demand. Suppose demand rate is λ and production
rate is µ. Let the state at time t be the net demand in
the system, i.e., waiting orders minus produced quantities
(both are cumulative up to t). Then, without any control,
this net demand is (λ − µ)t + σB(t), where σB(t) models
the volatility (Gaussian noise) associated with demand (or,
with both demand and production). Assume λ < µ; hence,
θ := λ− µ < 0, and denote this net demand as X(t). Here,
the control is to insert idle time into production; so denote
the cumulative idle time up to t as U(t). Then, production
up to t becomes µ[t − U(t)]; and, with Y (t) = µU(t), the
state process can be expressed as follows:

Z(t) = z0 + (λ− µ)t+ µU(t) + σB(t)

:= z0 +X(t) + Y (t). (3)

Note that Z(t), when positive, represents the volume of wait-
ing orders; when Z(t) is negative, its absolute value repre-
sents the volume of products waiting to supply demand (i.e.,
inventory). This also motivates why the cost function h(x)
is increasing in x ≥ 0 and decreasing in x ≤ 0 (the more
negative x is, the higher the cost).

3. REFLECTION CONTROL

Recall, a Brownian motion (starting from 0) with a nega-
tive drift will have a stationary limit if it is reflected at some
pre-specified value. Hence, we first focus on a sub-class of
admissible controls, called “reflection controls,” A∗ ⊂ A;
and denote a control in this class as Yr ∈ A∗, and denote
the corresponding state process as Zr. The control Yr is de-
fined by a reflection level r, meaning that it ensures Z(t) ≥ r
for all t.

Then, Zr(t) − r is a standard reflected Brownian motion
(RBM); refer to [3] Section 6.2). It is known that Yr and Zr

can be explicitly expressed as functions of X, the primitive
(Brownian motion with drift), as follows:

Yr(t) = sup
0≤u≤t

(r − z0 −X(u))+, (4)

Zr(t) = z0 +X(t) + sup
0≤u≤t

(r − z0 −X(u))+. (5)

In addition, complementarity holds: [Zr(t)−r]dYr(t) = 0 for
all t, i.e., when Zr(t) > r, Yr(t) cannot increase. Further-
more, the steady-state distribution of Zr(+∞) − r follows

an exponential distribution with rate γ := −2θ/σ2 (recall,
θ < 0).

Thus, under the reflection control Yr, we have

Eh(Zr(+∞)) = γ

! +∞

0

h(r + x)e−γxdx := C(r). (6)

Note that the left-hand-side is indeed AC(z0, Yr).
Next, we want to find the r value that minimizes Eh(Zr(+∞)).

But first note that for this expectation to be finite, we need
the function h(x) to satisfy the following condition: for some
a > 0 and 0 < b < γ/2,

h(x) ≤ aebx. (7)

The C(r) expression in (6) confirms that the optimal re-
flection level, if it exists, must be negative, since C(r) is
increasing in r > 0. Taking derivative on C(r), and apply-
ing the variable change, we have

C′(r) = γ[C(r)− h(r)].

Hence, the optimal r can be obtained from

h(r) = C(r). (8)

The optimal solution r must exist and be strictly negative.
To see this, first observe from (6) that C(0) > h(0). So,
the equation in (8) must have a finite and strictly negative
solution (denoted as r∗ < 0), unless C(r) > h(r) for all r <
0. But then, this means C′(r) > 0, i.e., C(r) is increasing
in r < 0, which, via (6), contradicts the fact that h(r) is
increasing to +∞ as r → −∞. Furthermore, taking into
account C(r∗) = h(r∗), it is direct to verify C(r) ≥ C(r∗)
for r ≤ r∗. To summarize, we have

Proposition 1. The reflection control Yr∗ is optimal a-
mong all controls in the sub-class A∗, with the optimal re-
flection level r∗ being the solution to C(r) = h(r).

What remains is to argue that the reflection control Yr∗

is not only optimal within the sub-class A∗ of all reflection
controls but also optimal over all admissible controls in A.
To this end, for any admissible control Y (t), consider an-

other control, Ỹr(t) := Yr(t)∧Y (t). It is then readily verified
that (a) Ỹr(t) is an admissible control, and (b) Ỹr(t) yields
a lower cost objective than Y (t), where the reflection level
r ≥ 0 is fixed arbitrarily. Thus, it suffices to show (with
details spelled out in the full paper):

AC(x, Ỹr) ≥ AC(x, Yr∗)[= C(r∗)]. (9)

Consequently, we have the following theorem.

Theorem 2. The reflection control Yr∗ specified in Propo-
sition 1 is optimal over all controls in the admissible class
A, i.e., AC(x, Yr∗) ≤ AC(x, Y ) for any initial state x and
any Y ∈ A.

4. ASYMPTOTIC OPTIMALITY

Consider a discrete version of the production-inventory
model outlined in §2, i.e., with both demand and production
processes being renewal counting processes. Let {ui, i =
1, 2, · · · } denote the inter-arrival times of the orders (de-
mand), an i.i.d. sequence with Eu1 = 1/λ and the squared
coefficient of variation c2e. Let {vi, i = 1, 2, · · · } denote the
required processing times of the orders, another i.i.d. se-
quence with Ev1 = 1/µ and the squared coefficient of vari-
ation c2s. Assume the two sequences, {ui, i = 1, 2, · · · } and



{vi, i = 1, 2, · · · }, are independent; and let E(t) and S(t)
denote the corresponding counting processes.

Let T (t) denote the cumulative amount of time produc-
tion is active (with processing orders) up to time t. Let
U(t) = t − T (t) be the cumulative inactive (idle) time. Let
Q(t) denote the state of the system at time t, the differ-
ence between the number of orders that have arrived and
the number of completed products by time t. Then, the
dynamics of the system can be written as follows:

Q(t) = Q(0) + E(t)− S(T (t)), t ≥ 0. (10)

For the above system, reflection control means, whenever the
level of inventory reaches a certain level, Q(t) = r, for some
negative (integer) r, production will be stopped; i.e., T (t) =
" t

0
1[Q(s) > r]ds. Note that under the reflection control, the

state process adjusted by level r (i.e., Q(t)− r) turns out to
be the queue-length process of a single server queue; in this
case, we use terminologies for both interchangeably below.

We want to show that applying reflection control to the
above discrete production-inventory system is asymptotical-
ly optimal in a precise sense to be spelled below. Consider a
sequence of systems as described above, indexed by a super-
script “(n)”, with the n-th system having arrival rate λ(n),
while the service rate µ stays fixed. Assume the following
limit.

√
n(λ(n) − µ) → θ < 0. (11)

When n → ∞, the above implies λ(n) → µ, from below. For
simplicity, we denote that

√
n(λ(n) − µ) ≡ θ. Thus, when

n is large, the above alludes to a heavily utilized system,
with production capacity (µ) near saturation. Accordingly,
we scale time t by n and space by 1/

√
n in all processes

involved (along with proper centering):

Ê(n)(t) :=
1√
n
(E(n)(nt)− λ(n)nt),

Ŝ(n)(t) :=
1√
n
(S(n)(nt)− µnt),

Û (n)(t) :=
1√
n
U (n)(nt), Q̂(n)(t) :=

1√
n
Q(n)(nt).

Then, the dynamics of the n-th system can be written as,

Q̂(n)(t) = Q̂(n)(0) + X̂(n)(t) + Ŷ (n)(t), (12)

with

X̂(n)(t) = Ê(n)(t)− Ŝ(n)(T̄ (n)(t)) +
√
n(λ(n) − µ)t,

Ŷ (n)(t) = µÛ (n)(t), T̄ (n)(t) =
1
n
T (n)(nt).

The holding costs are related as h(n)(z) = h(z/
√
n).

Applying the standard approach to the diffusion limit of a
single-server queue under heavy traffic, we have the following
proposition.

Proposition 3. Under the condition in (11), along with
Q̂(n)(0) ⇒ z0, and applying reflection control to the n-th
system with

√
nr being the reflection level and r any given

negative integer, we have, as n → ∞, the following weak
convergence (denoted ⇒):

X̂(n)(t) ⇒ X(t) := σB(t) + θt, Ŷ (n)(t) ⇒ Yr(t); (13)

where σ2 = λc2e + µc2s, θ is the constant in (11), and Yr is
the reflection control in (4). Hence,

Q̂(n)(t) ⇒ Zr(t) := z0 +X(t) + Yr(t). (14)

Next, consider any admissible control applied to the n-th
system, under the above time-space scaling. Admissibili-
ty means Ŷ (n)(t) must be increasing in t ∈ [0,+∞), with
Ŷ (n)(0) = 0, and non-anticipative. Similar to the diffusion
limits in the above proposition, we can show that along some
subsequence of n, Ŷ (n)(t) will converge to a weak limit, de-
noted Y (t), thereby taking the corresponding Q̂(n)(t) to a
weak limit as well, denoted Z(t), and with

Z(t) := z0 +X(t) + Y (t),

in parallel to the (Zr, Yr) relation in (14). Note, in par-
ticular, here X(t) remains the same as (13), as it involves
primitive data only.

Then, from Theorem 2 and Proposition 3, we have

Theorem 4. Applying reflection control to the n-th sys-
tem as described above, with

√
nr∗ being the reflection level

and r∗ specified in Proposition 1, is asymptotically optimal
in the sense that its diffusion limit (as n → ∞) yields a
long-run average cost AC(x, Yr∗) that is no greater than the
long-run average cost of the diffusion limit of the same sys-
tem under any other admissible control.

5. INTERCHANGE OF LIMITS

A remaining question in the above theorem is whether
the long-run average cost AC(x, Yr) (i.e., Eh(Zr(∞)) yields
a valid approximation for that of the n-th system under the
reflection controls with the level

√
nr. Hence, we want to

verify that

lim
n→∞

Eh(Q̂(n)(∞)) = Eh(Zr(∞)), (15)

i.e., the so-called interchange of limits (cf. [2, 9, 18, 19] and
Figure 5).

✲

✲

❄ ❄

h(Zr(t))

h(Q̂(n)(t))

h(Zr(∞))

h(Q̂(n)(∞))

t → ∞

t → ∞

n → ∞ n → ∞

Figure 5. Interchange of limits

Without loss of generality, we consider the reflection level
r = 0 only and omit the subscript r in the associated state
process; and thereafter, the diffusion limit and the pre-limit
systems are reduced to the standard RBM and the G/G/1
queues.

According to the studies just mentioned, the convergence
in (15) is justified for polynomially bounded cost (i.e., h(x) ≤
O(xp) for some p > 0) if there exist suitable moments of the
interarrival and service times. However, it turns out to be a
challenging problem if h(x) is allowed to grow exponential-
ly, as we assume in (7). In the Markovian case where the
interarrival and service times are exponentially distributed,
we have the following result. (Refer to the full version of
this paper for the results on the general case with renewal
arrival and service processes.)



Theorem 5. Suppose for the n-th system, the interar-
rival and service times are exponentially distributed (with
rates λ(n) and µ respectively). Let πn be the stationary prob-
ability measure of Q̂(n)(t) and π the unique invariant proba-
bility measure of Z(t) (a RBM with negative drift θ). Then,
we have

πn ⇒ π and (16)

⟨πn, h(x)⟩ → ⟨π, h(x)⟩, (17)

where the latter is an alternative expression of (15).

In this Markovian case, the queue length process Q̂(n)(t)
represents an M/M/1 queue and is a strong Markov pro-
cess. As the interarrival and service times are exponentially
distributed, they have all polynomial moments as well. Con-
sequently, the convergence of stationary distributions in (16)
follows immediately; refer to [2, 9].

Below, we outline the major steps in proving the sec-
ond conclusion in (17). First, we establish a bound and
a negative-drift property for the exponential moment of the
queue-length processes Q̂(n).

Lemma 6. (i) Suppose α > 0. Then, there exists a posi-
tive constant c1 such that the following holds for any t > 0,

sup
0≤s≤t

E
#

exp(αQ̂(n)(s))|Q̂(n)(0) = z0
$

≤ c1 exp
%

αz0) · exp(α(
1
2
ασ2(1 + ϵn)

2 − θ)t
&

, (18)

where σ2 = 2µ and ϵn = 1/n
1
4 .

(ii) Suppose 0 < α < γ. Then, there exists a (sufficient-
ly large) time t0 and a constant c0 (sufficiently large and
depending on t0) such that the following holds for some
0 < κ < 1 and for any z0 > c0,

E
#

exp(αQ̂(n)(t0))|Q̂(n)(0) = z0
$

≤ κ exp
%

αz0
&

. (19)

Note that the negative-drift property in the part (ii) of the
lemma is valid only when the queue evolves for a sufficiently
long period and starts from a sufficiently large state. It is a
variation of the Foster criteria and is the key to deriving a
bound on the mean return time in what follows.

Next, for any δ > 0 and any compact set C of real number,
define a (delayed) return time of the queue-length state as

τ (n)
C (δ)

.
= inf{t ≥ δ, Q̂(n)(t) ∈ C}.

Then, the return times are uniformly bounded for all suffi-
ciently large n in the following sense.

Lemma 7. Suppose α ∈ (0, γ). For some constants c2, δ,
and a compact set C, we have

sup
n

E
#

! τ
(n)
C

(δ)

0

exp(αQ̂(n)(t))|Q̂(n)(0) = z0
$

≤ c2e
αz0 .

Finally, given the bound on the return times, we prove
(17) by repeating the proofs of Theorem 3.5 and 3.2 in [2]
except that we set f(x) = h(x) there. Refer to [5, 18] as
well.
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ABSTRACT
Multi-timescale electricity markets augment the traditional
electricity market by enabling consumers to procure elec-
tricity in a futures market. Heavy power consumers, such
as cloud providers and data center operators, can signifi-
cantly benefit from multi-timescale electricity markets by
purchasing some of the needed electricity ahead of time at
cheaper rates. However, the energy procurement strategy
for data centers in multi-timescale markets becomes a chal-
lenging problem when real world dynamics, such as spa-
tial diversity of data centers and uncertainties of renewable
energy, IT workload, and electricity price, are taken into
account. In this paper, we develop energy procurement al-
gorithms for geo-distributed data centers that utilize multi-
timescale markets to minimize the electricity procurement
cost. We propose two algorithms. The first algorithm pro-
vides provably optimal cost minimization while the other
achieves near-optimal cost at a much lower computational
cost. We empirically evaluate our energy procurement algo-
rithms using real-world traces of renewable energy, electric-
ity prices, and workload demand. Our empirical evaluations
show that our proposed energy procurement algorithms save
up to 44% of the total cost compared to traditional algo-
rithms that do not use multi-timescale electricity markets
or geographical load balancing.

1. INTRODUCTION
Data centers are becoming the largest and the fastest

growing consumers of electricity in the United States. It is
reported that US data centers consumed 91 billion kilowatt-
hours (kWh) in 2013, which is more than twice of the elec-
tricity consumed by households in New York City (see [40]).
In the same report, the electricity consumption of data cen-
ters is estimated to reach 140 billion kWh in 2020 due to the
explosion of demand for cloud computing and other Internet-
scale services. Global cloud providers such as Google and
Amazon, who operate multiple data centers, spend billions
of dollars annually on their electricity bills [33].

Multi-timescale electricity markets have been proposed to
improve the e�ciency of electricity markets [12]. Multi-
timescale electricity markets encompass both forward (fu-
tures) and spot (real-time) markets. While energy is pro-
cured at the time of consumption in a spot market, forward
markets allow customers to buy electricity a day ahead or
even several months ahead of when it is consumed. For-
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ward electricity markets reduce the risk for both the supplier
and consumer by reducing the quantity of energy trading
in the real-time spot markets [4]. Furthermore, purchasing
electricity ahead of time can facilitate the expansion of re-
newable energy sources. For example, Google invested in
purchasing renewable energy from renewable energy project
developers for 20 years [16].

Utilizing multi-timescale markets has great potential for
electricity cost savings for cloud providers who operate one
or more data centers. There has been much recent work
that exploits the variation of real-time electricity prices in
the temporal and spatial dimensions to reduce the total elec-
tricity cost. For example, prior papers show how a cloud
provider can exploit real-time electricity prices in multi-
ple market locations and move the load to locations with
a cheaper price [33, 10, 34]. Other papers exploit temporal
variation in the real-time energy price and use energy stor-
age to reduce electricity costs [18, 19, 43], i.e., the storage
device is charged during the times when the electricity price
is low and discharged when the price is high. However, while
these works focus on traditional real-time markets, the po-
tential of using multi-timescale markets for electricity cost
reduction has not been well studied in the context of a cloud
provider; this is the focus of the present paper.

In particular, using forward markets to lower the elec-
tricity cost of a cloud provider is challenging for multiple
reasons. The optimal amount of electricity that a cloud
provider should purchase in advance for a particular location
depends on the workload, the onsite renewable generation,
and the real-time electricity price at that location at the
(future) time of delivery. But future workload, renewable
generation, and real-time electricity price are not perfectly
predictable and are subject to significant forecasting errors.
Note that if the cloud provider is too conservative and buys
too little from the forward market, any shortfall in electricity
would need to be covered by purchasing it from the more ex-
pensive1 real-time market. Likewise, if the cloud provider is
too aggressive and buys too much from the forward market,
any excess in purchased electricity will go wasted. More-
over, the ability of a cloud provider to move the load from
one data center to another, possibly incurring a performance
penalty that we characterize as the “delay cost”, adds an ad-
ditional level of complexity that needs to be optimized. In

1In some cases, the prices in the forward markets might be
(on average) higher than real-time prices. If so, instead of
saving electricity expenditure, the cloud provider can par-
ticipate in forward markets to reduce cost variations. Our
model can be extended to handle either case.



this work, we provide an optimization framework for tack-
ling the aforementioned challenges.

Our contributions are three-fold.
(1) Optimal algorithm development. We develop two

algorithms for a cloud provider with geo-distributed data
centers to buy electricity in multi-timescale markets: one
algorithm provides optimality guarantees, while the other is
simpler, uses limited predictions but achieves near-optimal
performance. To develop the energy procurement system,
we first model the problem of procuring electricity for geo-
distributed data centers in multi-timescale markets in Sec-
tion 3. The system model is general and applicable to any
global cloud provider with access to multi-timescale electric-
ity markets. We focus on two-timescale markets that consist
one long-term market and one real-time market, though our
model and algorithms can be extended to handle multiple
markets at various timescales. We present the character-
istics of the objective functions and the optimal solution
in Section 4, which forms the theoretical basis for our al-
gorithm design. The two algorithms that we design, pre-
diction based algorithm (PA) and stochastic gradient based
algorithm (SGA), are described in Section 6. Both algo-
rithms seek to minimize the total operating cost of the cloud
provider across all data centers. While PA is simple and
performs very well in practice, SGA provably achieves the
optimal solution.

(2) Predictability analysis using real-world traces.
To provide the inputs for our energy procurement algo-
rithms, we collect and analyze real world traces of PV gen-
eration, wind generation, electricity prices, and IT workload
demand. A detailed data analysis of real-world traces of PV
generation, wind generation, electricity prices, and work-
load, is presented in Section 5. The data analysis not only
enables us to evaluate our algorithms using real-world data
but also provides insights into the nature of prediction er-
rors. To procure electricity in forward markets, the energy
procurement system needs to predict the renewable genera-
tion, workload, and electricity prices in real-time. Therefore,
we focus on addressing the following questions. What do the
distributions of prediction errors look like? How correlated
are prediction errors in the spatial domain?

(3) Empirical evaluation. We carry out a detailed
empirical evaluation of our proposed energy procurement
systems using real world traces. In Section 7, we demon-
strate that SGA can converge to the optimal solution in a
small number of iterations. Moreover, we show that PA, our
heuristic algorithm, surprisingly achieves a near-optimal so-
lution. This is partially because the real-time optimization
takes into consideration the trade-o↵ between energy cost
and delay cost, and is able to compensate for some predic-
tion errors by redirection workloads. The proposed energy
procurement systems are compared with other comparable
energy procurement strategies to highlight their benefits.
The impacts of renewable energy and prediction errors on
the proposed systems are also presented.

2. BACKGROUND AND PRIOR WORK
Internet-scale services, such as Google’s search services,

Akamai’s content delivery services, and Amazon’s cloud com-
puting services are rapidly growing, consume large amounts
of energy [21]. In fact, energy costs account for a large por-
tion of the overall operating expenditure of such services.
The two main approaches for reducing the energy cost are,

to procure energy in a more cost e↵ective manner, and to
reduce the total energy consumption. While there has been
much work on both approaches, we provide a survey of the
energy procurement literature below.

A key technique used to reduce energy costs is to exploit
the temporal variation of energy prices and shift the delay-
tolerant workload, such as batch jobs, to o↵-peak time peri-
ods when the electricity prices are lower [14, 25, 29, 42]. An
alternate technique is to “move the energy” using a battery.
By charging the batteries from the grid when the electricity
prices are lower and discharging it when prices are higher,
the overall energy costs can be reduced [39, 28]. Since ser-
vice providers pay for the peak of electricity usage, batteries
can also be used to “shave” the power peaks to reduce the
energy costs [32]. The above papers all consider a single data
center. In contrast, the approach in this paper is applicable
to cloud providers with multiple, geographically distributed,
data centers.

Another complementary technique that is relevant to ser-
vice providers with multiple geo-distributed data centers is
to exploit the geographical variation in energy prices. There
has been much work in geographical load balancing (GLB)
algorithms that route the workload to the regional markets
with cheap electricity prices to reduce the total energy cost
[33, 27]. While these works rely on the spatial diversity of
electricity prices in real-time, our approach deal with the
uncertainty of electricity prices in forward markets.

In addition, data centers can reduce the energy cost by
utilizing onsite renewable generation. Although the output
of renewable energy sources is intermittent, a single data
center can schedule its delay-tolerant workloads to adapt to
the renewable generation [26]. Service providers with geo-
graphically distributed data centers can even do better by
shifting their workload to the data centers that have avail-
able renewable sources [9, 27, 20]. Thus, the amount of
energy cost reductions heavily depends on the percentage of
delay-tolerant workloads and the penetration of renewable
energy.

Participating in multiple time-scale markets, i.e., in both
forward electricity markets and spot markets, has not been
explored in-depth in prior work, and it can be a promising
approach to more e↵ectively reduce the energy cost. The for-
ward electricity markets, such as long-term (several months)
and short-term (day-ahead), were designed to improve the
traditional electricity markets, which have only spot (real-
time) markets [4]. Forward electricity markets have already
been adopted in some parts of the US such as New Eng-
land [12]. Forward markets can benefit both customers and
utility suppliers. For example, the forward markets allow
suppliers and consumers to agree on a fixed price several
months ahead of when the electricity is produced and con-
sumed. This allows the supplier to plan ahead and ensure
the availability of energy for its customers. The forward
markets usually provide cheaper prices than the spot mar-
kets. There are a few recent papers on data centers that
consider forward markets; these papers deal with the finan-
cial risk arising from the uncertainties in electricity prices
and workload [35, 41]. Geographical load balancing systems
with both day-head market and real-time markets has been
studied in a recent publication [15]. However, the proposed
solution is somewhat restrictive to particular distributions
to facilitate stochastic optimization and does not provide
any optimality guarantee.



Figure 1: Geo-distributed data centers in long-term and
real-time markets.

3. MODEL
In this section, we present our model of the energy pro-

curement problem for geo-distributed data centers partici-
pating in multi-timescale markets. For analytical tractabil-
ity, we consider a two-timescale setting, consisting of a long-
term electricity market and a real-time electricity market.

3.1 System model
Two-timescale markets. A service provider operating

geo-distributed data centers can purchase electricity in two
markets – a long-term market and a real-time market. The
electricity consumed at time t = 0 must be procured from
the real-time market at t = 0 and/or from the long term
market ahead of time at t = �Tl.

Geo-distributed data centers. We consider a set N

of geo-distributed data centers serving workload demands
from a set J of sources as illustrated in Figure 1. The work-
load demand from each source is split between the |N | data
centers. Here, a source can represent the aggregate demand
from a group of local users, such as users of a particular
city, ISP, or geographical region. Each data center has ac-
cess to renewable energy sources. Further, each data center
participates in a (local) long-term electricity market and a
(local) real-time electricity market. In other words, each
data center i can buy electricity ahead of time in its long-
term market, and can also buy additional electricity in its
real-time market if necessary.

Energy procurement system (EPS). Our proposed
energy procurement system for geo-distributed data centers
is depicted in Figure 2. There are three main components,
namely, the long-term forecaster, the energy procurement
(EP) in long-term markets and the geographical load balanc-
ing (GLB). The long-term forecaster provides the forecasted
information for the energy procurement. The forecasted in-
formation includes the predicted values and the prediction
error distributions of IT workload, renewable energy gen-
erations, and electricity prices. We design the algorithms
for the long-term forecaster in Section 5. The EP compo-
nent procures electricity for each data center in the corre-
sponding long-term markets (at time t = �Tl) based on the
electricity prices in the long-term markets and forecasts of
real-time prices, workload, and renewable generation. The
GLB component (at time t = 0) distributes (routes) the re-
alized workload from sources to data centers, provisions the
required computing capacity at each data center, and pro-
cures additional electricity as needed in the real-time mar-
kets.

Data center. Let Mi denote the number of servers in

Figure 2: Energy Procurement System (EPS) Architecture
for geo-distributed data centers.

data center i. The number of active servers at real-time
(time t = 0) is denoted by mi, which is a control parameter.
In practice, there can be more than a hundred thousand
servers in a single data center. Thus, in our mathematical
modeling, we treat mi as a real number satisfying 0  mi 
Mi.

At time t = 0, the power consumption of data center i is
denoted by d

r
i . In general, the power consumption of data

center i is dependent on the number of active servers mi

and the workload arrival �i. For simplicity, we assume that
d

r
i = mi, which implies that the power consumption is pro-

portional to the number of active servers, and is independent
of the workload �i.

2

Workload. Workload demand from source j in real-time
(t = 0) is denoted as Lr

j . We assume that the exact realiza-
tion of the random vector Lr = (Lr

j , j 2 J) is known to the
cloud provider at time t = 0, and is an input to GLB. Let
�ij denote the distributed workload arrival from source j to
data center i at time t = 0 (set by GLB). Thus,

L

r
j =

X

i2N

�ij (j 2 J),

�i =
X

j2J

�ij (i 2 N).

Here, �i denotes the aggregate workload routed to data cen-
ter i.

Renewable energy. Data centers can utilize their inte-
grated RESs. Let w

r
i denote the renewable energy genera-

tion at data center i in real-time (t = 0). We assume that
the exact realization of the random vector wr = (wr

i , i 2 N)
is known at time t = 0, and is an input to GLB.

Electricity price. For each data center, the cloud provider
can purchase electricity at time t = �Tl in the local long-
term market and then purchase any additional electricity
needed in the local real-time market at time t = 0. For
data center i, let p

l
i denote the long-term price for 1 unit

of electricity, and p

r
i denote the real-time price for 1 unit

of electricity. We assume that pl = (pli, i 2 N) is fixed (or
equivalently, is known at the time of the long-term procure-
ment), and pr = (pri , i 2 N) is a random vector whose exact
value is known is known at time t = 0 and is an input to
GLB.

2The proportionality constant relating the number of active
servers and the power consumption is taken to be 1 without
loss of generality.



Note that the real-time workload Lr
, the real-time renew-

able generation wr
, and the real-time electricity prices pr

are unknown at the time of the long-term procurement by
the EP component, but are known at the time of operation
of the GLB component. We assume that the random vector
(Lr

,wr
,pr) is jointly continuous. In addition, all the w

r
i ,

L

r
j , and p

r
i are assumed to be bounded random variables.

3.2 Cost model
The total cost of operating geo-distributed data centers in

composed of a delay cost and an energy cost. The delay cost
is the monetary cost incurred due to the delay in processing
the arriving workload. The energy cost is the total electricity
bill from the long-term and real-time markets.

Delay cost. We consider both the network delay between
data centers and sources and the processing time within a
data center. The network delay ⇡ij captures the delay that
propagates the workload �ij from source j to data center
i. The queuing delay gi(mi,�i) denotes the delay at data
center i to process its arrival workload �i. For stability,
we need that �i < miµi. Here, µi is the service rate of a
server in data center i. Thus, we define gi(mi,�i) = 1 for
�i � miµi.

We model the delay cost hij(mi,�i) of routing and pro-
cessing each unit of workload from source j to data center i
as follows.

hij(mi,�i) = �

�
gi(mi,�i) + ⇡ij

�
. (1)

Here, the parameter � weighs the delay relative to the en-
ergy cost. While (1) assumes a linear relationship between
incurred delay and the associated monetary cost (as is sug-
gested in [5]), our model allows for a non-linear (convex) re-
lationship between delay and its monetary cost to the cloud
provider. The delay cost of transmitting workload �ij from
source j to data center i is computed as �ijhij(mi,�i). We
assume that hi,j(mi,�i) is continously di↵erentiable over
0  �i < miµi, and that �ijhij(mi,�i) is jointly convex
with respect to mi and �i.

A specific instance of the delay cost function hij that sat-
isfies the above assumptions, and which we use in our ex-
perimental evaluations, is

hij(mi,�i) = �

✓
1

µi � �i/mi
+ ⇡ij

◆
(�i < miµi), (2)

where the first term 1
µi��i/mi

above captures queuing delay
at delay center i, which is based on the well-known mean
delay formula for the M/GI/1 processor sharing queue.

Energy cost. Let q

l
i and q

r
i respectively denote the

amount of electricity purchased in the long-term market
and the real-time market by data center i. Here, we require
that su�cient electricity is procured to process the workload
routed to each data center as

q

r
i + w

r
i + q

l
i � d

r
i = mi (i 2 N).

The electricity bills of data center i in the long-term market
and the real-time market are respectively computed as

R

l
i(q

l
i) = p

l
iq

l
i i 2 N,

R

r
i (q

r
i ) = p

r
i q

r
i i 2 N.

3.3 Formulation of optimal energy procure-
ment in multi-timescale markets

In this section, we describe the optimization formulation
for optimal energy procurement. Recall that the total cost of
operating geo-distributed data centers in our two-timescale
market setting is the sum of the energy cost and the delay
cost, given by

F =
X

i2N

R

l
i(q

l
i) +

X

i2N

R

r
i (q

r
i ) +

X

i2N,j2J

�ijhij(mi,�i).

We seek to minimize E [F ] subject to the aforementioned
constraints. Note that this optimization is performed on
two timescales, with di↵erent sets of information available
at each. The EP component optimizes the long-term pro-
curements ql = (qli, i 2 N) given only distributional in-
formation of the real-time workload Lr

, the real-time re-
newable generation wr

, and the real-time electricity prices
pr

. The GLB component optimizes the workload routing
� = (�ij , i 2 N, j 2 J), the number of active servers m =
(mi, i 2 N) at the data centers, and the real-time procure-
ments qr = (qri , i 2 N) given the prior long-term procure-
ments ql

, and the exact realization of (pr
,Lr

,wr). Below,
we first formalize the real-time optimization, followed by the
long-term optimization.

Geographical load balancing in real-time markets.
Note that in real-time, GLB optimizes the real-time pro-

curements qr, the numbers of active servers m, and the
workload routing �, given the long-term procurements ql

and the realization of the random vector (pr
,Lr

,wr). The
total cost as seen by GLB is

F

r(qr
,m,�,pr) :=

X

i2N

R

r
i (q

r
i ) +

X

i2N,j2J

�ijhij(mi,�i).

Thus, the real-time optimization is defined as follows.

GLB-RT: min
m,�,qr

F

r(qr
,m,�,pr)

s.t.

�ij � 0 8i 2 N, j 2 J (3a)
X

i2N

�ij = L

r
j 8j 2 J (3b)

�i  miµi, 8i 2 N (3c)

0  mi  Mi 8i 2 N (3d)

q

r
i � 0, 8i 2 N (3e)

mi � q

r
i � w

r
i  q

l
i 8i 2 N (3f)

Since p

r
i � 0, it easily follows that any solution of the

above optimization problem satisfies q

r
i = [mi � w

r
i � q

l
i]+,

where [x]+ := min{0, x}. Thus, the real-time objective can
be re-written as

F̃

r(ql
,m,�,pr

,wr) =
P

i2N p

r
i [mi � w

r
i � q

l
i]+

+
P

i2N,j2J �ijhij(mi,�i).
(4)

With this notation, GLB-RT can be equivalently expressed
as follows.

min
m,�

F̃

r(ql
,m,�,pr

,wr)

s.t.

(m,�) 2 C(Lr).



Here, the convex compact set C(Lr) is defined by the con-
straints (3a)–(3e).

GLB-RT problem is a convex optimization problem and
hence can be solved e�ciently using standard techniques [7].
For instance, CVX (Matlab Software for Disciplined Convex
Programming) tool [17] can be used to solve GLB-RT.

Energy procurement in long-term markets. At time
t = �Tl, the cloud provider purchases electricity ql in long-
term markets that will be used at real-time. Note that opti-
mization of the long-term procurements has to be performed
based only on distributional information for the random vec-
tor (pr

,Lr
,wr), and subject to the real-time optimization

that will be subsequently performed based on the realization
of the random vector (pr

,Lr
,wr).

Let us denote the optimal value of the optimization GLB-
RT by F

⇤r(ql
,pr

,Lr
,wr). The long-term objective is thus

defined as

F

l(ql) :=
X

i2N

R

l
i(q

l
i) + E

h
F

⇤r(ql
,pr

,Lr
,wr)

i
.

Note that the above expectation is with respect to the ran-
dom vector (pr

,Lr
,wr). The long-term optimization prob-

lem is then given by:

EP-LT: minF l(ql)

subject to

ql 2 RN
+ .

The above optimization is more challenging than GLB-
RT. In Section 4, we prove that EP-LT is a convex optimiza-
tion and characterize the gradient of the objective function.
These results are then used to arrive at a provably optimal
stochastic gradient algorithm in Section 6.

4. CHARACTERIZING THE OPTIMA
In this section, we collect useful properties of the opti-

mizations EP-LT and GLB-RT. These are important for un-
derstanding the behavior of the energy procurement system,
and also for proving convergence of the stochastic gradient
algorithm for EP-LT in Section 6.
Our first result is that EP-LT is indeed a convex optimiza-

tion, which suggests that EP-LT is a tractable optimization.

Theorem 1. F

l(ql) is convex over ql 2 RN
+ .

We provide the proof of Theorem 1 in Appendix A.1. Next,
we characterize the gradient of the EP-LT objective function
as follows.

Theorem 2. The gradient of F l(·) is characterised as fol-
lows.

@F

l(ql)

@q

l
i

= p

l
i + E


@F

⇤r(ql,pr
,Lr

,wr)

@q

l
i

�

= p

l
i � E

h
%i(q

l
,pr

,Lr
,wr)

i
,

where %i(q
l
,pr

,Lr
,wr) is the unique Lagrange multiplier of

GLB-RT corresponding to the constraint (3f).

Note that the first equality in the theorem statement as-
serts that the order of an expectation and a partial derivative
can be interchanged. The second equality relates the partial
derivative of F ⇤r with respect to q

l
i to a certain Lagrange

multiplier of GLB-RT. We provide the proof of Theorem 2
in Appendix A.2.

We note that Theorem 2 does not enable us to compute
the gradient of the F

l(·) exactly. Indeed, the expectation
of the Lagrange multiplier %i with respect to (pr

,Lr
,wr)

would in general be analytically intractable. However, The-
orem 2 does enable a noisy estimation of the gradient of
the F

l(·) via Monte Carlo simulation as follows. Suppose
we simulate a finite number, say S, of samples from the dis-
tribution of (pr

,Lr
,wr). In practice, we can obtain these

samples by using real-world traces as is done in Section 7.
For each sample, the Lagrange multipliers (%i, i 2 N) can be
computed e�ciently by solving GLB-RT. By averaging the
S instances of (%i, i 2 N) thus obtained, we get an unbiased
estimate of the gradient of F l(·). This, in turn, enables us
to solve EP-LT using a stochastic gradient descent method;
details follow in Section 6.

As there are two timescales in optimization, it is critical
to investigate how EP-LT a↵ects the operation of geograph-
ical load balancing in real-time. We start by answering the
following question: how does the long-term procurement ql

impact the power consumption d

r
i in data center i? For-

mally, we have the following intuitive result:

Lemma 3. At any data center i, an optimal solution al-
ways utilizes the long term energy procurement q

l
i and re-

newable generation w

r
i as much as possible. It is simply

represented by
(
mi � w

r
i + q

l
i if wr

i + q

l
i < Mi

mi = Mi if wr
i + q

l
i � Mi.

(7)

Proof. Appendix A.3.

The above lemma states that a data center i uses up the
reserved electricity, including free renewable energy and pre-
purchased electricity, because doing so reduces the queueing
delay.

5. PREDICTABILITY ANALYSIS
In this section, we study the long-term predictability of

metrics critical to our procurement systems for multi-timescale
markets; namely, workload, renewable generation, and real-
time electricity price. We design two long-term prediction
methods, and analyse the prediction errors associated with
each metric using real-world traces. Our analysis also pro-
vides several insights into the nature of the distributions of
these metrics.

For our study, we collected 3-year real-world traces of pho-
tovoltaic (PV) generation, wind generation, and electricity
prices for 20 states of the US. The 3-year PV and wind
generation data were downloaded using the System Advisor
Model (SAM) software, developed by the National Renew-
able Energy Laboratory (NREL) [1]. The 3-year electricity
price data are from di↵erent regional transmission opera-
tors (RTOs) in the US, i.e., PJM, MISO, CAISO, ISONE,
and NYSIO [33]. In addition, we collected 2-month work-
load data for the same 20 states from Akamai Technologies,
which serves 15-30% of all Web content around the world
from hundreds of data centers around the world [31].

Long-term prediction is challenging for both statistical
and physical prediction methods [23]. Statistical methods
have to deal with the weak correlation between the past and
future data. Meanwhile, physical methods require the input
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Figure 3: Comparisons of SVM, AR and L-AVG. The codes of US states are California (CA), Florida (FL), North Dakota
(ND), Nebraska (NE), New York (NY), Texas (TX), Washington (WA), Ohio (OH), Minnesota (MN), New Jersey (NJ),
Illinois (IL), Alabama (AL), Georgia (GA), Oklahoma (OK), South Carolina (SC), Virginia (VA), and Tennessee (TN).

of physical features that are often not available for long-
term predictions. For example, long-term weather forecast
requires data from many parts of the world which are only
available in some specialized centers. To improve the predic-
tion accuracy, prediction methods may exploit seasonality,
such as annual patterns. However, the e↵ectiveness of us-
ing seasonality depends heavily on the characteristics of the
data.

We design two long-term prediction methods to produce
the inputs for our energy procurement system: An autore-
gressive (AR) model and a Support Vector Machine (SVM)
model. The motivation for using the AR method is to cap-
ture daily patterns and the correlation between past and fu-
ture data. On the other hand, we develop the SVM method
to capture the seasonality of the data.

In particular, our AR model predicts the value x(day +
d ah, hr) at hour hr for d ah day-ahead based on the past
A days as x(day + d ah, hr) =

PA�1
a=0 !ax(day � a, hr) + c.

The AR model can obtain the coe�cients !a and constant
c by fitting the model to the historical data. We observe
that it is not necessary to pick a large value of A for long-
term prediction because A = 7 already achieves competitive
performance. Additionally, d ah is set at 30 days for PV
generation, wind generation, and electricity price, and at 1
day for workload due to the limited length of data.

Our SVM model is designed to capture the seasonality of
workload, renewable generation, and electricity price. Sim-
ilar to the work [37], we use a multi-class SVM. The first
input to the SVM model is the average of the past A days.
The rest of inputs are the seasonality data, i.e., month of
year, day of month, day of week, and hour of day [13]. For
electricity generation from PV panels and wind turbines, we
use month of year, day of month, and hour of day to cap-
ture their seasonality. Similarly, we use month of year, day
of month, hour of day, and day of week in predicting elec-
tricity prices. Due the limitation of the trace length, only
day of week and hour of day are used as the seasonality in-
puts for predicting workload. The prediction window is the
same as with the AR method, i.e., 30 days for solar gen-
eration, wind generation, and electricity prices, and 1 day
for workload. The accuracy of SVM depends on the selec-
tion of SVM kernel function and the kernel parameters. For
each set of data, we search for the best kernel function and
the best kernel parameters using LIBSVM, an SVM tool [8].
The most suitable kernel function is Radial Basis Function
(RBF) but the kernel parameters di↵er for each dataset.

Prediction error analysis: We now analyse the predic-
tion errors under the AR and SVM methods. We normalize
the prediction errors by the average of real values and show
the values in percentage. For instance, a prediction error
for PV generation of 20 (-20) implies that we underestimate
(overestimate) the PV generation by 20% of the average PV
generation.

We compare AR and SVM with a baseline method, long-
term average (L-AVG) [38]. L-AVG assumes that the long-
term data has a long-term cycle. For example, PV genera-
tion may have a yearly cycle. L-AVG takes the average of
30 days at the same time over the past 2 years for PV gener-
ation, wind generation, and electricity price. In particular,
the predicted value at hour hr of day day in yr is computed
as x(yr, day, hr) = 1

2

P2
y=1

1
30

P�14
d=15 x(yr � y, day � d, hr).

Assuming that user behavior has a weekly pattern, L-AVG
takes the averages of the workload demand at the same time
of 7 days in the past weeks. The mean absolute errors
(MAEs) of three methods are illustrated in Figure 3. In
general, SVM and AR do not perform better than L-AVG
in predicting solar and wind generation but they are better
than L-AVG in predicting electricity price, and workload. In
predicting PV generation, SVM outperforms others meth-
ods in some states like California that reveal the positive
impact of seasonality. However, some states like Washing-
ton (WA) and New York (NY) having high precipitation can
negatively a↵ect the performance of SVM and AR. Predict-
ing wind generation is the hardest among the four types of
data as the prediction errors are very large. It is because
the wind generation often has very large variation and fluc-
tuation. On the other hand, SVM and AR are better than
L-AVG in terms of predicting electricity prices. AR is sur-
prisingly better than SVM in most states except for Texas
(TX). The seasonality in real-time electricity prices is not
strong enough to benefit SVM in long-term prediction. AR
and SVM perform very well in predicting workload com-
pared to L-AVG in short-term. Overall, the long-term pre-
diction errors are relatively large compared to the mean of
measured data. Figure 3 also highlights that long prediction
errors are dependent on locations, the types of data, and the
prediction methods.

What do the distributions of prediction errors look
like? Figure 4 shows the probability density of the pre-
diction errors at di↵erent times in a day of using the AR
method. Each line represents the probability density of pre-
diction errors during the same hour for all days. The prob-
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Figure 4: Probability density of prediction errors at di↵erent time of the day.

ability densities are obtained by averaging the probability
densities of all the collected data. Our first observation is
that prediction errors have zero-mean. However, the proba-
bility densities of PV generation, wind generation, electric-
ity price, and workload are asymmetric. In particular, our
prediction algorithms tend to over-predict wind generation
with high probability as shown by the peaks around �80 in
Figure 4(b). This is because wind generation is often low.
Meanwhile, the peaks of electricity price prediction errors
are close to zero-mean. The prediction errors of workload
are more around zero.
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Figure 5: Correlation coe�cients of prediction errors in spa-
tial domain.

How correlated are the prediction errors in spa-
tial domain? The correlation of prediction errors in the
spatial domain is of great interest to cloud providers with
geo-distributed data centers. The correlation coe�cients of
prediction errors using AR with respect to the distance be-
tween two locations are shown in Figure 5. We classify PV
generation, wind generation, and workload into two groups:
within the same time zone or di↵erent time zones. There are
also two groups of electricity prices: within the same RTO
or di↵erent RTOs. Figure 5 highlights that both distances
and groups can have the great impact on the correlation

of prediction errors. The prediction errors of PV and wind
generation are strongly correlated (greater than 0.5) within
500 km, weakly correlated (less than 0.5) within 1000 km,
and almost independent of each other when more than 1500
km apart. Note that electricity price is more correlated in
the spatial domain than PV generation and wind generation
due to the fact that some of the prices can be generated by
the same RTO. However, the prediction errors of workload
are uncorrelated with respect to distances and groups. This
is because the workload depends on unpredictable user be-
havior and the dynamic Internet conditions.

6. ALGORITHM DESIGN
The energy procurement system needs algorithms for both

energy procurement in long-term (EP-LT) and geographical
load balancing in real-time (GLB-RT). GLB-RT is a con-
vex optimization problem that can be solved e�ciently in
real-time by standard techniques [27]. Thus, we focus on
designing algorithms for energy procurement in the long-
term markets. Note that even though EP-LT is a convex
optimization (see Theorem 1), neither the objective function
nor its gradient admit a closed-form representation, which
presents significant challenges.

In this section, we design two algorithms, namely, Pre-
diction based Algorithm (PA) and Stochastic Gradient es-
timate based Algorithm (SGA) for solving EP-LT. PA is a
heuristic algorithm that requires only the predicted values
of renewable generations, workload, and electricity prices.
On the other hand, SGA comes with a convergence guar-
antee, but requires samples from the joint distribution of
renewable generations, workload, and electricity prices. As
a result, SGA can be solved in a data-driven manner.

6.1 Prediction based Algorithm (PA)
Prediction based algorithm (PA) relies on the mean val-

ues of renewable generation, workload, and electricity price.
Fortunately, our data analysis reveals that our prediction er-
rors for these quantities are approximately zero mean. Thus,
the predicted values L̂r

j , ŵ
r
i , and p̂

r
i are good estimates of the

mean values of renewable generation, workload, and electric-
ity price.

PA computes the long-term procurement ql by solving
EP-LT and GLB-RT at the same time, with the random
variables wr

i , L
r
j , and p

r
i replaced by their predicted values.

Formally, this is done by solving the following deterministic



convex optimization problem.

LT-PA: min
m,�,ql

NX

i=1

p

l
iq

l
i +

NX

i=1

p̂

r
i [mi � ŵ

r
i � q

l
i]+

+ �

X

i

X

j

hij(mi,�ij)

subject to

Constraints (3a), (3c)–(3e)
X

i2N

�ij = L̂

r
j 8j 2 J

q

l
i � 0 8i 2 N

The objective function of LT-PA is similar to that of the EP-
LT without the expectation operation. The constraints over
m, �, and ql of LT-PA are identical to those of GLB-RT and
EP-LT. LT-PA is a convex optimization problem and can be
solved e�ciently by standard techniques [7]. Even though
PA is a heuristic, our experimental evaluations reveal that
it provides a near-optimal solution in realistic scenarios; see
Section 7.

6.2 Stochastic Gradient-based Algorithm (SGA)
Although PA can o↵er a quick heurictic decision, it is

desirable to have an algorithm that optimally procures elec-
tricity in long-term markets. To this end, we exploit the gra-
dient characterization of the long-term objective (see The-
orem 2) to design a stochastic gradient descent algorithm.
The algorithm, namely, SGA, is summarized in Algorithm
1. The main idea of the algorithm is to compute a noisy
estimate of the gradient of the long-term objective by aver-
aging the gradient of the (random) total cost over a finite
number of sample paths. This noisy gradient is used to
perform a stochastic gradient descent. Stochastic approxi-
mation theory can then be used to prove convergence to the
set of optimal solutions, as long as the step-size sequence is
appropriately diminishing [22].

Algorithm 1 Stochastic Gradient based Algorithm (SGA).

Input: Obtain pl from the |N | long-term electricity mar-
kets.
Prepare S samples of (wr

,Lr
,pr) based on prediction er-

ror distributions.
Output: q

l
i 8i 2 N

Initialize: q

l
i = 0, 8i 2 N .

Step: ⌧ = 1.
while true do

for all k such that 1  k  S do
Solve: GLB-RT for kth sample of (wr

,Lr
,pr) with

long-term procurement ql

Obtain: The Lagrange multipliers %(k)i corresponding
to constraint (3f), 8i 2 N

end for
Compute: %̂i = 1

S
PS

k=1 %
(k)
i , 8i 2 N

Update: q

l
i = [qli�⌘⌧ (p

l
i� %̂i)][0,Mi] for 8i 2 N . [z][0,Mi]

indicates the projection of z onto the set [0,Mi].
Increase: ⌧ = ⌧ + 1.

end while

We prove that SGA converges to the set of optimal solu-
tions of EP-LT under the following standard assumption on

the step-size sequence.

Assumption 1.
P1

⌧=1(⌘⌧ ) = 1 and
P1

⌧=1(⌘⌧ )
2
< 1.

The convergence of SGA is asserted by the following theo-
rem.

Theorem 4. Under Assumption 1, almost surely, the it-
erates ql generated by SGA converge to the set of optimal
solutions of EP-LT as ⌧ ! 1.

We give the proof of Theorem 4 in Appendix B
Note that SGA requires samples from the joint distribu-

tion of (wr
,Lr

,pr). This means that SGA can be solved in
an entirely data-driven manner, without needing to actually
model the distributions of workload, renewable generation,
and electricity price, or the complex inter-dependencies be-
tween these quantities. This makes it particularly suitable in
today’s ‘big-data’ era. The bottleneck of SGA is the compu-
tation of the noisy gradient estimate, which involves solving
S instances of GLB-RT. Moreover, the diminishing step-size
sequence implies that SGA requires a large number of iter-
ations to compute a near-optimal solution. However, it is
important to note that since this algorithm is only used for
long-term procurement, its computation time would not be
a bottleneck in practice.

7. EMPIRICAL EVALUATION
Experimental Setup. There are 14 data centers in

our system. They are located in 10 di↵erent states known
to have Google data centers: California, Washington, Ore-
gon, Illinois, Georgia, Virginia, Texas, Florida, North Car-
olina, and South Carolina. We merged the data centers in
each state creating 10 logical data centers in our simula-
tion, i.e., |N | = 10. We assume that there are one million
servers distributed across the ten logical data centers, which
is around half of the number of servers in Amazon Web Ser-
vices (AWS) [30]. We take the power consumption of each
server to be 300W, and consider the M/G/1 delay model
(2). We consider 40 sources, corresponding to 40 states of
the US; the corresponding workload data is obtained from
Akamai Technologies. We use the model (2) for capturing
the monetary cost of delay. The average workload is 30% of
the total capacity of the data centers. The network delays
⇡ij are estimated to be proportional to the distance between
sources and data centers [3]. The average network delay is
22 ms. The parameter � is estimated according to the fact
that 100 ms latency costs 1% of Amazon in sales [24].

To compute the energy costs of the system, we assume
that the system purchases energy in long-term markets and
real-time markets for an hour of operation, i.e., the time
horizon is one hour. The electricity prices in real-time mar-
kets are the industrial electricity prices of each state in May
2010 [2]. Specifically, the mean values of real-time electricity
prices, E[pri ], of the considered states (in cents per kWh) are
as follows: 10.41 in California, 3.73 in Washington, 5.87 in
Oregon, 7.48 in Illinois, 5.86 in Georgia, 6.67 in Virginia 6.44
in Texas, 8.60 in Florida, 6.03 in North Carolina, and 5.49 in
South Carolina. Since electricity prices in long-term markets
are usually much cheaper than that of the real-time markets,

we set the long-term prices such that the ratio
E[pri ]
pli

= 2.5

for all results, except for Figure 9, where the ratio is varied.
To simulate the uncertainties, the error distributions at

13 pm (like Figure 4) are used to generate the samples of
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Figure 6: Convergence analysis.

renewable energy generation (PV generation and/or wind
generation), workload, and electricity price. The mean ab-
solute errors (MAE) of prediction errors for PV generation,
wind generation, electricity price, and workload demand are
45%, 65%, 40%, and 35%, respectively. The MAE are varied
later to study the impacts of prediction errors. Wind gener-
ation is used as the renewable energy source by default. The
penetration of the renewable energy is fixed at 50% of the
averaged demand. We also vary the penetration of PV and
wind generation to investigate the impacts of the renewable
portfolio and penetration level.

Convergence of SGA. Although SGA is proved to even-
tually converge to the optimal value of EP-LT, the conver-
gence can be slow in practice. The convergence speed mainly
depends on how the step sizes are set. Stochastic approxi-
mation is known to have high computational complexity due
to the large numbers of iterations and samples needed for
each iteration. To reduce the number of iterations, we use
the step size update rule as ⌘t = s

(S+t+1)↵ , where s and S

are non-negative constants and 0.5 < ↵  1. This form
fulfills the requirement of Assumption 1. To speed up the
convergence of algorithm, each gradient component has its
own step-size, and the step-size is updated only if the gra-
dient component switches from negative to positive or vice
versa. Figure 6 illustrates four gradient components (of to-
tal ten) and the long-term objective function updated over
iterations. As shown in the figure, gradient components, and
the long-term objective F

l(ql) converge very quickly, i.e it
is very close to the optimal value after merely 20 iterations.
In general, some gradient components rqli

may converge

to positive values. In such cases, the optimal solution has
q

l
i = 0.
Cost savings. We highlight the benefit of our proposed

system by comparing with the following algorithms.
No long-term procurement or geographical load balancing

(nLTnGLB): nLTnGLB does not participate in long-term
markets, i.e. q

l
i = 0, 8i 2 N , and the workload demand

are forwarded to the closest data centers, a.k.a., the nearest
routing method. We assume that the data centers activate
all servers to minimize the queueing delay, i.e. mi = Mi.
Though simple, this policy is still widely used in practice.

Fixed long-term procurement without geographical load bal-
ancing (fLTnGLB): Cloud providers purchase a fixed amount
of electricity ahead. We assume that the long-term procure-
ment is 50% of workload mean. Like nLTnGLB, it uses the
nearest routing method instead of GLB-RT.

No long-term procurement but with geographical load bal-
ancing (nLT): In this algorithm, cloud providers do not pur-

chase the energy in long-term markets like nLTnGLB. How-
ever, they execute GLB-RT to minimize the total cost in
real-time.

Fixed long-term procurement geographical load balancing
(fLT): fLT buys a fixed amount of electricity in long-term
markets same as fLTnGLB, i.e., 50% of workload mean. In
real-time markets, it executes GLB-RT.

In addition to the baseline algorithms, we compare our
algorithms to Oracle Algorithm (OA). OA is an unrealizable
algorithm that is given to the absolute performance limit by
assuming all realizations of renewable energy, workload, and
electricity prices are fully known apriori. Similarly to PA,
the problem of long-term procurement can then be solved
e�ciently. The cost of OA is measured by averaging its
output over many realizations.

nLTnGLB fLTnGLB nLT fLT PA SGA OA
algorithms
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Figure 7: Cost comparison when � = 1 and 50 % renewable
penetration. The proposed algorithms PA and SGA are very
close to the lower bound, OA and outperform the traditional
methods up to 44%.

Figure 7 compares the one-hour costs among our pro-
posed algorithms and the traditional algorithms. The figure
highlights that our proposed algorithms PA and SGA save
up to 44% compared to other simpler algorithms, and are
comparable to the oracle algorithm (OA), the impractical
lower bound. It also shows the significant benefits for cloud
providers to participate in long-term markets. Surprisingly,
the performance of PA is very close to that of the SGA.

Why do our proposed algorithms perform so well?
The intuition behind the small performance gaps between
PA, SGA and OA is the compensation of GLB-RT at real-
time markets. In particular, GLB-RT can utilize the avail-
able renewable energy and cheap electricity to partially com-
pensate for performance gap caused by the prediction errors
in long-term. More interestingly, PA and SGA are notice-
ably aggressive in long-term markets as in Figure 7. In ad-
dition, PA and SGA are even more aggressive than OA.
Note that additional energy procured in the long-term mar-
ket can be utilized to reduce queueing delay in real-time.
Thus, there is the trade-o↵ between the energy costs and
delay costs that helps our proposed methods become close
to OA.

How does the trade-o↵ between energy costs and delay
costs benefit our proposed algorithms? To answer this ques-
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Figure 8: The impact of delay on the proposed algorithms.

tion, we vary the constant factor � that weighs the delay
costs relative to energy costs. When � = 0, i.e., the delay
costs are ignored, the cost breakdown are shown in Figure
8a. The performance gap between PA and OA is 24% that
is much larger than the 2% gap in Figure 7 (� = 1). In this
setting, SGA outperforms PA by 4%. We observe that PA
is more aggressive compared to SGA in long-term procure-
ment. Figure 8b shows the performance gaps of PA versus
OA and PA versus SGA with varying �. In this figure, the
x-axis shows a scaled �, where a value of 1 corresponds to
the default value. We note that the performance gaps are
significant when � is small (< 0.25). However, the gaps are
very small when � is relatively large (� 0.5).

Sensitivity Analysis. The capability of our proposed
algorithms depends on multiple impact factors, such as the
ratio of real-time price to long-term price, renewable pene-
tration rates, and prediction errors.
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Figure 9: The impacts of long-term prices on the proposed
algorithms. The gaps between the proposed algorithms and
OA are small at various ratios of real-time prices to long-
term prices.

Impact of the ratio of real-time price to long-term price.
We carry out another study that quantifies the impact of
the ratio of real-time prices to the long-term prices on our
proposed algorithms as in Figure 9. In this experiment, the
long term prices are fixed, and we scale the real-time prices.
Figure 9a shows the performance gaps of PA versus SGA
and PA versus OA. In general, the gaps are small whatever
the ratio is. Figure 9b illustrates the behaviors of PA and
SGA in long-term markets. SGA is more conservative than
PA when the ratio is small (< 2). When the real-time prices
are as cheap as the long-term prices, being more aggressive
in long-term actually results in higher financial risk to the
cloud providers. In contrast, SGA is more aggressive in
long-term markets as the ratio becomes larger than 2.

Impact of renewable energy. Renewable energy has been

increasingly used to power data centers. Hence, we inves-
tigate the impacts of renewable energy integration on our
energy procurement system. We scale the penetration levels
of renewable energy from 5% to 95% of the total demand.
We consider PV generation and wind generation as two main
sources of renewable energy.
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Figure 10: Impacts of renewable energy penetration levels
on long-term energy procurement. SGA becomes less ag-
gressive in the PV generation case than the wind generation
case compared to PA.

The impacts of renewable energy on the behaviors of PA
and SGA are shown in Figure 10. Here, the x-axis represents
the penetration levels of renewable energy, and the y-axis
is the ratio (%) of total electricity purchased in long-term
markets. PA performs similarly in both cases because it
is only based on the predicted values. However, SGA is
closer to PA in the PV generation case as the penetration
of renewable energy increases, yet becomes more aggressive
than PA in the wind generation case. The reason lies in the
error distributions in Figure 4. While the prediction errors of
PV generation are concentrated on two peaks, the prediction
errors of wind generation are centered around only one peak
(around �80%).

Impact of prediction errors. So far, we have worked with
the empirical (or ‘real’) prediction error distributions. We
now study the dependence of the distribution of prediction
errors on the performance of our procurement system.
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Figure 11: Impacts of predictions on cost performance.

Figure 11a presents the cost of SGA under three di↵er-
ent error distributions, i.e. normal, ‘real’, and generalized
extreme value (GEV) type I (Gumbel) [11]. The normal
distribution is symmetric around its mean. The GEV dis-
tribution is asymmetric and widely used in risk management
and finance. We also consider the distribution of AR pre-
diction errors as the ‘real’ distribution. The MAEs of each



are set at 35% for fair comparison. Figure 11a shows that
the cost using normal distribution is the best among three
error distributions while GEV is the worst.

Figure 11b shows the cost of SGA with respect to di↵er-
ent MAEs of ‘real’ distribution. As the prediction errors
increase, the real-time cost (real-time energy cost and de-
lay cost) increase to compensate for the mis-provisioning in
long-term markets. Furthermore, the total cost increases by
10% as the prediction errors increase from 15% to 75%.

8. CONCLUDING REMARKS
In this paper, we present a systematic study of optimal

energy procurement systems for geo-distributed data centers
that utilize multi-timescale electricity markets. The contri-
butions of this paper are three-fold: (i) designing algorithms
for long-term electricity procurement in multi-timescale mar-
kets; (ii) analyzing long-term prediction errors using real-
world traces; and (iii) empirically evaluating the benefits of
our proposed procurement systems. In particular, we pro-
posed two algorithms, PA and SGA, both of which save up
to 44% of the energy procurement cost compared to tradi-
tional algorithms that do not use long-term markets or geo-
graphical load balancing. While SGA provably converges to
an optimal solution, PA surprisingly achieves a cost that is
nearly optimal with much less computing e↵ort.

There are a number of interesting directions for future re-
search that can be motivated by our work. For example,
generalizing our model to include more complicated forward
contracts that procure energy that can be used over multiple
time-slots is also another challenging problem. Integrating
storage capabilities, e.g., batteries and/or thermal storage,
into the energy procurement optimization of multi-timescale
markets is another challenging direction. The further re-
search on how to optimally utilize multi-timescale markets
will have high potential to greatly impact the cost e�ciency
of Internet-scale services.
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APPENDIX
A. PROOFS FOR SECTION 3

A.1 Proof of Theorem 1
To prove Theorem 1, we first show that the real-time ob-

jective is jointly convex with respect to (ql
,m,�).

Lemma 5. F̃

r as defined in (4) is jointly convex with re-
spect to (ql

,m,�) over RN
+ ⇥ C(Lr).

Proof. We rewrite

F̃

r(ql
,m,�,pr

,wr) =
NX

i=1

p

l
i[mi � w

r
i � q

l
i]+

+
NX

i=1

JX

j=1

�ijhij(mi,�i). (9)

Since mi �w

r
i � q

l
i is an a�ne function, and [·]+ is convex

and non-decreasing,
PN

i=1 p
l
i[mi�w

r
i �q

l
i]+ is jointly convex

with respect to (ql
,m).

Since �ijhij(mi,�i) is jointly convex with respect to (m,�)
, F̃ r is jointly convex with respect to (ql

,m,�) because the
summation of convex functions are convex.

Proof of Theorem 1. From Lemma 5, we know that
the real time objective function F̃

r(ql
,m,�,pr

,wr) is jointly
convex with respect to (ql

,m,�). It then follows that

F

⇤r(ql
,pr

,Lr
,wr) = min

(m,�)2C(Lr)
F̃

r(ql
,m,�,pr

,wr)

is convex with respect to ql (see [7]). Finally, since the
expectation operation preserves convexity, we conclude that
F

l(ql) is convex with respect to ql
.

A.2 Proof of Theorem 2
This section is devoted to the proof of Theorem 2. To

prove Theorem 2, it su�ces to show that

@E[F⇤r(ql,pr,Lr,wr)]
@qli

= E
h
@F⇤r(ql,pr,Lr,wr)

@qli

i

= �E
⇥
%i(q

l
,pr

,Lr
,wr)

⇤
.

(10)

The first step is to prove that the Lagrange multiplier of
GLB-RT corresponding to the constraint (3f) is unique.

Lemma 6. With probability 1, GLB-RT has a unique La-
grange multiplier, denoted %i(q

l
,pr

,Lr
,wr), corresponding

to the constraint (3f).
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Proof. In this proof, for notational simplicity, we sup-
press the dependence of the primal and dual solutions of
GLB-RT on (ql

,pr
,Lr

,wr). Consider a primal solution of
GLB-RT (qr

,m,�) with m > 0. Such a solution exists with
probability 1, since wr

> 0 with probability 1.
Now any dual solution must satisfy the KKT conditions.

This implies the following conditions. (Since the constraint
�i  miµi is never binding, the corresponding Lagrange
multiplier �i = 0 and does not feature in the following.)

@

@mi

NX

i=1

JX

j=1

�ijhij(mi,�i) + !̄i � !i + %i = 0 (11)

!̄i(mi �Mi) = 0; !̄i � 0,mi  Mi (12)

!imi = 0; !i � 0,mi � 0 (13)

p

r
i � i � %i = 0 (14)

iq
r
i = 0;i � 0, qri � 0 (15)

%i(�q

r
i +mi � w

r
i � q

l
i) = 0; (16)

%i � 0, qri � mi � w

r
i � q

l
i (17)

We now argue that %i is unique for all i. Consider the
following two cases.
Case 1: w

r
i + q

l
i > Mi. In this case, it follows that mi <

w

r
i + q

l
i + q

r
i . Using (16), we conclude that %i = 0.

Case 2: w

r
i + q

l
i < Mi. Here we consider two sub-cases.

Case 2a: mi = Mi. In this case, it follows that q

r
i > 0,

which implies that i = 0 (by (15)). Thus, we have, using
(14), that %i = p

r
i .

Case 2b: mi < Mi. In this case, since mi 2 (0,Mi), we
have !̄i = !i = 0 (by (12) and (13)). Thus, from (11), we
have

%i = � @

@mi

NX

i=1

JX

j=1

�ijhij(mi,�i). (18)

Since the event wr
i +q

l
i = Mi has zero probability, we may

ignore this case. This completes the proof.

Given Lemma 6, it follows from standard sensitivity anal-
ysis in convex optimization (see Section 6.5.3 and 6.5.4 in
[6]) that

@F

⇤r(ql
,pr

,Lr
,wr)

@q

l
i

= �%i(q
l
,pr

,Lr
,wr). (19)

This proves the second equality in (10). Thus, to complete
the proof of Theorem 2, it only remains to justify the inter-
change of the partial derivative and the expectation in the
first equality. We justify this interchange by invoking the
dominated convergence theorem as follows.

Let ei denote a column vector in RN
, with 1 in the ith

entry and 0 elsewhere.

Lemma 7. For any � 6= 0 and i 2 N,
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The statement of Lemma 7 follows from the fact that the
function F
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,wr) is non-increasing with re-
spect to �.

Since E [pri ] < 1, it follows from the dominated conver-
gence theorem that
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This proves the first equality in (10), and completes the
proof of the theorem.

A.3 Proof of Lemma 3
We assume there an optimal solution S such that �i > 0

and 0 < mi < w

r
i + q

l
i. �i = 0 or mi = 0 is not ignored

because it is equivalent to shutting down data center i. Here,
!i = %i = 0.

If wr
i + q

l
i < Mi and mi < w

r
i + q

l
i, !̄i = 0. !̄i = !i =

%i = 0 results in �i/mi becomes zero as (11). �i = 0 or
mi = 1 contradicts the assumption. So, mi � w
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l
i if

w
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l
i < Mi.

If wr
i + q

l
i � Mi, we assume that mi < Mi. !̄i = !i =

%i = 0 again leads to the contradiction to the assumption.
So, mi = Mi if w

r
i + q

l
i � Mi.

B. CONVERGENCE OF SGA
This section is devoted to the proof of Theorem 4. In-

voking Theorem 2.1 in [22], the almost sure convergence of
the iterates of SGA to the set of optimal solutions of EP-LT
holds if the following two conditions are satisfied.

1. rF

l : RN
+ ! RN is continuous.

2. supql2RN
+
E
⇥
(%i(q

l
,pr

,Lr
,wr))2
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< 1.

Condition (1) above holds since the gradient of a di↵eren-
tiable convex function is continuous; see Theorem 25.5 in
[36]. Condition (2) holds since

%i(q
l
,pr

,Lr
,wr)  p

r
i

(see (19) and Lemma 7). This completes the proof.
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ABSTRACT
In this paper, we study cascading failures in power grids
under the nonlinear AC and linearized DC power flow mod-
els. We numerically compare the evolution of cascades after
single line failures under the two flow models in four test
networks. The cascade simulations demonstrate that the
assumptions underlying the DC model (e.g., ignoring power
losses, reactive power flows, and voltage magnitude varia-
tions) can lead to inaccurate and overly optimistic cascade
predictions. Particularly, in large networks the DC model
tends to overestimate the yield (the ratio of the demand
supplied at the end of the cascade to the initial demand).
Hence, using the DC model for cascade prediction may re-
sult in a misrepresentation of the gravity of a cascade.

Keywords
Power grids, AC versus DC, power flows, cascading failures,
contingency analysis.

1. INTRODUCTION
Power grids are vulnerable to external events, such as nat-

ural disasters and cyber-attacks, as well as to internal events,
such as unexpected variability in load or generation, aging,
and control device malfunction. The operation of a power
grid is governed by the laws of physics [13], and the out-
age of an element may result in a cascade of failures and a
blackout [6]. The recent blackouts in Turkey [2], India [5],
U.S. and Canada [3] had devastating e↵ects and as such mo-
tivated the study of power grid vulnerabilities to cascading
failures (e.g., [4, 6, 8, 16]).

Some of the recent work on cascading failures considers a
topological perspective where, once a network element fails,
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the neighboring elements also fail [10]. However, such topo-
logical models do not consider the actual power grid flow
dynamics. More realistic cascading failures models use the
linearized direct current (DC) power flows [14, 17]. How-
ever, DC power flows are based on a linearization of the
nonlinear AC power flow dynamics. The induced lineariza-
tion error can be small in large transmission grids [15] and
high for some particular networks [18]. Motivated by these
observations, we study the cascading failures under both the
linearized DC model and a nonlinear AC model by perform-
ing simulations on four test networks.

We present an AC cascading failures model that is based
on the nonlinear power flow equations, and therefore, is more
realistic than the corresponding DC model. We empirically
compare the AC and DC cascade models based on robust-
ness metrics that quantify the operational and topological
characteristics of the grid during a cascade for all cascad-
ing failures initiated by single line failures. Our simula-
tions demonstrate that the assumptions underlying the DC
model (lossless network assumption, and ignoring reactive
power flows and voltage variations) can lead to inaccurate
and overly optimistic cascade predictions. For example, in
the Polish grid, the di↵erence between the yield (the ratio of
the demand supplied at the end of the cascade to the initial
demand) under the AC and DC cascade models is more than
0.4, in 60% of the cascades initiated by single line failures.

Moreover, we empirically compare the AC and DC cas-
cades under di↵erent supply and demand balancing and line
outage rules. Our simulation results show that the di↵er-
ence between the cascade evolution under the AC and DC
power flows depends on the balancing and line outage rules
in power grids. In particular, the supply and demand bal-
ancing rule, which separates the excess supply or demand
from the grid, increases the di↵erence between the AC and
DC models the most.

The remainder of this paper is organized as follows. Sec-
tion 2 presents the power flow equations. Section 3 presents



the cascading failures models. Section 4 presents the nu-
merical comparison of the AC and DC flow models in four
di↵erent test networks and Section 5 concludes the paper.

2. POWER FLOW EQUATIONS
In this section, we provide details on the AC and DC

power flow equations.

2.1 AC Power Flow Equations
A power grid with n nodes (buses) and m transmission

lines constitutes a complex network whose underlying topol-
ogy can be represented by an undirected graph G(N ,L),
where N denotes the set of nodes and L denotes the set
of lines. Each line l has a predetermined capacity cl that
bounds its flow |fl| under a normal operation of the sys-
tem. The status of each node i is represented by its voltage
Vi = |Vi|ei✓i in which |Vi| is the voltage magnitude, ✓i is the
phase angle at node i, and i denotes the imaginary unit. In
the steady-state, the injected apparent power Si at node i
equals to

Si = Vi(YV)⇤i (1)

where ⇤ denotes the complex conjugation, V = [V1, . . . , Vn]
T

is the vector of node voltages, and Y is the n⇥n admittance
matrix [13].
Rewriting the admittance matrix as Y = G + iB where

G and B are real matrices, and using the definition of the
apparent power Si = Pi + iQi in (1) leads to the equations
for the active power Pi and the reactive power Qi at each
node i:

Pi =
nX

k=1

|Vi||Vk|(Gik cos ✓ik +Bik sin ✓ik) (2)

Qi =
nX

k=1

|Vi||Vk|(Gik sin ✓ik �Bik cos ✓ik) (3)

where ✓ik = ✓i � ✓k.

2.2 DC Power Flow Equations
The AC power flow equations are nonlinear in the volt-

ages. The DC power flow equation provide a linearized ap-
proximation of the active power flows in the AC model. Lin-
earization is possible under the following conditions [12]:

1. The di↵erence between the voltage phase angles of ev-
ery couple of neighboring nodes is small, such that
sin ✓ik ⇡ ✓ik and cos ✓ik ⇡ 1.

2. The active power losses are negligible and, therefore,
Y ⇡ iB, where B is the imaginary part of the admit-
tance matrix Y as calculated when neglecting the line
resistances.

3. The variations in the voltage magnitudes |Vi| are small
and, therefore, it is assumed that |Vi| = 1 8i.

Under these assumptions, given the active power Pi at
each node i, the phase angles of the nodes can be estimated
by ✓̃i using the DC power flow equations as follows:

Pi =
nX

k=1
k 6=i

P (DC)
ik =

nX

k=1
k 6=i

Bik(✓̃i � ✓̃k) (4)

or in matrix form,

˜

P = �B

˜

⇥ (5)

where ˜

P = [P̃1, P2, . . . , Pn]
T, ˜

⇥ = [✓̃1, . . . , ✓̃n]
T.

3. MODELING CASCADING FAILURES
An initial failure in a power grid may result in subsequent

failures in other parts of the grid. These consecutive failures
following an initial failure constitute a cascading failure. In
this section, we follow [7, 8, 11, 14] and develop models for
cascading failures due to line failures in power grids.

Before a cascading failure, we assume that G(N ,L) is con-
nected, the power flows satisfy (2) and (3) or (5), and the
flow magnitude |fl| of each line is at most its capacity cl.

Next, we describe the cascading failures models. When
an initial set of lines fail, they are removed from the net-
work. As a result of this removal, the network topology is
changed and the power grid can be divided into one or more
connected components. Following [14], we assume that each
connected component can operate autonomously. If there is
no supply or no demand within a connected component Gk,
the component becomes a dead component and all the de-
mand or supply nodes within the component are (put) out of
service. If there are both supply and demand nodes within a
connected component Gk, the connected component remains
an alive component, but the supply and demand within the
component should be balanced. We use two di↵erent supply
and demand balancing rules [8, 14]:

1. Shedding and curtailing: The amount of power sup-
ply/demand is reduced at all nodes by a common fac-
tor. If the total active power supply is more than the
total active power demand in a connected component
Gk, the active power outputs of generators are cur-
tailed. On the other hand, if the total active power
supply is not su�cient to serve the total active power
demand, load shedding is performed to balance the
supply and demand within Gk.

2. Separating and adjusting: Excess supply or demand
nodes are separated from the grid. In this case, we
assume that the dynamic responses of the generators
(demand nodes) are related to their sizes [13]. Namely,
the generators (demand nodes) with lower amounts of
power output are assumed to be faster to respond to
the imbalances between supply and demand. Thus,
within each component Gk with excess supply (de-
mand), the generators (demand nodes) are separated
from the grid according to their sizes from smallest
to largest until the removal of one more generator
(demand node) results in the shortage of supply (de-
mand). Then, the active power output (demand) of
the largest supply (demand) node is reduced in order
to balance supply and demand.

After supply and demand are balanced within each alive
component, using the selected balancing rule, the power flow
equations are solved to compute new flows on the lines. Note
that the line capacities are not taken into account in deter-
mining the flows. The new set of line failures are then found
in all alive components. We use two di↵erent line outage
rules [8, 11]:



1. Deterministic: A line l fails when the power flow mag-
nitude on that line, denoted by |fl|, exceeds its capac-
ity cl.

2. Probabilistic: A line l fails with probability pl at each
stage of the cascade. We assume that each line l with
a flow capacity cl has also a nominal power flow level
⇠l 2 [0, cl], after which the line may fail with a certain
probability (due to the increase in line temperature
or sag levels). Under this model, the probability pl is
approximated as:

pl =

8
><

>:

0, if |fl| < ⇠l
|fl|�⇠l
cl�⇠l

, if ⇠l  |fl| < cl

1, if |fl| � cl.

(6)

After finding the new set of line failures using the selected
line outage rule, the cascade continues with the removal of
those lines. If there are no new line failures in any of the
alive components, the cascade ends.

In this paper, we study three cascade processes:

I) Cascade with the shedding and curtailing balancing
rule and the deterministic line outage rule,

II) Cascade with the separating and adjusting balancing
rule and the deterministic line outage rule,

III) Cascade with the shedding and curtailing balancing
rule and the probabilistic line outage rule.

In order to study the di↵erences between the AC and DC
models, we mostly focus on the cascade process I. In order
to further capture the e↵ects of the cascade processes on the
di↵erences obtained under the AC and DC models, in Sub-
section 4.3, we briefly compare the three cascade processes.

In the following two subsections, we provide the details of
the cascade models under the AC and DC power flows.

3.1 AC Cascading Failures Model
In the cascade under the AC power flow model, the flows

are composed of active parts Pi in (2) and reactive parts
Qi in (3). Hence, the apparent power Si in (1) is used
to calculate the flows. In general, due to transmission line
impedances, the voltage at the sending node of a line is
di↵erent than the one at the receiving node, resulting in
di↵erent values of the apparent power flows at each side of
the line. Hence, in the cascade under the AC model, we
define the magnitude |fl| of the flow on a line l = {i, k} as
follows:

|fl| =
|Sik|+ |Ski|

2
. (7)

The di↵erence, Sik � Ski, between the sent and received
apparent flows on a line l represents the power loss over
that line. The sum of the losses over all the lines is the total
loss in the network. The total loss cannot be calculated in
advance and is only known after the power flow equations
in (1) are solved. Therefore, in the cascade under the AC
model, a part of the total supply in the network is reserved
to supply the network losses and denoted by the reserved
loss factor ⌘.

The case of zero reserved loss factor, ⌘ = 0, means that no
reserve supply is allocated for network losses, whereas a large
reserved loss factor ⌘ corresponds to a large reserve supply

for the network losses. Once the power flow equations are
solved and the network losses are calculated, the di↵erence
between the allocated supply and the total demand with
losses is compensated by the slack-node. Therefore, in the
AC cascading failures model, the simulation is slack-node
dependent and, for every alive component without such a
node, a slack-node must be assigned. The developed model
chooses the slack-node as the voltage-controlled node with
the maximum power output in that alive component.

The iterative process of solving the AC power flow equa-
tions (2) and (3) may result in the absence of a solution or
a divergence in iterations. In such cases, it is perceived that
the connected component cannot function at those opera-
tional conditions and supply and demand shedding is ap-
plied. The amount of active and reactive power demands
and active power supply within that component are de-
creased until either convergence is reached in the power flow
equations or the component becomes a dead component with
no demand.

3.2 DC Cascading Failures Model
In the cascade under the DC power flow model, the mag-

nitude |fl| of the flow on a line l = {i, k} is equal to the
magnitude of the active power flow in (4) on that line:

|fl| = |Pik| = |Pki|. (8)

Since the network is assumed to be lossless, the magni-
tude of the active power at the sending side of a line is
equal to the magnitude of the active power at the receiv-
ing side, |Pik| = |Pki|, and the total supply is equal to the
total demand. Therefore, supply and demand balancing is
performed without a reserved loss factor ⌘. Moreover, the
lossless assumption means that the power flows in the net-
work are slack-node independent.

Contrary to the AC power flow equations (2) and (3),
which are nonlinear, the DC power flow equations (5) are
linear, and a solution always exists for a connected network
with balanced supply and demand [9]. Hence, no supply or
demand shedding due to convergence issues is needed in the
DC model.

4. NUMERICAL COMPARISON OF THE AC
AND DC POWER FLOW MODELS

This section presents a numerical comparison of the AC
and DC power flow models. We first provide the simula-
tion setup. Then, we compare the evolution of the cascade
process I initiated by single line failures under the AC and
DC power flow models. Next, we compare the three cascade
processes under the AC and DC flow models.

4.1 Simulations Setup

4.1.1 Metrics

We define metrics for evaluating the grid vulnerability
(some of which were originally used in [7, 9, 17, 19]). To
study the cascade severity, we define:
I Node-loss ratio (NG): the ratio of the total number of
failed nodes (i.e., nodes in dead components) at the end of
the cascade to the total number of nodes.
I Line-loss ratio (LG): the ratio of the total number of
failed lines at the end of the cascade to the total number of
lines.



I Yield (YG): the ratio of the demand supplied at the end
of the cascade to the initial demand.

In addition to the previous metrics, which capture the
overall e↵ect of a cascading failure on a power grid, we iden-
tify the frequently overloaded lines that may cause cascading
failures to persist. Hence, we define
I Line-vulnerability ratio (Rl): the total number of cas-
cading failures in which line l is overloaded over the total
number of cascading failures simulations. Higher values of
Rl indicate the vulnerability of the line l as a possible bot-
tleneck in the network.

4.1.2 Properties of the Networks used in Simulations

We considered four realistic networks: the IEEE 30-bus,
the IEEE 118-bus, and the IEEE 300-bus test systems [1],
as well as the Polish transmission grid [20]. The details of
these networks are as follows.
I The IEEE 30-bus test system contains 30 nodes and
41 lines with a total power demand of 189.2 MW.
I The IEEE 118-bus test system contains 118 nodes
and 186 lines with a total power demand of 4242 MW.
I The IEEE 300-bus test system contains 300 nodes
and 411 lines with a total power demand of 23,525.85 MW.
I The Polish transmission grid, at summer 2008 morn-
ing peak, contains 3120 nodes and 3693 lines with a total
power demand of 21,181.5 MW.

In the IEEE test networks, maximum line flow capacities
are not present. Following [14], the line flow capacities are
estimated as cl = (1 + ↵)max{|fl|, f}, where ↵ = 1 is the
line tolerance, and f is the mean of the initial magnitude of
line flows.

In the Polish transmission grid data, emergency ratings
are used for the flow capacities of the network. In order to
eliminate existing overloaded transmission lines at the base
case operation, the line flow capacities of such overloaded
lines are changed to cl = (1 + ↵)|fl|, where ↵ = 1.

4.1.3 Power Flow Solver

To conduct our simulations, we have used MATPOWER [20]
package in MATLAB for solving the AC and DC power
flows.

4.2 Cascading Failures Initiated by Single Line
Failures

An example of a cascade initiated by a single line failure
in the IEEE 118-bus network under the two cascade models
is shown in Fig. 1. The basic observation from this figure is
that the evolution of the cascade under the two models can
be quite di↵erent. For instance, in Fig. 1a, there are two
overloaded lines at the first stage of the cascade under the
AC model which are not overloaded under the DC model.
This initial di↵erence results in a considerable di↵erence in
the evolution of the cascade: An important flow path in the
AC model fails at the first stage, resulting in more severe
consecutive failures. Therefore, the di↵erences between the
AC and DC models accumulate at each cascade stage and
may lead to a significantly di↵erent result at the end of the
cascade.

To further investigate the di↵erences, we simulate cascad-
ing failures due to all single line failures whose initial flows
were larger than the mean of initial flows in the four test
networks. Figs. 2-4 provide the detailed results obtained
under the two cascade models.

| Initial line failure

| Stage 1

| Stage 2

| Stage 3

| Stage 4

| Stage 5

(a) AC cascading failures model

| Initial line failure

| Stage 1

| Stage 2

| Stage 3

| Stage 4

| Stage 5

| Stage 6

| Stage 7

| Stage 8

| Stage 9

(b) DC cascading failures model

Figure 1: Evolution of a cascade initiated by a single line
failure in the IEEE 118-bus network under the AC and DC
cascade models. The remaining load at the end of the simu-
lation is 1594.5 MW under the AC cascading failures model,
and 2446.3 MW under the DC cascading failures model.

Fig. 2 shows the scatter plot of the yield values under
the two models for the IEEE 118-bus network and the Pol-
ish grid. It suggests that the yield values obtained by the
DC cascade model are usually higher, especially for large
networks. Moreover, Fig. 4a, which presents the CDFs of
the di↵erences in yield values for all the test networks, also
shows that the di↵erences in the obtained yield values can
become quite big in large networks.

However, in Fig. 4b, which presents the CDFs of the di↵er-
ences in line-loss ratios for all the test networks, the line-loss
ratios are observed to be close under the two cascade models
in all the four networks. The same is true for the node-loss
ratios (see Fig. 4c). Despite the similarity of the line-loss
and node-loss ratios under the two cascade models, Fig. 3,
which presents the line-vulnerability ratios in the IEEE 118-
bus network and the Polish grid, suggests that as networks
become larger, the individual lines that fail frequently un-
der the AC model are very di↵erent from their counterparts
under the DC model (see Fig. 3b). Fig. 4d also shows that
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Figure 2: The scatter plots of the yield values under the
AC versus DC cascade models initiated by single line fail-
ures. Markers are scaled according to the frequencies of
corresponding data points.
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Figure 3: Comparison between the line-vulnerability ratios
under the AC and DC cascade models initiated by single line
failures. The lines with the highest line-vulnerability ratios
under the AC cascade model are selected for comparison.

the di↵erences in the line-vulnerability ratios are close for
most of the lines, but the di↵erences may be quite big for
roughly 10% of the lines in large networks.

4.3 Comparison Between the Three Cascade
Processes under the AC and DC Models

In this subsection, we compare the three cascade processes
defined in Section 3, initiated by single line failures under
the AC and DC models. For cascade process III, we set the
threshold ⇠l of a line l in (6) as ⇠l = 0.8⇥ cl.

Figs. 5-6 provide detailed comparisons between the results
obtained under the AC and DC cascade models for the three
cascade processes. Fig. 5a shows the scatter plot of the yield
values for cascades in the IEEE 118-bus network. The yield
values obtained by cascade process II are generally lower
than the other two cascade processes under the AC model.
Fig. 5b, which presents the CDF of the di↵erences in yield
values under the AC and DC cascade models for the three
cascade processes in the IEEE 118-bus network, also shows
that the di↵erences in the obtained yield values under the
AC and DC models can become big for cascade process II.

Figs. 6a and 6b present the CDFs of the di↵erences in
line-loss and line-vulnerability ratios in the IEEE 118-bus
network, respectively. Similar to Fig. 5b, the magnitudes
of the di↵erences in the obtained line-loss ratios under the
AC and DC models are highest for cascade process II. The
di↵erence between the individual line-vulnerability ratios in
Fig. 6b can grow arbitrarily high for cascade process III.

Figs. 5-6 suggest that di↵erent rules for the supply and
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Figure 4: The CDFs of the di↵erences between the metrics
after cascading failures initiated by single line failures under
the AC and DC models for all the test networks.

demand balancing and line outages could have di↵erent ef-
fects on the evaluation of the cascades under the AC and
DC models. In particular, cascade process II increases the
di↵erences between the AC and DC models most. In that
cascade process, by disconnecting many small-sized genera-
tors distributed in the network, the demands are supplied by
few large-sized generators during the cascade stages. Con-
sequently, the remaining network su↵ers from low voltage
magnitudes and overloaded lines, which can lead to diver-
gence in iterations of AC power flow equations. Moreover,
the reactive power flows and voltage magnitudes are not
modeled by the DC power flow model, which can lead to
larger di↵erences between the cascades under the AC and
DC power flow models. Although cascade process III does
not a↵ect the yield values and line-loss ratios, its e↵ect is
more significant in identifying the most vulnerable set of
lines. Due to the probabilistic line tripping model in (6),
di↵erent lines may trip at each cascade stage, which can re-
sult in detecting di↵erent sets of vulnerable lines under the
AC and DC models.

5. CONCLUSION
In this paper, we have studied cascading failures in power

grids under nonlinear (AC) and linearized (DC) power flow
models. Our cascading failures simulations demonstrate that
even slight errors in individual line flows under the AC
and DC models can accumulate during the cascade stages
and result in significant di↵erences at the end of the cas-
cade. Moreover, the metrics that capture the operational
and topological aspects of the cascade can di↵er significantly
under the two models.

Overall, the obtained results suggest that due to the volt-
age constraints, the divergence problems, and the reactive
power flows, the cascades under the AC power flow model
are more severe compared to the ones under the DC power
flow model. Hence, the DC model may underestimate the
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Figure 5: The (a) scatter plots of the yield values and (b)
CDFs of the di↵erences between the yield values under the
AC and DC cascade models for the three cascade processes
initiated by single line failures in the IEEE 118-bus net-
work. Markers are scaled according to the frequencies of
corresponding data points.
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Figure 6: The CDFs of the di↵erences between the metrics
after cascades under the AC and DC models for the three
cascade processes initiated by single line failures in the IEEE
118-bus network and Polish grid.

severity of the cascade, especially for larger networks. Thus,
special care should be taken when drawing conclusions based
on the DC cascade model in power grids.

Acknowledgement
This work was supported in part by Alliander N.V., DARPA
RADICS under contract #FA-8750-16-C-0054, funding from
the U.S. DOE OE as part of the DOE Grid Modernization
Initiative, and DTRA grant HDTRA1-13-1-0021. The work
of G.Z. was also supported in part by the Blavatnik ICRC.

6. REFERENCES
[1] Power systems test case archive. Available at:

http://www.ee.washington.edu/research/pstca/.
[2] Report on blackout in Turkey on 31st March 2015.

Technical report, ENTSO-E, 2015.
[3] Final report on the August 14th blackout in the

United States and Canada: Causes and
recommendations. Technical report, U.S.- Canada
Power System Outage Task Force, April 2004.

[4] F. Alvarado and S. Oren. Transmission system
operation and interconnection. National transmission
grid study–Issue papers, pages A1–A35, 2002.

[5] A. Bakshi, A. Velayutham, S. Srivastava, K. Agrawal,
R. Nayak, S. Soonee, and B. Singh. Report of the
enquiry committee on grid disturbance in Northern

Region on 30th july 2012 and in Northern, Eastern &
North-Eastern Region on 31st July 2012. New Delhi,
India, 2012.

[6] R. Baldick, B. Chowdhury, I. Dobson, Z. Dong,
B. Gou, D. Hawkins, H. Huang, M. Joung,
D. Kirschen, F. Li, et al. Initial review of methods for
cascading failure analysis in electric power
transmission systems IEEE PES CAMS task force on
understanding, prediction, mitigation and restoration
of cascading failures. In Proc. IEEE PES-GM’08, July
2008.

[7] A. Bernstein, D. Bienstock, D. Hay, M. Uzunoglu, and
G. Zussman. Power grid vulnerability to
geographically correlated failures - analysis and control
implications. In Proc. IEEE INFOCOM’14, Apr. 2014.

[8] D. Bienstock. Electrical Transmission System
Cascades and Vulnerability: An Operations Research
Viewpoint, volume 22. SIAM, 2016.

[9] H. Cetinay, F. A. Kuipers, and P. Van Mieghem. A
topological investigation of power flow. to appear in
IEEE Systems Journal, 2017.

[10] P. Crucitti, V. Latora, and M. Marchiori. A
topological analysis of the Italian electric power grid.
Physica A: Statistical Mechanics and its Applications,
338(1):92–97, 2004.

[11] I. Dobson. Encyclopedia of Systems and Control.
Cascading network failure in power grid blackouts.
Springer, 2015.

[12] J. D. Glover, M. S. Sarma, and T. Overbye. Power
System Analysis & Design, SI Version. Cengage
Learning, 2012.

[13] J. J. Grainger and W. D. Stevenson. Power system
analysis. McGraw-Hill, 1994.
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Abstract: We present a simplified abstraction of an indus-
trial laboratory consisting of a two-stage network, Research
(R) and Development (D). Ideas and prototypes are incu-
bated in the R stage, the projects departing this stage are as-
sessed, and, if favorable, the project proceeds to the D stage.
Revenue is generated from the sale of products/solutions
that are outputs of the D stage, and the sale and licensing
of patents that are generated at both stages. In our dis-
crete time model, in each time period the managers of the
industrial laboratory are given a constant amount of money
to invest in the two stages. The investments determine the
capacities of the stages based on linear unit costs. A novel
feature of the model is “knowledge stocks” for the stages,
which represent the accumulated know-how from practicing
research and development activities; higher knowledge stock
implies lower cost. The memory in knowledge stocks makes
current investment decisions have long term impact on costs
and profits. Three strategies for profit maximization are in-
vestigated. In myopic profit maximization we show the ex-
istence of multiple equilibria and the phenomenon of state
entrapment in suboptimal regimes, which are absent in the
other strategies. Numerical results illustrate the main fea-
tures of the model.

1. INTRODUCTION
During the past century, industrial laboratories, as exem-

plified by Bell Labs, IBM Research, DuPont Research and
Xerox Parc, have made lasting contributions to scientific
knowledge and technological innovations, which have bene-
fitted society and the nation ([4], [12], [14], [1], [15]). How-
ever, there has been scant work at quantitative modeling
of corporate industrial laboratories. Their charter, metrics,
and operating framework are quite distinct. Declining pro-
ductivity in the USA [5], and the heightened realizations of
past contributions of industrial laboratories as well as their
current decline [11] have brought about sporadic e↵orts to
examine afresh their workings. The work reported here is a
modest early-stage contribution in this direction.

Industrial laboratories conduct “commercial science”with
the mission to generate profit for the parent corporation by
creating, developing and harvesting intellectual assets. The
assets are in the forms of novel products, prototypes, solu-
tions and patents. Revenue is generated from their sale to
outside the corporation and to internal business units. The
sale and licensing of intellectual property that is typically
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Figure 1: Schematic of the Model of the Industrial Labora-
tory

generated at all stages of the laboratory are an additional
source of revenue.

The model presented here is a highly simplified, abstract
version of the paradigm of the industrial laboratory as a
knowledge factory [4] where ideas are germinated, and de-
veloped in various stages, while intellectual assets are mon-
etized along the way. Our model, see Fig. 1 consists of a
network of two stages, Research (R) and Development (D).
Ideas and prototypes are incubated in the R stage, possibly
patented and documented. The R stage’s sta↵ are drawn
from multiple scientific and engineering disciplines, and their
activities mirror to some degree scientific activities in uni-
versities. The D stage is sta↵ed by teams of professional
developers who transform, implement and test each project
to levels where it is marketable for external sale or transfer
to a business unit of the parent corporation.

A project leaving the R stage has uncertain valuation, i.e.,
the amount of revenue that it will generate if it were to be
developed is not known a priori. A gating “project manage-
ment” process makes a valuation estimate. We assume that
the valuation is binary, i.e., the project is evaluated to be
either high or low value. The gating decision is then made to
either proceed or not. If the decision is favorable, and there
is available capacity in the D stage, the project proceeds to
the D stage, and if not it is aborted.

In our discrete-time model, in each time period the man-
agers of the industrial laboratory are given a fixed amount
of money, I, to invest. The investments in the two stages de-
termine their capacities based on assumed linear unit costs;
the capacity of the R stage is its output rate of projects, and
the capacity of the D stage is the rate of projects that can
be developed if fully utilized. The investment decision sub-
sumes an allocation for capacities to develop, respectively,
high and low value streams in the D stage. Thus, an invest-
ment decision may mean, among other possibilities, funds



only for the R stage, or for the R stage and only high value
development, or all three.

A novel feature of the model is the “knowledge stock”
at each stage, which represents the accumulated know-how
from practicing the respective research and development ac-
tivities. Economists have studied knowledge stocks at the
national level, but almost not at all at the corporate level.
The knowledge stock in any stage is replenished by the in-
vestment, which contributes to its continuity and nurture,
and it depreciates due to obsolescence, i.e., patents expiring,
retirement of key personnel, etc. Knowledge stocks impact
unit costs, which decrease by factors that are polynomials
in the stocks; the exponents are called “knowledge impact
indices”.

There are three main antecedents to our work on knowl-
edge stocks: Scotchmer [14] argues that inventions depend
on contributions from earlier inventors; Griliches ([6], [7]),
who used time series analysis to derive a production func-
tion of the Cobb-Douglas form for R&D output in which
knowledge stock is a factor; David Romer [13], who ex-
tended the Solow growth model to obtain an endogenous
growth model incorporating knowledge stock which benefi-
cially impacts productivity. David Romer’s work is focused
primarily at the national, not corporate, level, it does not
take knowledge obsolescence into account and investment
strategies are not considered.

In an earlier paper [8], we introduced a model of an indus-
trial laboratory in which there are multiple stages and the
classification of the estimated value at the gating between
stages is fine-grained. However, the model is for a single
time period, hence static, and there is no knowledge stock.

For historical perspective it is worth recalling that accord-
ing to Riordan [12] in 1974 Bell Labs spent over $500 million
in nonmilitary R&D or about two percent of AT&T’s gross
revenues; the two-percent rule persisted over many years.
See also [15]. Also, Gerstner [3] observes that during IBM’s
turnaround in his tenure, income from licensing, patent, roy-
alties and sale of intellectual properties grew to $1.5 billion
in 2004.

A research paper [1] tracks American corporations’ com-
mitment to Research and Development. Investment in R&D
has flatlined over the last several years as a share of the econ-
omy at about 2.9% of the nation’s GDP [10]. The authors
conjecture that the main driver of this shift is a greater fo-
cus on gains in short term profits. The need to understand
relative investments to R and D in the corporate framework,
and the e↵ects of myopic and strategic investment strategies
are themes that have motivated our work.

2. MODEL

2.1 Basic Mathematical Model
Time in our fluid model is discrete, t = 0, 1, 2, .. Given the

constant amount of money, I, at each time period, and with
complete knowledge of the state of the system, the managers
of the industrial laboratory allocate I

0

(t) and I
1

(t) to the R
and D stages, respectively,

I
0

(t) + I
1

(t) = I, t = 0, 1, 2, .... (1)

These allocations determine the “capacities” of the stages
in each time period. The capacity of the R stage is the rate,
✓(t), of the stream of ideas/prototypes leaving this stage.
The investment and output are linked linearly by the “unit

cost” of the R stage, �
0

(t),

�
0

(t)✓(t) = I
0

(t), t = 0, 1, 2, .... (2)

The capacity of the D stage C(t) is determined by the num-
ber of development teams; specifically, C(t) is the rate of
projects that the stage is capable of developing when it
is fully utilized. The investment and capacity are linearly
linked by the unit cost of the D stage, �

1

(t),

�
1

(t)C(t) = I
1

(t), t = 0, 1, 2, ..... (3)

Each project leaving the R stage is assessed at the gating
stage as being either high or low value. We assume that
on average a fraction q, 0 < q < 1, of the output stream is
high value, and (1 � q) is the low value fraction. The rates
of marketable products of high and low value that comprise
the output of the D stage are denoted respectively by �h(t)
and �l(t). The following constraints apply:

�h(t)  q✓(t), �l(t)  (1� q)✓(t), (4)

and �h(t) + �l(t)  C(t), t = 0, 1, 2, ....... (5)

The constraints in (4) reflect the fact that the rate of de-
veloped products of each category cannot exceed the corre-
sponding rate of ideas/prototypes leaving the R stage. The
output rates �h(t) and �l(t) are decision variables in the
analysis below. Equivalently the investment amounts Ih(t)
and Il(t) may be taken to be decision variables; they repre-
sent the investments for the capacities to develop the high
value and low value streams, respectively, in the D stage.
Hence,

Ih(t) + Il(t) = I
1

(t), t = 0, 1, 2, ...... (6)

2.2 Knowledge Stocks
We let K

0

(t) and K
1

(t) respectively denote the knowledge
stocks of the R and D stages at time t = 0, 1, 2, ..... These
stocks impact unit costs:

�j(t) = �j/K
aj
j (t), j = 0, 1 and t = 0, 1, 2, ...... (7)

where �j and aj are positive constants. The parameters,
a
0

and a
1

, are called “knowledge impact indices”. For no-
tational convenience, we normalize by letting �

0

= 1, and
denote �

1

by �. The behavior of the system is significantly
influenced by the ratio,

(t) = Ka0
0

(t)/Ka1
1

(t), t = 0, 1, 2, ...... (8)

An interpretation is,

(t) =
1
�
⇥ unit cost of capacity of D stage at time t

unit cost of output of R stage at time t
. (9)

The knowledge stocks are governed by the following dynam-
ical system:

Kj(t+1) = (1�uj)Kj(t)+vjIj(t), j = 0, 1 and t = 0, 1, 2, .....
(10)

2.3 Profit
Revenue is generated from the licensing and sale of in-

tellectual property generated in both the R and D stages,
and also from the sale or transfer of the output of the D
stage. We let V

0

denote the average profit generated per
unit rate of the idea/prototype stream leaving the R stage.
Let wh and wl denote the average combined revenue from



intellectual property per unit rate of the high and low value
output streams of the D stage, respectively and let costs be
denoted by ch and cl. Then Wh = wh� ch and Wl = wl� cl
represent the average net profit per unit rate of high and
low value output streams of the D stage, respectively. We
assume that Wl < Wh. Then, the net profit rate of the
industrial laboratory during time period t is ⇧(t), where

⇧(t) = V
0

✓(t) +Wh�h(t) +Wl�l(t), t = 0, 1, 2, .... (11)

A useful financial metric is the Return on Investment (RoI),
↵(t), where

↵(t) = ⇧(t)/I. (12)

3. MYOPIC OPTIMIZATION
In myopic optimization, the knowledge stocks at the cur-

rent time period are taken as given, and investment decisions
for the current time period are made oblivious of their im-
pact on future knowledge stocks, unit costs and profits. We
first derive the investment quantities, profit and RoI result-
ing from myopic optimization in a single time period. We
next obtain the resulting steady-state behavior.

3.1 Optimal Investments
Consider the static optimization of profit for a single time

period. We do not show the dependence on time period t
of the variables. We cast the problem as the selection of
optimal outputs (✓,�h,�l), which are interchangeable with
investment quantities (I

0

, Ih, Il). The problem is

max
✓,�h,�l

⇧ (13)

where ⇧ = [V
0

✓ +Wh�h +Wl�l], subject to:

�h  q✓, (14)

�l  (1� q)✓, (15)

✓/Ka0
0

+ ��h/K
a1
1

+ ��l/K
a1
1

 I, (16)

✓ � 0,�h � 0,�l � 0. (17)

The inequality in (16) follows from (1)-(3), (5) and (7).
Thus, myopic optimization is a LP. The solution is given
below in Proposition 1. We need to define three system
regimes. Define

K0 def=
Wl

�[V
0

+ q(Wh �Wl)]
and K00 def=

Wh

�V
0

. (18)

Observe that K0 < K00. We say that the system is in

Regime 1 if K00  ,

Regime 2 if K0   < K00, and (19)

Regime 3 if 0   < K0.

Proposition 1 below shows that the solution to the myopic
profit maximization is to invest in the R stage only when the
system is in Regime 1, to invest in the R stage and develop
only high value projects in Regime 2, and to invest in the
R stage and develop both low and high value projects in
Regime 3.

Proposition 1. The solution to the myopic profit maxi-
mization problem is,

✓ = Ka0
0

I
0

,�h = ��1Ka1
1

Ih, and �l = ��1Ka1
1

Il, (20)

where

I
0

=
I

1 + ⌧
, Ih =

min(q�, ⌧)I
1 + ⌧

, Il =
max(0, ⌧ � q�)I

1 + ⌧
(21)

⌧ =

8
><

>:

0 if K00  , i.e., system in Regime 1,

q� if K0   < K00, i.e., system in Regime 2,

� if  < K0, i.e., system in Regime 3.
(22)

Also, the optimal RoI,

↵ =

8
>>>>><

>>>>>:

V
0

Ka0
0

in Regime 1,

V
0

+ qWh

1/Ka0
0

+ q�/Ka1
1

in Regime 2,

V
0

+ qWh + (1� q)Wl

1/Ka0
0

+ �/Ka1
1

in Regime 3.

(23)

Proofs of all propositions in the paper may be found in [9].

3.2 Equilibrium State
We next consider the equilibrium state, or steady-state,

of the system when it is myopically optimized in each time
period. At equilibrium, Kj(t + 1) = Kj(t) = Kj , say, and
Ij(t) = Ij , so that from (10),

Kj = (vj/uj)Ij , j = 0, 1. (24)

Hence, from (21),

K
0

=
v
0

u
0

1
1 + ⌧

I and K
1

=
v
1

u
1

⌧

1 + ⌧
I. (25)

We may combine the above expressions to obtain a key scalar
equation for .

Proposition 2.  for any equilibrium state of the my-
opically optimized system must satisfy the following “equi-
librium equation”,

f(, ⌧) = I (26)

where,

f(; ⌧)
def
= (⇠⌧a11+a1)1/(a0�a1) + (⇠⌧a01+a0)1/(a0�a1)

(27)

and, ⇠
def
= (u

0

/v
0

)a0 (v
1

/u
1

)a1 .

Observe that the function f(; ⌧) is monotonic in . When
the knowledge impact index for the R stage exceeds that of
the D stage, i.e., a

1

< a
0

, the function is monotonically
increasing, and it is monotonically decreasing if a

0

< a
1

.

3.3 Equilibria Analysis
We enumerate and classify the equilibria resulting from

successive myopic optimizations. The equilibria are obtained
as solutions to the equilibrium equation in (26). The invest-
ment quantity, I, a parameter, is given particular attention.
In Regime 1, i.e.,  � K00,

I
0

= I, I
1

= Ih + Il = 0.

Hence from the system dynamics (24), the following equi-
librium exists:

K
0

= (v
0

/u
0

)I, K
1

= 0. (28)

That is, for any I there always exists a system equilibrium
in Regime 1, which is characterized by  = 1. Equilibria



in Regimes 2 and 3 must have corresponding values of (=
Ka0

0

/Ka1
1

) that are solutions of (26),

f(, ⌧) = I (29)

where ⌧ =

⇢
q� for equilibria in Regime 2,
� for equilibria in Regime 3.

Given I, there is natural interest in knowing how many
system equilibria exist. The following proposition provides
the answer. Let

I 0
2

def
= f(K0; q�) and I 00

2

def
= f(K00; q�). (30)

Note that I 0
2

< I 00
2

if a
1

< a
0

and I 00
2

< I 0
2

if a
0

< a
1

.

I 00
3

def
= f(K0; �). (31)

Proposition 3. Assume a
1

< a
0

. Partition the posi-
tive interval into four open intervals, (0, I

min

), (I
min

, Imid),
(Imid, Imax

), and, (I
max

,1), where

I
min

= I 0
2

, Imid = min{I 00
2

, I 00
3

}, and I
max

= max{I 00
2

, I 00
3

}.

When I 2 (0, I
min

), there are two equilibria, one in each of
Regimes 1 and 3. When I 2 (I

min

, Imid), there are three
equilibria, one in each of the three regimes. When I 2
(Imid, Imax

), there are two equilibria, one in Regime 1 and
the other in Regime 2 or 3, depending on whether I 00

3

< I 00
2

or the opposite, respectively. When I 2 (I
max

,1), there is
only one equilibrium, which exists in Regime 1.

Similar results hold for a
0

< a
1

and are omitted. In Sec.
6, we give examples exhibiting the dependence of the system
equilibrium on the initial state. For instance, we give a sys-
tem for which, when the initial state is in Regime r, conver-
gence is to an equilibrium state also in Regime r, r = 1, 2, 3.
This phenomenon of path dependence [2], specifically the en-
trapment of the system state in regimes in which the optimal
equilibria does not exist, demonstrates a singular weakness
of myopic optimization.

3.4 Equilibria for Large Investment, I
For I ! 1 we identify the Regime, and thereby the equi-

librium, which gives the highest profit. The assumed scaling
is that all system parameters, with the exception of I, are
O(1). The asymptotic framework yields a simple, insightful
perspective. Let a

1

< a
0

. From Proposition 3, for large I
there exists a unique equilibrium, K

0

= v
0

I/u
0

and K
1

= 0,
so that  = 1 and the equilibrium is in Regime 1. Also,
the RoI,

↵ = V
0

Ka0
0

= V
0

(v
0

/u
0

)a0 Ia0 . (32)

Next, let a
0

< a
1

. We know that for large I there exist
two equilibria, in Regimes 1 and 3. The equilibrium state
in Regime 1 is characterized above. For the equilibrium in
Regime 3, we have proven

Proposition 4. As I ! 1, for a
0

< a
1

, in Regime 3,

 ⇠ (⇠⌧a1)�1/(1+a1) ⇥ I(a0�a1)/(1+a1), (33)

where ⇠ is given in (27). Also

↵ ⇠ [V
0

+ qWh + (1� q)Wl] (v0/u0

)a0 Ia0 . (34)

These relations are revealing. Comparing (34) to (32), we
observe that dependencies on I of growth rates of the RoI

are identical in Regimes 1 and 3; however, the leading factor
is greater in Regime 3. The growth rates are identical and
equal to the knowledge impact index of the R stage, even
though the knowledge impact index is greater in the D stage.

4. AVERAGE PROFIT MAXIMIZATION
To address some of the shortcomings of myopic profit

maximization, we consider an alternative “strategic” ap-
proach that maximizes long-term, time-average profit by
implementing a simple control algorithm in real-time. The
approach is as follows: (i) assume that the allocations of
the aggregate investment quantity, I

0

, Ih and Il are state-
independent, constant over time; (ii) assume that the equa-
tions for the steady states of the knowledge stock in both the
R and D stages apply, from which their values may be calcu-
lated in terms of the constant investments; (iii) compute the
results given below for the nonlinear optimization problem
for the optimum allocations, I

0

, Ih and Il that maximize
the total profit rate in steady state. We show that for this
real-time allocation strategy, the knowledge stocks converge
to the steady states computed in (ii) for the allocations in
(iii).

4.1 Nonlinear Optimization Problem
The steady-state counterparts of previously defined time-

varying quantities are shown in this section without their
dependence on time t. Hence ⇧ denotes the steady state
profit rate, see (11),

⇧ = V
0

✓ +Wh�h +Wl�l. (35)

The constraints to the maximization of ⇧ are now derived.
The steady state equations for the knowledge stocks are
given by (24). Also, from (2)-(3) and (7),

I
0

= ✓/Ka0
0

and I
1

= (�/Ka1
1

)C. (36)

Introducing (24), we obtain

I
0

= (u
0

/v
0

)a0/(1+a0) ✓1/(1+a0)

and I
1

= �1/(1+a1) (u
1

/v
1

)a1/(1+a1) C1/(1+a1). (37)

We will explicitly identify the control variables, � and �
1

:

�
def
= I

0

/I and �
1

def
= Ih/I1, (38)

i.e., � is the fraction of the total investment quantity allo-
cated to the R stage, and �

1

is the fraction of the investment
for the D stage that is allocated to pay for the capacity to
handle the �h stream. The steady state profit rate in (35)
may be stated thus:

⇧(�, �
1

) = ⇡
0

(1� �)1+a1�
1

+ ⇡
1

�1+a0 + ⇡
2

(1� �)1+a1 , (39)

where ⇡
0

= ��1(Wh �Wl) (v1/u1

)a1 I1+a1 , (40)

⇡
1

= V
0

(v
0

/u
0

)a0 I1+a0 ,

⇡
2

= ��1Wl (v1/u1

)a1 I1+a1 .

We claim that for optimal resource allocation,

C  ✓, (41)

as otherwise there is unused capacity. By a similar argu-
ment, we also claim that the inequality in �h + �l  C may
be replaced by equality. Hence, from (37),

I
1

= �1/(1+a1) (u
1

/v
1

)a1/(1+a1) (�h + �l)
1/(1+a1). (42)



By using the steady state relations in (24) and (36), the
inequality in (41) may be represented thus:

1  � (v
0

/u
0

)a0 (u
1

/v
1

)a1 Ia0�a1(�1+a0/(1� �)1+a1). (43)

We let the right hand side define the new function, �(�)

�(�)
def
= �

0

(�1+a0/(1� �)1+a1), 0  �  1, (44)

where �
0

def
= �(v

0

/u
0

)a0(u
1

/v
1

)a1Ia0�a1 . Note that �(�)
is monotonic, increasing in �, �(0) = 0 and �(�) ! 1 as
� ! 1. Next, let �

0

be defined thus:

�(�
0

) = 1. (45)

The inequality in (43) may now be written thus:

�
0

 �. (46)

We next consider the constraints

0  �h  q✓ and 0  �l  (1� q)✓. (47)

It is easy to verify that these are included in the following
pair of constraints on the decision variables:

max[0, 1� (1� q)�(�)]  �
1

 min[1, q�(�)], (48)

�
0

 �  1. (49)

Proposition 5. Maximize (Steady State Profit) is equiv-
alent to maximize ⇧(�, �

1

) given in (39) with respect to � and
�
1

subject to the constraints in (48) and (49).

We let ⇧⇤ denote the solution. Note that maximizing
the steady state profit is identical to maximizing the long-
term, average profit. We decompose the problem into two
maximization problems to be solved in sequence:

P1: ⇧⇤ = max⇧(�)

with respect to � such that �
0

 �  1,

where ⇧(�) = ⇧⇤
0

(�) + ⇡
1

�1+a0 + ⇡
2

(1� �)1+a1(50)

P2: ⇧⇤
0

(�) = max[⇡
0

(1� �)1+a1�
1

]

with respect to �
1

subject to (48).

Now P2 has a simple solution, �⇤
1

(�):

�⇤
1

(�) =

⇢
q�(�) if �  �

1

1 if �
1

 �  1,
(51)

where �
1

is defined as the solution of the equation,

�(�
1

) = 1/q. (52)

Note from comparing (45) and (52) that �
0

< �
1

and that
�⇤
1

(�) is inconsequential in determining ⇧⇤
0

(�) when � = 1.
We will need the following expression for the optimum value
achieved by the solution of P2:

⇧⇤
0

(�) =

8
<

:

q�
0

⇡
0

�1+a0 if �
0

 �  �
1

,
⇡
0

(1� �)1+a1 if �
1

 � < 1,
0 if � = 1.

(53)

We turn to the problem P1. Note from (53)

⇧(�) =

8
>><

>>:

(q�
0

⇡
0

+ ⇡
1

)�1+a0 + ⇡
2

(1� �)1+a1

if �
0

 �  �
1

,
⇡
1

�1+a0 + (⇡
0

+ ⇡
2

)(1� �)1+a1

if �
1

 �  1.

(54)

It may be easily verified that in each segment, [�
0

,�
1

] and
[�

1

, 1], ⇧(�) is strictly convex. Since the maximum of con-
vex functions is achieved at corner points, we have the fol-
lowing solution to P2, and thereby the solution to the prob-
lem formulated in Proposition 5:

Proposition 6.

⇧⇤ = max[(q�
0

⇡
0

+ ⇡
1

)�1+a0
0

+ ⇡
2

(1��
0

)1+a1 ,

(q�
0

⇡
0

+ ⇡
1

)�1+a0
1

+ ⇡
2

(1��
1

)1+a1 ,⇡
1

]. (55)

Moreover, the maximum average profit is achieved by the
following values of the control variables:

⇧⇤ =

8
>>>>>><

>>>>>>:

(q�
0

⇡
0

+ ⇡
1

)�1+a0
0

+ ⇡
2

(1��
0

)1+a1

if � = �
0

, �
1

= q,

(q�
0

⇡
0

+ ⇡
1

)�1+a0
1

+ ⇡
2

(1��
1

)1+a1

if � = �
1

, �
1

= 1,

⇡
1

if � = 1.

(56)

4.2 Algorithm and Convergence
The algorithm for average profit maximization comprises

two phases, precomputation, followed by the real-time im-
plementation of the control (investment) policy. The aver-
age profit values for the three control alternatives given in
Proposition 6 are computed, and the one with the highest
average profit is identified. This yields the control variables,
� and �

1

, to be used in real-time. The real-time implemen-
tation is that at each time period, the fraction of the total
investment quantity, I, allocated to the R stage is �, and the
fraction of the allocation to the D stage that is allocated for
the capacity to develop the high-quality stream is �

1

.
The convergence of the algorithm is straightforward since

the dynamics of the knowledge stocks are described by in-
dependent, time-invariant, stable scalar equations in (10),
where I

0

= �I and I
1

= (1� �)I. Since 0 < uj < 1, j = 0, 1,
the knowledge stocks will converge to vjIj/uj (j = 0, 1).

5. STRATEGY FOR SHORT AND LONG-
TERM GOALS

Managers are often required to forsake good investments
to boost current earnings, and myopic optimization may in-
deed be the rational response in such circumstances. On the
other hand, adherence to long-term goals are undoubtedly
important for the corporation. Informed by the short and
long-term profit maximization strategies given in the pre-
ceding two sections, we present a hybrid strategy. In this
strategy, the system converges in steady state to the solu-
tion yielding the maximum long-term average profit; also,
the system’s transient behavior is myopically optimal dur-
ing its sojourn in the terminal regime in its approach to
equilibrium. The hybrid strategy consists of the following
two steps:
(1) Compute the optimal solutions to problems P1 and P2,
given in (55)-(56) in Prop. 6, and select the equilibrium with
the highest long-run average profit rate. Let ⌧⇤ (⌧⇤ = 0, q�,
or �) be the value of ⌧ associated with the solution.
(2) Set the investment quantities dynamically according to
(21) with ⌧ = ⌧⇤ for all time t and  = (t).

We have proven ([9]):

Proposition 7. Let K

⇤ be the equilibrium state corre-
sponding to the maximization in (55). Let K(t|K0) be the



Initial Steady State
Conditions Myopic Opt. Ave. Profit Opt.

K
0

K
1

  RoI  RoI
0.4 0.000039 8.0 1 1.423 1.18 1.735
4.0 1.0 2.0 1.18 1.735 1.18 1.735
1.0 16.0 0.5 0.86 1.666 1.18 1.735

Table 1: Results for Case 1

Initial Steady State
Conditions Myopic Opt. Ave. Profit Opt.

K
0

K
1

  RoI  RoI
600 1.2 4.5 1 7.1 0.56 10.4
10 10 0.56 0.56 10.4 0.56 10.4
400 2 3.0 0.56 10.4 0.56 10.4

Table 2: Results for Case 2

state at time t, given the initial state K

0. Then under the
above control policy

K(t|K0) ! K

⇤ as t ! 1 for all K0.

As in the algorithm in Sec 4.2 for the maximization of long-
term average profit, here the system converges to the most-
profitable equilibrium, regardless of the initial state. How-
ever, investment quantities on the path here respond to the
current state with a strategy similar to myopic optimization,
and thus this strategy bridges short and long-term profit
maximization.

6. NUMERICAL INVESTIGATIONS
We use following values in our numerical investigations:

u
0

= 0.75, v
0

= 0.25, u
1

= 0.625, v
1

= 0.25,

q = 0.25 and � = 0.5.

Also in the profit function, let V
0

= 2.25, Wh = 4.5,and
Wl = 1.5. The above yields (see (18)):

K0 = 1.0;K00 = 4.0. (57)

Case 1: a
1

= 0.25, a
0

= 0.5, i.e. the knowledge in the R
stage has greater impact index than in the D stage. This
yields I 00

3

= 2.7, I 0
2

= 0.506, and I 00
2

= 691 (see (30) and
(31)). For this case, we let I = 1.2. The results in Table 1
show that in myopic optimization there exists an equilibrium
in each of the three regimes, with distinct RoI, and also that
there exist initial conditions in each of the three regimes for
which the system in steady state remains entrapped in its
initial regime. Note that the equilibrium in Regime 2 has
the highest RoI. Also, observe that the algorithm for average
profit maximization leads the system to the most profitable
equilibrium for all three initial states.
Case 2: In a reversal of Case 1, we let a

0

= 0.25, a
1

= 0.5.
This yields I 00

2

= 0.049, I 0
2

= 150, and I 00
3

= 12.5. We let
I = 300. The results in Table 2 show that even though
a
0

< a
1

, in myopic optimization it is possible for the system
to be trapped in the suboptimal Regime 1 in which all in-
vestment is channeled to the R stage. The asymptotic result
in Prop. 4 asserts that for large I, the RoI for the equilib-
rium in Regime 3 will be superior to Regime 1, which is
observed. Also, as in Case 1, the average profit maximiza-
tion algorithm gives the most profitable equilibrium for all
three initial states.

7. CONCLUSION
For an early-stage work of the kind reported here, it is

easy to see multiple paths for enhancements. We mention
relaxation of (a) the investment amount I to include some
share of the profit, (b) the linear dependence of the capac-
ities of the R & D stages on investments, and (c) only two
stages in the network and only two levels of assessed val-
ues of projects. Stochastic modeling would certainly raise
relevance.
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An Optimal Scheduling Policy for the 2 ◊ 2 Input-Queued
Switch with Symmetric Arrival Rates

Y. Luú, S.T. Maguluri†, M.S. Squillanteú, T. Sukú, X. Wu†

ABSTRACT
We investigate a cannonical input-queued switch scheduling
problem in which the objective is to minimize the infinite
horizon discounted queue length under symmetric arrivals,
for which we derive an optimal scheduling policy and es-
tablish its theoretical properties with respect to delay. We
then compare via simulation these theoretical properties of
our optimal policy with those of the well-known MaxWeight
scheduling algorithm in order to gain insights on the delay
optimality of the MaxWeight scheduling policy.

1. INTRODUCTION
The design and analysis of high-speed, low-latency switch

networks for cloud computing data centers has been an ac-
tive area of research, where much of the previous work has
focused on high bandwidth. Studying delay in such queueing
systems is generally hard, and thus the switch was studied
in the heavy-tra�c regime; see, e.g., [1, 14, 4, 13, 12]. A
conjecture that the MaxWeight algorithm exhibits optimal
delay scaling in the heavy-tra�c regime [11] was recently
shown to be true [8, 7]. More specifically, it was shown that
the heavy-tra�c scaled sum of all the queue lengths in an
n ◊ n switch is �(n), which upon applying Little’s law im-
plies that the corresponding delay in a switch scales as �(1),
i.e., independent of the size of the switch.

An exact expression for the heavy-tra�c scaled sum of
queue lengths in steady-state was obtained under MaxWeight
scheduling [8]. A universal lower bound on this quantity
among all scheduling policies was also proposed, rendering
a factor of (2 ≠ 1

n ) gap. Hence, it remains open whether
the MaxWeight algorithm is less than a factor 2 away from
optimal, or the universal lower bound is loose, or both.

A recent study [6] investigates these questions for a gen-
eralized 2◊2 switch in which a linear cost function of queue
length (delay) is associated with each input-output queue,
where we model the switch using a Markov decision process
(MDP) and we derive an optimal policy that minimizes the
infinite horizon discounted cost by solving the Bellman equa-
tion. To the best of our knowledge, this is the first result
úMathematical Sciences Department, IBM Thomas J. Wat-
son Research Center, Yorktown Heights, NY 10598, USA.
†H. Milton Stewart School of Industrial and Systems En-
gineering, Georgia Institute of Technology, Atlanta, GA
30332, USA.

IFIP WG 7.3 Performance 2017. Nov. 14-16, 2017, New York, NY USA

Copyright is held by author/owner(s).

on an optimal scheduling policy to minimize the expected
weighted queue lengths in a non-trivial switch.

In this paper, we investigate further the general question
of optimal scheduling by focusing on the special case of a
2 ◊ 2 switch with uniform weights, i.e., unit cost vector,
and symmetric tra�c, i.e., the arrival rates to all queues are
the same. The optimal solution in this case subsumes the
MSMW-log policy suggested in [14] and extends the opti-
mality of the SOP policy in [10] beyond finite bu�ers. Our
primary goal is to devise an optimal scheduling policy with
respect to delay in the standard 2 ◊ 2 switch under sym-
metric arrivals. In addition, as a follow up to establishing
an optimal solution, we seek to gain insights on whether the
MaxWeight scheduling policy is delay optimal.

While our theoretical results on the optimal solution pro-
vide important insights on minimizing the expected queue
lengths in the switch system under symmetric arrivals, they
do not completely resolve the additional question of delay
optimality for MaxWeight because, even with proving de-
lay optimality of our policy, at this point we have not es-
tablished that it is strictly better than MaxWeight. More-
over, the performance of MaxWeight was studied in steady-
state [8], whereas our results are based on discounted cost.
Hence, to further investigate the question of delay optimal-
ity for MaxWeight, we use simulation to compare the perfor-
mance of our optimal MDP solution with that of MaxWeight
in a standard 2 ◊ 2 switch under symmetric tra�c. Our
simulation results indicate that the optimal MDP solution
renders better steady-state queue-length performance than
MaxWeight, suggesting that MaxWeight may not be opti-
mal. We also observe a gap between the performance of the
optimal MDP solution and the universal lower bound pro-
posed in [8], suggesting that the lower bound may not be
tight.

We then expand our simulation results to consider a very
simple form of non-symmetric arrivals, comparing against
the MaxWeight algorithm both our optimal MDP solution
for symmetric arrivals derived herein and our general op-
timal MDP solution [6] under this form of non-symmetric
arrivals, which overlaps with the optimal policy in [15]. Our
simulation results indicate that the optimal solution for non-
symmetric arrivals from [6] and [15] renders better steady-
state queue-length performance than MaxWeight, further
suggesting that MaxWeight may not be optimal, where we
again observe a gap between the performance of the opti-
mal solution and the universal lower bound in [8], further
suggesting that the lower bound may not be tight. Not sur-
prisingly, these simulation results also show that the optimal



MDP solution for symmetric arrivals does not perform well
under the very simple form of non-symmetric arrivals.

The remainder of the paper is organized as follows. We
first present the symmetric-arrivals model and problem for-
mulation. We then state our main results on an optimal
policy, followed by a summary of our proofs. Simulation re-
sults are presented next, including a discussion of concluding
remarks and future directions. We refer the reader to [6] for
additional results, proofs, related work, and technical de-
tails.

2. MODEL AND FORMULATION
Consider an input-queued switch with 2 input ports, 2

output ports, and a queue for each input-output port com-
bination that stores packets waiting to be transmitted to
the output port. Let (i, j) œ I := {(i, j) : i, j œ {1, 2}} in-
dex the queue associated with input port i and output port
j. Packets arrive at queue (i, j) according to an exogenous
stochastic process. All packets are assumed to be of the
same size and need exactly one unit of service.

Time is slotted and denoted by a nonnegative integer
t œ Z+ := {0, 1, . . .}. At each time t, a scheduling policy
selects a set of queues from which to simultaneously trans-
mit packets under the constraints: (1) At most one queue
at each input port can be active; (2) At most one queue at
each output port can be active. A schedule refers to a sub-
set of queues that satisfies these constraints, where the set
of maximal schedules are permutation matrices and where
one packet from a non-empty active queue is transmitted to
its destination. Formally, a schedule is described by a 22-
dimensional binary vector s = (sij)(i,j)œI such that sij = 1
if queue (i, j) is in the schedule, and sij = 0 otherwise; if one
of the activated queues in a schedule is empty, then the pro-
vided service at this queue is simply assumed to be unused.
Denote by P the set of all possible (maximal) schedules. We
study the scheduling problem in which a policy fi selects a
schedule Sfi(t) œ P in every slot t.

We assume that the arrival processes {Aij(t) : t œ Z+} are
independent and identically distributed within and across
all queues (i, j) œ I, where Aij(t) œ Z+ denotes the number
of arrivals to queue (i, j) during [t, t + 1). Define A(t) :=
(Aij(t))(i,j)œI and further define Qfi(t) := (Qfi

ij(t))(i,j)œI ,
where Qfi

ij(t) œ Z+ denote the length of queue (i, j) at time t
under policy fi. Since the arrival process is independent and
identically distributed, we will use A to denote a random
variable that has the same joint distribution as A(t) for
any t. The queueing dynamics under policy fi then can be
expressed as

Qfi
ij(t + 1) = Qfi

ij(t) + Aij(t) ≠ Sfi
ij(t) · I{Qfi

ij
(t)>0}, (1)

where IA is an indicator function associated with event A,
returning 1 if A is true and 0 otherwise. Denote by
⁄ij = E[Aij(t)] the arrival rate of queue (i, j). It is well
known that the capacity region of the switch is given by
C = {⁄ :

q
i
⁄ij < 1 and

q
j

⁄ij < 1}, i.e., the total arrival
rate to each input-output can be at most one. Hence, as long
as the arrival rates are in the capacity region C, there ex-
ists a scheduling policy under which the underlying Markov
chain of the queue length processes Qfi(t) is positive recur-
rent. Moreover, for any arrival rate outside the set C, no
scheduling policy can lead to a positive recurrent Qfi(t).

Since the arrivals to all queues are symmetric, i.e., ⁄ij =

⁄, ’(i, j) œ I, we assume ⁄ < 1/2 to ensure the load is within
the capacity region C. Our goal is to establish an optimal
scheduling policy that minimizes the total discounted queue
length over an infinite time horizon. More specifically, under
policy fi, the total queue length at time t is

cfi(t) =
ÿ

(i,j)œI

Qfi
ij(t)

We are interested in the total discounted queue length over
an infinite horizon given by

J—(q, fi) :=
Œÿ

t=0

E[—t cfi(t)]

with Qfi(0) = q, discount factor — œ (0, 1), and Qfi(t) fol-
lowing (1). Observe from (1) that Qfi(t + 1) is determined
by Sfi(t), which is determined by the policy. A schedul-
ing policy is admissible if the schedule Sfi(t) at time t is
based solely on information revealed up to time t, such as
Sfi(s), Qfi(s + 1), and A(s) for all s < t. It is well known
from MDP theory [9] that there exists an optimal station-
ary Markov policy, where Sfi(t) depends only on Qfi(t) (and
not even on time t), and therefore we restrict our attention
herein to such stationary Markov scheduling policies. With
a slight abuse of notation, we will use Sfi(q) to denote the
schedule under policy fi in state q. Let M denote the set
of all stationary Markov policies.

Specifically, we seek to solve the optimization problem

min
fiœM

J—(q, fi) (P—)

and find the policy that achieves the minimum.

3. OPTIMAL SCHEDULING

3.1 Maximizing Service Rate
Instead of directly solving the problem (P—), we shall con-

sider an equivalent problem that is based on a reward for
maximizing the service rate, where the reward only depends
on the current queue lengths and the service action. In par-
ticular, upon choosing schedule s œ P with current queue
length vector q œ Z|I|

+ , the reward function r : Z|I|
+ ◊ P æ

R+ is defined by

r(q, s) :=
ÿ

⇢œI

s⇢ · I{q⇢>0}.

The corresponding discounted infinite horizon reward func-
tion under the stationary policy fi is

J̃—(q, fi) := E
5 Œÿ

t=0

—t r(Qfi(t),Sfi(t))
6

where Qfi(0) = q is the initial state. Then we can construct
an alternative optimization problem as follows:

max
fiœM

J̃—(q, fi). (P̃—)

Next, we show that if there is an optimal (stationary)
policy fiú of (P̃—), then fiú is an optimal policy of (P—).
This result was proved in [2, 3]. for a parallel queueing
system, and we present the proof here in our context for
completeness.



Proposition 3.1. For any — œ (0, 1), any policy fi œ
M that is an optimal solution for problem (P̃—) is also an
optimal solution for problem (P—), and vice versa.

Proof. From the queue evolution equation (1) and the
definition of the cost and reward functions, we have

cfi(t + 1) = cfi(t) +
ÿ

(i,j)œI

Aij(t) ≠ rfi(t),

where rfi(t) := r(Qfi(t),Sfi(t)). Summing over t and dis-
counting with —, we obtain

J—(q, fi) = cfi(0) + —

Œÿ

t=0

E[—tcfi(t + 1)]

= cfi(0) + —

Œÿ

t=0

E[—t(cfi(t) +
ÿ

(i,j)œI

Aij(t) ≠ rfi(t))]

= cfi(0) + —J—(q, fi) + g ≠ —J̃—(q, fi),

where

g =
Œÿ

t=0

—t+1 E[
ÿ

(i,j)œI

Aij(t)] = 4⁄

Œÿ

t=0

—t+1 = 4⁄—/(1 ≠ —)

which does not depend on the policy fi. Hence, we obtain

(1 ≠ —)J—(q, fi) = cfi(0) + g ≠ —J̃—(q, fi).

Since g does not depend on the policy and is finite for all
— œ (0, 1), any policy that minimizes J— also maximizes
J̃— .

3.2 An Optimal Policy
We now solve the problem (P̃—) using value iteration and

show that the following algorithm is an optimal policy.
Algorithm 1: For a schedule s œ P, we define its size as
the number of non-empty queues included in that schedule.
In every slot t, a schedule is chosen as follows (in order):
(i) Select size-2 schedule, if exists, with ties broken accord-
ing to arbitrary well-defined (potentially randomized) rule;
(ii) Otherwise, if there are multiple (two) size-1 schedules,
then the longest queue among them is served;
(iii) Otherwise, the queue of unique size-1 schedule is served.

When all four queues are non-empty in Algorithm 1, then
either of the schedules may be chosen. Suppose in this case
we always choose the maximum weight schedule (i.e., select
the schedule so that the sum of the scheduled queue lengths
is maximum); then such an algorithm is called MSMW (Max-
Size priority MaxWeight) because it always selects a max-
imum size schedule but breaks ties by giving priority to a
maximum weight schedule. Suppose instead that the ties in
case (i) are broken using the logarithm of queue lengths as
weights; then we obtain the MSMW-log algorithm proposed
in [14]. Hence, both MSMW and MSMW-log fall into the
class of algorithms defined in Algorithm 1.

To solve problem (P̃—), we first write down the Bellman
equation:

V (q) = max
sœP

)
r(q, s) + —E[V ((q ≠ s)+ + A)]

*
.

The optimal stationary policy is given by the minimizing
schedule for each state q, which we solve using value iter-
ation. Let V0(q) = 0 for all q œ Z|I|

+ , and in the (n + 1)th

iteration, we define the (n + 1)th value function as

Vn+1(q) = max
sœP

)
r(q, s) + —E[Vn((q ≠ s)+ + A)]

*
. (2)

The nth value function Vn maximizes the total discounted
reward over [0, n] among all stationary policies fi œ M, i.e.,

Vn(q) := sup
fiœM

E
5 nÿ

t=0

—t r(Qfi(t),Sfi(Qfi(t)))
6

,

In the following, we prove that Algorithm 1 is an opti-
mal policy to solve Bellman equation (2) for any n, which
implies that the algorithm solves Problems (P̃—) and (P—).
For notational simplicity, let e⇢ represent the state in which
only one packet exists in bu�er ⇢ and all other bu�ers are
empty, ⇢ œ I. With a slight abuse of notation, schedule s
that serves queues ⇢ and ! is written by s = e⇢ + e!.

We now investigate the Bellman equation and, in the sub-
sequent two propositions, identify equations that any value
function satisfies, with proofs postponed until §4.

Proposition 3.2. For any n œ Z+ and for any — œ
(0, 1), the value function Vn satisfies

Vn(q + e⇢ + e!) = Vn(q + eµ + e⌫), (3)
— Vn(q + e⇢ + e!) Æ — Vn(q + eµ) + 1, (4)

— Vn(q + e⇢) Æ — Vn(q) + 1, (5)
Vn(q + eµ + e⇢) + Vn(q + eµ)

Ø Vn(q + 2eµ) + Vn(q + e⇢), (6)

where ⇢,!,µ,⌫ œ I, P = {e⇢ + e!, eµ + e⌫} and q œ Z4
+.

Proposition 3.2 does not require the indenpendent and
identically distributed assumption on arrivals. However, the
indenpendent and identically distributed assumption is crit-
ical for the next proposition.

Proposition 3.3. Any value function Vn satisfies

Vn(x e⇢ + y e! + z eµ + w e⌫)
= Vn(z e⇢ + w e! + x eµ + y e⌫),

(7)

where P = {e⇢ + e!, eµ + e⌫} and (x, y, z, w) œ Z4
+.

The above proposition equations are shown in Lemma 3.1
to identify the optimal actions in any value iteration. As-
suming that a value function satisfies (3)–(7), we show that
Algorithm 1 is an optimal action for the next iteration.

Lemma 3.1. Suppose that Vn satisfies (5) and (6) in Propo-
sition 3.2. For state q œ Z|I|

+ such that all possible schedules
transmit only one packet, in the (n + 1)th value iteration, if
the optimal action on q is to serve queues µ and ⌫, then
this is an optimal action on q + eµ and q + e⌫ .

Suppose that Vn also satisfies (3), (4), and (7). Then,
Algorithm 1 is an optimal policy in the (n + 1)th value iter-
ation.

Proof. Without loss of generality, suppose that q⇢ Ø 1,
q! = 0, qµ Ø 1, and q⌫ = 0, where ⇢ ”= ! are queues that
cannot be served with µ and the optimal actions on q is to
serve queues µ and ⌫. Then, we have

1 + — E[Vn(q + A ≠ eµ)] Ø 1 + — E[Vn(q + A ≠ e⇢)]. (8)



Substituting q + A ≠ eµ ≠ e⇢ Ø 0 for q in (6), then multi-
plying by — and taking expectation of the resulting equation
over A and adding this to (8), we obtain

1 + — E[Vn(q + A)] Ø 1 + — E[Vn(q + A + eµ ≠ e⇢)],
which implies that it is optimal to serve µ and ⌫ on q + eµ.

On the other hand, for q + e⌫ , we have
1 + — E[Vn(q + A + e⌫ ≠ e⇢)] Æ 2 + — E[Vn(q + A ≠ e⇢)]

Æ 2 + — E[Vn(q + A ≠ eµ)],
where the first inequality follows from (5) and the second
from (8). Hence, it is optimal to serve µ and ⌫ on q + e⌫ .

We prove the second part of the lemma by solving the
maximization in the (n + 1)th value iteration (2) under each
of the three cases defined in Algorithm 1. In the remainder of
this proof, we assume that I = {⇢,!,µ,⌫}, s1 = e⇢ + e! œ
P, and s2 = eµ + e⌫ œ P.

Case (i): Without loss of generality, for state q, suppose
that q⇢ Ø 1 and q! Ø 1. First, assume that qµ, q⌫ Ø 1.
Then, from (3), we have
E[2 + —Vn(q ≠ e⇢ ≠ e! +A)] = E[2 + —Vn(q ≠ eµ ≠ e⌫ +A)],
which will lead to
r(q, s1)+— E[Vn((q≠s1)++A)] = r(q, s2)+— E[Vn((q≠s2)++A)].
Second, assume only one of qµ and q⌫ is empty, so assume
that q⌫ = 0. Then, from (4), we have
E[2 + — Vn(q ≠ e⇢ ≠ e! + A)] Ø E[1 + — Vn(q ≠ eµ + A)],

from which we obtain
r(q, s1)+— E[Vn((q≠s1)++A)] Ø r(q, s2)+— E[Vn((q≠s2)++A)].
Lastly, suppose that qµ = q⌫ = 0. Then, (5) indicates that

E[2 + — Vn(q ≠ e⇢ ≠ e! + A)] Ø E[— Vn(q + A)],
and thus
r(q, s1)+— E[Vn((q≠s1)++A)] Ø r(q, s2)+— E[Vn((q≠s2)++A)].
Hence, in all cases, choosing schedule s1, which transmit two
packets, is optimal.

Case (ii): Again, without loss of generality, we assume
that q = x e⇢ + z eµ with x, z œ N. First, assume that
x = z. Then, we have
r(q, s1) + — E[Vn((q ≠ s1)+ + A)]
= 1 + — E[Vn(x ≠ 1 + A⇢)e⇢ + A!e! + (x + Aµ)eµ + A⌫e⌫ ]
= 1 + — E[Vn(x + Aµ)e⇢ + A!e! + (x ≠ 1 + A⇢)eµ + A⌫e⌫ ]
= r(q, s2) + — E[Vn((q ≠ s2)+ + A)],

where the second equation comes from (7) and the fact
that A⇢ and Aµ are independent and identically distributed.
Therefore, any schedule is optimal.

Second, when x > z, for state z e⇢ + z eµ, choosing sched-
ule s1 is optimal, and so it is for state q = x e⇢ + z eµ due
to the first part of this lemma.

Case (iii): Without loss of generality, suppose that q! =
qµ = q⌫ = 0, and q⇢ > 1. Then, from (5), we have

E[1 + — Vn(q ≠ e⇢ + A)] Ø E[— Vn(q + A)].
Hence, choosing schedule s1 is optimal because
r(q, s1)+— E[Vn((q≠s1)++A)] Ø r(q, s2)+— E[Vn((q≠s2)++A)].

Theorem 3.1. For 2◊2 input-queued switches with sym-
metric arrivals, Algorithm 1 is optimal and minimizes the
discounted infinite horizon cost J—(q, fi) for any — œ (0, 1).

Proof. From Lemma 3.1 and Propositions 3.2 and 3.3,
the policy in Algorithm 1 is optimal for all value iterations.
Hence, it is optimal for Problem (P—) and Problem (P̃—).

4. PROOF OF PROPOSITIONS 3.2 AND 3.3
This section establishes equations (3)–(7) in Propositions

3.2 and 3.3. Throughout this section, we assume that I =
{⇢,!,µ,⌫}, s1 = e⇢ + e! œ P, and s2 = eµ + e⌫ œ P.

4.1 Proof of (3)–(5)
First, we prove (3)–(5) by induction on n. Since V0 = 0,

all equations hold for n = 0. Suppose that Vn satisfies (3)–
(5) for n = k. Lemma 3.1 implies in the next iteration:

Vk+1(q+eµ+e⌫) = Vk+1(q+e⇢+e!) = 2+— E[Vk(q+A)],

which implies that (3) holds for n = k + 1. To show that (4)
holds for n = k + 1, first assume that q⌫ = 0. We have

Vk+1(q + eµ) Ø 1 + — E[Vk(q + A)],
Vk+1(q + e⇢ + e!) = 2 + — E[Vk(q + A)],

so that (4) holds for n = k + 1. If q⌫ Ø 1, we obtain

Vk+1(q + eµ) = 2 + — E[Vk(q ≠ e⌫ + A)]
Ø 1 + — E[Vk(q + A)],

Vk+1(q + e⇢ + e!) = 2 + — E[Vk(q + A)],

where the second equation in the first line comes from (5)
for n = k. Therefore, Vk+1 satisfies (4). Finally, let s œ P
be a schedule. If (s⇢ = 0) or (s⇢ = 1 and q⇢ = 1), we have

r(q + e⇢, s) = r(q, s),
— Vk((q + e⇢ ≠ s)+ + A) = — Vk((q ≠ s)+ + A + e⇢)

Æ — Vk((q ≠ s)+ + A) + 1,

where the last equation follows from the induction hypoth-
esis. Otherwise (i.e., s⇢ = 1, q⇢ = 0), we obtain

r(q + e⇢, s) = r(q, s) + 1,

— Vk((q + e⇢ ≠ s)+ + A) = — Vk((q ≠ s)+ + A).

Hence, we can conclude that Vk+1 satisfies (5) because

Vk+1(q + e⇢)
= max

sœP

)
r(q + e⇢, s) + — E[Vk((q + e⇢ ≠ s)+ + A)]

*

Æ max
sœP

)
r(q, s) + — E[Vk((q ≠ s)+ + A)]

*
+ 1

= Vk+1(q) + 1,

thus completing the proof of Proposition 3.2.

4.2 Proof of (6)
We prove Proposition (6) by induction on n, introducing

new inequalities, for µ œ I,

2Vn(q + eµ) Ø Vn(q) + Vn(q + 2eµ), (9)

which are established in [6].
First, for n = 0, equation (6) holds because V0(q) = 0

for all q œ Z|I|
+ . Next, assuming that the kth value function

satisfies (6), we prove (6) for n = k + 1 where eµ + e⇢ ”œ P.



The right-hand side of this equation is involved with the
optimal actions on q + 2eµ and q + e⇢ in the (k + 1)th value
iteration, in which case the first statement in Lemma 3.1
holds because Vk satisfies (5) and (6). Hence, if the optimal
action of the (k + 1)th value iteration on q + 2eµ is to serve
queues ⇢ and !, then so is this the optimal action on q +
e⇢. Further, if the optimal action of the (k + 1)th value
iteration on q + e⇢ is to serve queues µ and ⇢, then state
q + 2eµ has the same optimal action in the (k + 1)th value
iteration. We therefore have, in the (k + 1)th iteration, the
following three cases for optimal actions on those two states:
(1) Both optimal actions are to serve queues µ and ⌫; (2)
Both optimal actions are to serve queues ⇢ and !; (3) The
optimal action on (q + 2µ) is to serve queues µ and ⌫, and
the optimal action on q +⇢ is to serve queues ⇢ and !. We
prove (6) for the (k + 1)th value function dealing with all
three cases.

First, suppose that optimal actions on q +2eµ and q +e⇢

are to transmit packets in queue µ and ⌫ in the (k + 1)th

value iteration. If qµ Ø 1, we obtain

Vk+1(q + 2eµ) + Vk+1(q + e⇢)
=1 + I{q⌫>0} + — E[Vk((q ≠ e⌫)+ + A + eµ)]

+ 1 + I{q⌫>0} + — E[Vk((q ≠ e⌫)+ + A ≠ eµ + e⇢)]
Æ1 + I{q⌫>0} + — E[Vk((q ≠ e⌫)+ + A + e⇢)]

+ 1 + I{q⌫>0} + — E[Vk((q ≠ e⌫)+ + A)]
ÆVk+1(q + eµ + e⇢) + Vk+1(q + eµ),

where the second inequality follows from the induction hy-
pothesis (substituting (q ≠ e⌫)+ + A ≠ eµ for q in (6) for
Vk) and the last inequality follows from the definition of the
value iteration. On the other hand, if qµ = 0, we have

Vk+1(q + 2eµ) + Vk+1(q + e⇢)
=1 + I{q⌫>0} + — E[Vk((q ≠ e⌫)+ + A + eµ)]

+ I{q⌫>0} + — E[Vk((q ≠ e⌫)+ + A + e⇢)]
Æ1 + I{q‹ >0} + — E[Vk((q ≠ e⌫)+ + A)]

+ 1 + I{q22>0} + — E[Vk((q ≠ e⌫)+ + A + e⇢)]
ÆVk+1(q + eµ + e⇢) + Vk+1(q + eµ),

where the second inequality follows from (5) and the last
follows from the definition of the value iteration.

Second, assume that optimal actions on q+2eµ and q+e⇢

are to transmit packets in queue ⇢ and ! in the (k + 1)th

value iteration. If q⇢ Ø 1, we obtain

Vk+1(q + 2eµ) + Vk+1(q + e⇢)
ÆVk+1(q + eµ + e⇢) + Vk+1(q + eµ),

by a procedure similar to the above (substituting (q≠e!)++
A ≠ e⇢ for q in (6) for Vk). On the other hand, if q⇢ = 0,
we have

Vk+1(q + 2eµ) + Vk+1(q + e⇢)
=I{qÊ>0} + — E[Vk((q ≠ e!)+ + A + 2eµ)]

+ 1 + I{qÊ>0} + — E[Vk(q ≠ e!)+ + A)]
Æ1 + I{qÊ>0} + — E[Vk((q ≠ e!)+ + A + eµ)]

+ I{qÊ>0} + — E[Vk((q ≠ e!)+ + A + eµ)]
ÆVk+1(q + eµ + e⇢) + Vk+1(q + eµ),

where the second inequality follows from the induction hy-
pothesis (substituting (q≠e!)+ +A for q in (9) for Vk) and
the last follows from the definition of the value iteration.

Finally, suppose that the optimal action on q + 2eµ is to
serve packets in queues µ and ⌫, and the optimal action
on q + e⇢ is to transmit packets in queue ⇢ and ! in the
(k + 1)th value iteration. Then, we obtain

Vk+1(q + 2eµ) + Vk+1(q + e⇢)
=1 + I{q⌫>0} + — E[Vk((q ≠ e⌫)+ + A + eµ)]

+ 1 + I{q!>0} + — E[Vk((q ≠ e!)+ + A)]
=1 + I{q⌫>0} + 1 + I{q!>0} + — E[Vk(Q + z) + Vk(Q + w)],

Vk+1(q + eµ) + Vk+1(q + eµ + e⇢)
Ø1 + I{q⌫>0} + — E[Vk((q ≠ e⌫)+ + A)]

+ 1 + I{q!>0} + — E[Vk((q ≠ e!)+ + A + eµ)]
=1 + I{q⌫>0} + 1 + I{q!>0} + — E[Vk(Q + x) + Vk(Q + y)],

where Q := (q≠e⌫ ≠e!)++A, x := q≠(q≠e⌫)++eµ, y :=
q ≠ (q ≠e!)+, z := q ≠ (q ≠e!)+ +eµ, w := q ≠ (q ≠e⌫)+.
We also have x, y, z, w œ {0, 1}|I|, x Æ eµ+e⌫ , y Æ e⇢+e!,
and x + y = z + w. We therefore obtain

Vk+1(q + eµ) + Vk+1(q + eµ + e⇢)
Ø1 + I{q⌫>0} + 1 + I{q!>0}

+ — E[Vk(Q + x) + Vk(Q + y)]
Ø1 + I{q⌫>0} + 1 + I{q!>0}

+ — E[Vk(Q + z) + Vk(Q + w)]
=Vk+1(q + 2eµ) + Vk+1(q + e⇢)

where the second inequality follows from Lemma 5.1 in [6].
Hence, (6) holds for the (k + 1)th value function Vk+1.

4.3 Proof of (7)
The proof will be by induction on n. First, because V0 =

0, V0 satisfies (7). Second, suppose that (7) holds for n = k.
Let q = x e⇢ + y e! + z eµ + w e⌫ and qÕ = z e⇢ + w e! +
x eµ + y e⌫ . Then, we have

r(q, s1) = r(qÕ, s2),
E[Vk((q ≠ s1)+ + A)] = E[Vk((qÕ ≠ s2)+ + A)]

r(q, s2) = r(qÕ, s1),
E[Vk((q ≠ s2)+ + A)] = E[Vk((qÕ ≠ s1)+ + A)].

From the indenpendent and identically distributed assump-
tion and induction hypothesis on n = k, the Bellman equa-
tion (2) yields Vk+1(q) = Vk+1(qÕ), which means that (7)
holds for any value function.

5. DISCUSSION AND SIMULATIONS
Theorem 3.1 shows that Algorithm 1 minimizes the dis-

counted cost MDP problem P— . As previously noted, how-
ever, this does not resolve the separate question of MaxWeight
optimality. To resolve whether or not MaxWeight is delay
optimal, we are working to complete the following steps as
part of a future version of this paper. First, we assume
herein that arrivals occur after departures within a time slot,
whereas most of the prior MaxWeight literature assumes
that departures occur after arrivals within a time slot; this
assumption should not a�ect the results, though it should be



Figure 1: Steady-state comparison of MSMW,
MaxWeight, MaxSize and universal lower bound.

Figure 2: Heavy-tra�c comparison of MSMW,
MaxWeight, MaxSize and universal lower bound.

addressed from a consistency perspective. Second, we solve
herein the infinite horizon discounted cost MDP, whereas
prior heavy-tra�c results are in steady-state; by exploit-
ing well-known results on MDPs, we are working to show
that Algorithm 1 is an optimal solution for the infinite hori-
zon average cost MDP. Finally, establishing whether or not
the MaxWeight algorithm is delay optimal would still re-
quire showing that the expected cost under Algorithm 1 in
steady-state is strictly smaller than that of MaxWeight; one
approach of interest for doing so is to calculate the cost un-
der Algorithm 1 in heavy-tra�c and show that it is smaller
than that calculated in [8].

Toward the above steps as part of ongoing work, we now
investigate via simulation whether Algorithm 1 is strictly
better than MaxWeight in steady-state. Specifically, we con-
sider a 2 ◊ 2 switch with indenpendent and identically dis-
tributed Bernoulli arrivals at each port. When the arrival
rate for each queue is ⁄, the tra�c intensity is fl = 2⁄. For
the purpose of simulations, we assume that service happens
after arrivals within a time slot.

Figure 1 compares the expected sum of all queue-lengths
in steady-state under the MSMW, MaxWeight and MaxSize
algorithms. Recall that, based on the tie-breaking rule in
case (i) of Algorithm 1, we can define di�erent algorithms.
We choose the MSMW algorithm where ties are broken by
selecting the schedule with the maximum weight defined
as the sum of the queue lengths in that schedule. Under
the MaxWeight algorithm, the schedule with the maximum
weight is selected in every time slot, where the weight is
calculated according to the queue lengths. In the MaxSize
algorithm, a maximum size schedule is selected in every time

Figure 3: Steady-state comparison of MSMW,
MaxWeight, MSC and universal lower bound; one
queue has no arrivals.

Figure 4: Heavy-tra�c comparison of MSMW,
MaxWeight, MSC and universal lower bound; one
queue has no arrivals.

slot, breaking ties uniformly at random, where the size of a
schedule is the number of non-empty queues therein. Note
that the only di�erence between MaxSize and Algorithm 1 is
in the tie-breaking rule. We may also consider MSMW-log
where the weights are logarithms of queue lengths. However,
in a 2 ◊ 2 switch, the di�erence is not important because of
the tie-breaking rule among size-two matchings based on our
proof in §3.2; among size-one matchings, both MSMW and
MSMW-log select the same schedule. Figure 1 also plots
the universal lower bound presented in [8], which reduces to
(fl2)/2(1 ≠ fl) for the model under consideration.

We observe that the queue lengths under all algorithms
and the lower bound blow up to infinity as the tra�c in-
tensity approaches 1, which is as expected since the uni-
versal lower bound is �

! 1
1≠fl

"
. While it was shown that

MaxSize may not be stable for all arrival rates within the
capacity region of a 2 ◊ 2 switch [5], our simulation results
suggest that it is stable in the symmetric case. Although the
performance di�erences among the algorithms are small in
light tra�c, Figure 1 indicates that MSMW performs better
in heavy-tra�c. We also note that there is a gap between
the MSMW performance and the universal lower bound. If
MSMW indeed minimizes the steady-state expected queue
lengths, this suggests that the universal lower bound is loose.

Since the queue lengths are O
! 1

1≠fl

"
, we plot in Figure 2

the normalized queue lengths, i.e., queue lengths multiplied
by (1 ≠ fl), which is called heavy-tra�c scaling. We use ‘
to denote (1 ≠ fl) = (1 ≠ 2⁄) where ‘ is called the heavy-
tra�c parameter. The di�erences among the curves are



more clearly evident in this figure, with not much di�erence
between MaxWeight and MaxSize. The limiting point of the
curves in Figure 2 is called the heavy tra�c limit, where this
limit for MaxWeight and the universal lower bound has been
shown to be 0.75 and 0.5, respectively [8]; both of these re-
sults match our simulation results. The limit under MSMW
appears to be around 0.65.

Our focus in this paper is on the symmetric tra�c case
with the same arrival process across all queues. A natural
question concerns the optimal policy under general inden-
pendent and identically distributed tra�c: Is it possible that
MSMW is optimal in this case? We again investigate this
question using simulations and the answer turns out, not
surprisingly, to be No. Consider the 2 ◊ 2 switch where one
of the queues, say queue (2, 2), has no arrivals. The same
arrival rate is assumed for the other three queues, again de-
noted by ⁄, with tra�c intensity fl = 2⁄ and heavy-tra�c
parameter ‘ = (1 ≠ fl) = (1 ≠ 2⁄).

MaxSize turns out to be unstable when ⁄ is close to 0.5,
and thus MaxSize is not included in the simulations for this
case. Instead, we include an algorithm based on our gen-
eral optimal MDP solution [6] under the above form of non-
symmetric arrivals, which was also shown in [15] to min-
imize the infinite-horizon discounted cost in a continuous-
time model with Poisson arrivals and exponential job-sizes;
we will call this the MSC algorithm. Whenever both the
queues (1, 2) and (2, 1) are non-empty, they are scheduled
together. Otherwise, the MSC algorithm gives priority to
queue (1, 1), where the intuition is that we want to maximize
the number of size-two schedules. When faced with only two
size-one matchings, say for example (1, 1) and (1, 2), if the
(1, 1) queue is scheduled in the current time slot, then there
is a greater chance of scheduling a size-two matching in the
future if there is an arrival into the (2, 1) queue. In other
words, a score of 1 is assigned to queues (1, 2) and (2, 1)
whenever they are non-empty, whereas queue (1, 1) is as-
signed a larger score of 1.5 (any number strictly between
1 and 2 is acceptable) whenever it is non-empty; all empty
queues have scores zero and the schedule with the maximum
score is chosen in each time slot.

Figure 3 compares the expected sum of all queue-lengths
in steady-state under the MSMW, MaxWeight and MSC
algorithms together with the universal lower bound from
[8], where the latter is (fl2)/4(1 ≠ fl) in this case. Figure 4
presents the corresponding heavy-tra�c scaled sum of queue
lengths. We observe here that MSMW is no longer optimal,
and MSC is clearly better than MSMW. There is still a gap
between the universal lower bound and MSC suggesting that
the universal lower bound may also be loose in this case.

Note that the MaxWeight, MaxSize and MSMW algo-
rithms do not need to know arrival process information.
On the other hand, the MSC algorithm exploits knowledge
about the asymmetry of the per-queue arrival processes in
its decisions and thus performs better than the other al-
gorithms. This suggests that, under general arrivals, uni-
formly optimal policies may exploit knowledge of the arrival
processes [6]. However, the simulations of this section do
not rule out the possibility of an arrival-process-agnostic al-
gorithm that is also optimal. An interesting question in
this context is as follows: What is the ratio of the expected
steady-state sum of queue lengths under the best arrival-
process-agnostic algorithm and that under the optimal al-
gorithm? We know from recent results on MaxWeight that,

in the heavy-tra�c regime, this ratio is at most (2 ≠ 1
n ) in a

n◊n switch [8]. However, the actual answer may be smaller
if the universal lower bound, on which the ratio bound is
based, is loose as suggested by the above simulation results.
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1. INTRODUCTION AND MODEL
Motivation: Distributed (computing) systems aim to at-
tain scalability through parallel execution of multiple tasks
constituting a job. Each task is run on a separate node,
and the job is completed only when the slowest task is fin-
ished. It has been observed that task execution times have
significant variability, e.g., because of multiple job resource
sharing, power management [6]. The slowest tasks that de-
termine the job execution time are known as ”stragglers”.

Two common performance metrics for distributed job ex-
ecution are 1) Latency, measuring the execution time, and
2) Cost, measuring the resource usage. Job execution is de-
sired to be fast and with low cost, but these are conflicting
objectives. Replicating tasks and running the replicas over
separate nodes has been shown to be e↵ective in mitigating
the e↵ect of stragglers on latency [2], and is used in practice
[7]. Recent research proposes to delay replication in order to
reduce the cost [14], and clone only the tasks that at some
point appear to be straggling.

Erasure coding is a more general form of redundancy than
simple replication, and it has been considered for straggler
mitigation in both data download [10] and, more recently,
in distributed computing context [8, 9]. We took this line of
work further by analyzing the e↵ect of coding and replica-
tion on the tradeo↵ between cost and latency as in [11]. We
examined whether the redundancy should be simple replica-
tion or coding, and when it should be introduced. We here
extend the cost and latency analysis in [11] for systems that
use redundancy together with task relaunch.

System Model: In our system, a job is split into k tasks.
Job execution starts with launching all its k tasks, and the
redundancy is introduced only if the job is not completed
by some time �. Note that we don’t consider queueing of
jobs or tasks; all tasks start service together.

In replicated-redundancy (k, c,�)-system, if the job still
runs at time �, then c replicas for each remaining task
are launched. In coded-redundancy (k, n,�)-system, if the
job still runs at time �, n � k redundant parity tasks are
launched where completion of any k of all launched tasks
results in total job completion (see Fig. 1). Note that this
assumption does not impose severe restrictions. Any linear
computing algorithm can be implemented with this k-out-
of-n structure simply by using linear erasure codes. Par-
ticular examples can be found in e.g., [8, 9] and references
therein. If system implements task relaunch, then tasks that
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Figure 1: A job with four tasks is executed with delayed redun-

dancy. Check marks represents task completion and crosses rep-

resents task cancellation. (With replication, exact clones of the

straggler tasks are introduced, while with coding parity tasks can

be used as a “clone” for any task, therefore, stragglers do not

have to be tracked down.)

remain running at time � are canceled, and fresh copies are
launched in their place immediately together with the re-
dundant tasks.

We assume that task execution times are iid and follow
one of the two canonical distributions: 1) shifted exponen-
tial SExp(D,µ) modeling tasks that take some minimum
time D � 0 and have an exponential tail with decaying rate
µ modeling the randomness inherent in the system and 2)
Pareto(�,↵) with positive minimum value � and a power
law tail index ↵. Pareto is a canonical heavy tailed distri-
bution that is observed to fit task execution times in real
computing systems [6, 12].

Fig. 2 plots the empirical tail distribution of task com-
pletion times1 for jobs with 15, 400, and 1050 tasks in the
Google Trace data [13]. Note that the x and y axes are in
log scale, and thus an exponential tail would have appeared
as a curve decaying exponentially while a true power law
tail (e.g., Pareto) would have pronounced a linear decay at
a constant rate. Empirical tail distributions in the figure ex-
hibit exponential decay at small values and a trend similar
to linear decay at larger values. Note that the steep decay at
the far right edge is due to bounded support of the distribu-
tions. Even though we cannot conclude that these empirical
distributions are distributed as Pareto, they clearly exhibit
more variability and have heavier tail than an Exponential.

We define the cost of job execution as the sum of the life-
times of all tasks (including redundant ones) involved in the
job execution. This definition reflects “pay for resources”
pricing, which is the most commonly used model in cloud
services o↵ered by Amazon, Google App Engine, Windows
Azure [1]. There are two main setups that define cost: 1)

1Task lifetimes are calculated as the di↵erence between
timestamps for SCHEDULE and FINISH events in [13].



Figure 2: Empirical tail distribution of task completion times for Google cluster jobs with number of tasks k = 15, 400, 1050.

Cost with task cancellation Cc; remaining outstanding tasks
are canceled upon the job completion, which is a viable op-
tion for distributed computing with redundancy, 2) Cost
without task cancellation C; tasks remaining after job com-
pletion run until they complete, which for instance is the
only option for data transmission over multi-path network
with redundancy.

In this paper, we analyze the e↵ect of replicated and coded
redundancy on cost and latency tradeo↵. Specifically, we
present exact expressions for expected latency and cost for
redundancy with and without task relaunch. Using these
expressions, we show the correlation of pain and gain of re-
dundancy with the tail heaviness of the task execution times.

Summary of Observations: Coding allows us to increase
degree of redundancy with finer steps than replication, which
translates into greater achievable cost vs. latency region.
Delaying redundancy is not e↵ective in trading o↵ latency
for cost. Therefore, primarily the degree of redundancy
should be tuned for the desired cost and latency values.
Coding is shown to outperform replication in terms of cost
and latency together. When the task execution times are
heavy tailed, redundancy can reduce cost and latency si-
multaneously, where the reduction depends on the tail heavi-
ness. For heavy tailed tasks, we show that relaunching tasks,
even without any redundancy, is su�cient to return signifi-
cant reduction in cost and latency.

Notation: T and C denote latency and cost of job execu-
tion. H

n

is the nth harmonic number defined as
P

n

i=1

1

i

for n 2 Z+ or equivalently as
R

1

0

1�x

n

1�x

dx for n 2 R. H
n

2

denotes the generalized harmonic number of order n of two
defined as

P

n

i=1

1

i

2

. Incomplete Beta function B(q;m,n) is

defined for q 2 [0, 1], m,n 2 R+ as
R

q

0

um�1(1 � u)n�1du,
and Beta function as B(m,n) = B(1;m,n). Gamma func-
tion �(x) is defined as

R1
0

ux�1e�udu for x 2 R and as
(x� 1)! for x 2 Z+.

2. LATENCY AND COST ANALYSIS
In a previous work [11], we concluded that delaying repli-

cated or coded redundancy is not e↵ective to reduce cost.
This conclusion is based on the observation that delaying
redundancy can bring reduction in cost (gain) only after
significant increase (pain) in latency, at which point one can
achieve less latency for the same cost by simply reducing
the level of redundancy. This section gives cost vs. latency
analysis of zero-delay redundancy systems, where cost and
latency are expressed in terms of level of redundancy c or n
and parameters of task execution time distribution.

Thm. 1 gives exact expressions for the expected cost and

latency under zero-delay redundancy, and Fig. 3 shows com-
parison between replication and coding for varying level of
redundancy. Under both SExp and Pareto task execution
times, coding always achieves better expected cost and la-
tency than replication.

Theorem 1. Let expected latency and cost with task can-
cellation be T

(k,c)

, C
(k,c)

for zero-delay replicated redundancy,
and T

(k,n)

, C
(k,n)

for zero-delay coded redundancy. Under

task execution time X ⇠ SExp(D
k

, µ), we have

E[T
(k,c)

] =
D

k
+

H
k

(c+ 1)µ
, E[C

(k,c)

] = (c+ 1)D +
k

µ
,

E[T
(k,n)

] =
D

k
+

1
µ
(H

n

�H
n�k

), E[C
(k,n)

] =
nD

k
+

k

µ
.

Under task execution time X ⇠ Pareto(�,↵), we have

E[T
(k,c)

] = �k!
�(1� ((c+ 1)↵)�1)

�(k + 1� ((c+ 1)↵)�1)
,

E[C
(k,c)

] = �k(c+ 1)
(c+ 1)↵

(c+ 1)↵� 1
,

E[T
(k,n)

] = �
n!

(n� k)!
�(n� k + 1� ↵�1)
�(n+ 1� ↵�1)

,

E[C
(k,n)

] = �
n

↵� 1

h

↵� �(n)
�(n� k)

�(n� k + 1� ↵�1)
�(n+ 1� ↵�1)

i

.

Proof Sketch. For replicated redundancy, lifetime of
each task isX

c+1:1

⇠ Pareto(�, (c+1)↵). Then the expected
values of latency (X

c+1:1

)
k:k

and cost
P

k

i=1

(X
c+1:1

)
k:i

follow
from first principles of order statistics. Same calculations
apply for expectation of latency X

n:k

and cost
P

k

i=1

X
n:i

+
(n� k)X

n:k

of execution with coded redundancy.

Under exponential tail, adding redundancy reduces la-
tency but increases cost. In [14], replicated redundancy is
demonstrated to reduce both cost and latency under heavy
tailed task execution time. Fig. 3 plots latency and cost
reduction for exponential and heavy tailed task execution
times using the expressions given in Thm. 1. It illustrates
the intuitive conclusion that redundancy can yield greater
reduction in cost and latency under heavier tailed task exe-
cution times.

It is worth to discuss how and why cost reduction matters.
Cost, as is defined here, reflects the amount of resource time
used to execute a job. Reduction in cost then means running
the same job by occupying less area in the space of overall
system capacity, which then allows fitting more jobs per
area, and hence higher system throughput. To illustrate
with a simple example, consider a First-Come First-Served
queue with single server under heavy tra�c, that is, server
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Figure 3: Expected cost vs. latency for zero-delay redundancy where redundancy levels c and n vary along the curves. Tail heaviness

increases from left to right. The heavier the tail is, the higher the maximum reduction in expected cost and latency is.

never goes idle since there always exists a job to be served.
Then, average throughput is the reciprocal of average job
service time. In this case, cost of serving a job is simply its
service time and system throughput increases with reduced
average cost. In the case of systems with many servers that
serve jobs with multiple tasks, same principles apply and
cost reduction opens up space to execute more jobs per time
unit.

Although exact expressions are formidable to derive, sec-
ond moments of latency and cost can be computed as de-
scribed in Thm. 2. Second moments enable us to compute
the standard deviation of latency and cost. Fig. 4 plots ex-
pected cost and latency with error bars of width equal to
the standard deviation in respective dimensions. Standard
deviation, hence the variability of cost and latency decreases
with increasing level of redundancy as expected. Reduction
in variability for the same level of redundancy is greater with
coding compared to using replication.
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Theorem 2. For X ⇠ Exp(µ) and j � i
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Then, under task execution time X ⇠ SExp(D/k, µ), second
moments of latency and cost for zero-delay replicated and

coded redundancy systems can be computed as
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where Y ⇠ Exp((c+ 1)µ).

For X ⇠ Pareto(�,↵), given ↵ > max{2(n�i+1)�1, (n�
j + 1)�1} and j � i
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Then, under task execution time X ⇠ Pareto(�,↵), second
moments of latency and cost for zero-delay replicated and
coded redundancy systems can be computed as
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where Y ⇠ Pareto(�, (c+ 1)↵).

Proof Sketch. Derivations follow from latency and cost
expressions given in the proof of Thm. 1. Expressions of
E[X

n:i

X
n:j

] can be found for X ⇠ Exp in Pg. 73 of [4], and
for X ⇠ Pareto in Pg. 62 of [3].

Under heavy tail, it is possible to reduce latency by adding
redundancy and still pay for the baseline cost of running
with no redundancy. Corollary 1 gives expressions for the



minimum achievable expected latency E[T
min

] without ex-
ceeding the baseline cost of running with no redundancy.

Corollary 1. Under task execution time X ⇠ Pareto(�,↵)
in zero-delay replicated redundancy system, minimum la-
tency E[T

min

] that can be achieved without exceeding the
baseline cost is,

E[T
min

] = �k!
�(1� (↵(c

max

+ 1))�1)
�(k + 1� (↵(c

max

+ 1))�1)
. (1)

where c
max

= max{
j

1

↵�1

k

� 1, 0} and any reduction in la-

tency without exceeding the baseline cost is possible only if
↵ < 1.5. For coded redundancy system,

E[T
min

] = E[T (n
max

)]. (2)

where

n
max

= max{n|E[T (n
max

)]� E[T (k)]
(n

max

� k)
� ↵  0},

E[T (n)] = �
n!

(n� k)!
�(n� k + 1� ↵�1)
�(n+ 1� ↵�1)

.

(3)

or an upper bound on E[T
min

] is

E[T
min

] < �↵+ �k!
�(1� ↵�1)

�(k + 1� ↵�1)
. (4)

Proof. First consider replicated redundancy (k, c)-system.
Latency is a decreasing function of c, while cost may de-
crease up to c

max

beyond which it increases with c. We
would like to find c

max

such that E[C
c=c

max

] < E[C
c=0

] <
E[C

c=c

max

+1

], then E[T
min

] is simply E[T
c=c

max

]. We next
obtain the range of c for which E[C

c

] < E[C
c=0

].

E[C
c

] < E[C
c=0

] = �k(
(c+ 1)2↵

(c+ 1)↵� 1
� ↵

↵� 1
) < 0.

which holds only when c < 1

↵�1

� 1, and since c is a non-

negative integer, c
max

= max{
j

1

↵�1

k

�1, 0}, from which (1)

follows.
Next consider a coded redundancy (k, n)-system. Expres-

sions for the expected cost in this case do not allow to find
n
max

such that E[C
n=n

max

] < E[C
n=k

] < E[C
n=n

max

+1

].
Instead we can express E[C] as a function of E[T ] as E[C] =
� n

↵�1

(↵ � n�k

n�

E[T ]). We can then find an approximation
for E[T

min

] directly by relating E[C
n

max

] to E[C
n=k

].

E[C
n

max

] < E[C
n=k

] holds only if E[T
n

max

] < �↵+ E[Tn=k]

n

max

�k

,
from which (2) follows. Upper bound (4) follows from this
by setting n

max

= k + 1.

Fig. 5 illustrates that the maximum percentage reduction
in latency (i.e., E[T

0

]�E[T

min

]

E[T

0

]

; E[T
min

] is latency without

exceeding the baseline cost, E[T
0

] is the latency with no re-
dundancy) depends on the tail of task execution time. As
stated in Corollary 1, this reduction is possible under repli-
cated redundancy only when the tail index is less than 1.5,
in other words when the tail is quite heavy, while coding
relaxes this constraint. Moreover, the threshold on ↵ under
replication is independent of the number of tasks k, while
threshold increases with k under coding, meaning that jobs
with larger number of tasks can get reduction in latency at
no cost even for lighter tailed task execution times.

Demonstration using Google traces: We simulated ex-
pected cost and latency of redundancy systems by using
the empirical task execution time distributions that we con-
structed using Google Trace data [13]. Fig. 6 plots cost and
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Figure 5: Maximum percentage reduction in expected latency

without exceeding the baseline cost of running with no redun-

dancy depends on the tail of task execution time. Latency re-

duction at no cost is possible for replicated redundancy only if

the tail index is below 1.5 while this constraint is relaxed under

coding.

latency curves using the three empirical distributions plot-
ted in Fig. 2 for jobs with k = 15, 400, 1050 tasks.

For all three distributions, coding is doing better than
replication in cost vs. latency tradeo↵. Cost and latency can
be reduced together with redundancy for all distributions
because they pronounce a tail heavier than Exponential at
large values. Note that although replication cannot reduce
cost below the baseline cost of running with no redundancy,
coding can achieve this for k = 15, 1050. Also for k = 400,
although replication seems to achieve less cost and latency
for low redundancy levels, coding outperforms replication
beyond a certain level of redundancy.

3. STRAGGLER RELAUNCH
There are two properties of heavy tailed distributions (e.g.,

Pareto) that greatly a↵ect the latency of distributed job
computation [5]. First, if task execution times are heavy
tailed, the longer a task has taken to execute, the longer
its residual lifetime is expected to be. Second, majority
of the mass in a set of sample observations drawn from a
heavy tailed distribution is contributed by only a few sam-
ples. This suggests that among many heavy tailed tasks,
very few of them are expected to be stragglers with very
long completion time compared to the non-stragglers.

When task execution times are heavy tailed, after non-
straggler tasks finish, we are expected to wait even longer
for job completion since the remaining straggler tasks are
expected to take at least as much more time as the non-
stragglers have. This suggests that killing straggler tasks
and launching fresh replacements can reduce the job com-
pletion time.

In this section, we study relaunching remaining tasks af-
ter some delay, and show that it can yield significant re-
duction in cost and latency when the tail of task execution
time is heavy enough. We discuss about the level of tail
heaviness required for relaunching to be useful. In the sys-
tem we study, selection of tasks to relaunch is decided by
the time relaunching is performed. Untimely relaunch may
cause reduction in gain or even pain by either late relaunch
and delayed cancellation of stragglers or early relaunch and
killing non-stragglers. We present an approximate optimal
relaunch time given the distribution of task execution times.
Lastly, cost and latency of adding redundancy together with
task relaunch is discussed.
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Figure 6: Expected cost vs. latency in zero-delay redundancy systems using empirical task execution time distribution for jobs with

number of tasks k = 15, 400, 1050 from Google Trace data.

No redundancy with relaunch: Thm. 3 gives exact ex-
pressions for expected latency and cost in no-redundancy
systems, in which tasks that did not complete by time � are
relaunched without introducing any redundancy. Note that
we assume that relaunching takes place instantly upon can-
cellation and thus, it does not incur additional delay or cost.
Fig. 7a compares the latency with and without relaunch in a
no-redundancy system. Relaunching tasks before the mini-
mum task completion time � causes work loss and increases
latency, while relaunching at the right time gives significant
reduction in job completion time. Since cost is a direct func-
tion of latency in the absence of redundancy, reduction in
latency will certainly reduce cost, as plotted in Fig. 7b. No-
tice that relaunching all tasks at the beginning (� = 0) or
not relaunching at all (� ! 1) implements the identical
behavior and gives the identical cost and latency.

Theorem 3. Under task execution time X ⇠ Pareto(�,↵)
in a no-redundancy system (i.e., c = 0 or n = k) with re-
launch, the tail probability of a job completion time is

Pr{T > t} = 1�
n

(t > �)
h

1�
⇣�

t

⌘

↵

io

k

+
n

q + (t > �)
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t
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i

(1� q)
o

k
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+
n

q + (t > �+ �)
h
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(1� q)
o
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The expected job completion time is

E[T ] =

8

>

>

<

>

>

:

�+ g(k,↵) �  �,

�(1� qk)+

g(k,↵)
h⇣ �

�
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+ 1
i o.w.

(6)

The expected cost with (E[Cc]) and without (E[C]) task
cancellation is

E[C] =

(

k�+ k�

1�↵

�1

�  �,
↵

↵�1

[k�(2� q)]� k�(1�q)

↵�1

o.w.

E[Cc] =
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↵
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where q = (� > �)(1�( �

�

)↵) and g(k,↵) = �k! �(1�↵

�1

)

�(k+1�↵

�1

)

,

which is the expected job completion time without relaunch.

Proof Sketch. Defining random variable R as the num-
ber of tasks completed before �, R ⇠ Binomial(k, q) where
q = (� > �)(1 � ( �

�

)↵). Derivation of the tail, and ex-
pected latency and cost follows from the law of total prob-

ability or expectation by conditioning on R.

An approximation for the optimal relaunch delay �⇤ that
achieves the lowest latency and cost is given in Corollary
2. Convergence of this approximation to the true optimal
is at a rate exponential with increasing k. Approximate
�⇤ is very close to true optimal for k = 100 as shown in
Fig. 7. The optimal relaunch delay is an increasing function
of minimum task execution time � and number of tasks,
which intuitively makes sense. Also, it is a decreasing func-
tion of ↵, meaning that it is better to relaunch earlier when
the tail of task execution times is lighter, while for heavy
tail, delaying relaunch further helps to identify stragglers
and performs better in terms of cost and latency. This is
because relaunching is a choice of canceling work that is
already completed to get possibly lucky and execute fresh
copies much faster than the canceled stragglers. Expected
gain from relaunching under light tail is less than that un-
der heavier tail since heavier tailed stragglers are expected
to take much longer. Therefore, when the tail is light, it is
better to try our chance with relaunch earlier and decrease
amount of work loss with task cancellation.

Corollary 2. Under task execution time Pareto(�,↵)
in a no-redundancy system, a su�cient condition on ↵, which
guarantees that expected cost and latency can be reduced by
relaunching tasks at some time � is

↵ <
ln(k + 1)
ln(4)

. (8)

Optimal relaunch time to achieve minimum cost and latency
is approximated as

�⇤ ⇡ �

s

k!�(1� ↵�1)
�(k + 1� ↵�1)

(9)

which implies that optimal fraction of tasks to relaunch on
average can be approximated as

p⇤ ⇡ �(1� ↵�1)�↵/2

p
k + 1

. (10)

Upper bound on ↵, and approximations for �⇤ and p⇤ get
tighter as the number of tasks k increases.

Proof. Approximation for �⇤ follows from approxima-
tion I(1� q, 1�↵�1, k) ⇡ 1 for large k and then minimizing
expected latency given in eq. (6) by taking derivative with
respect to �.

Approximation for p⇤ follows by observing that number
of tasks completed before �⇤ is R ⇠ Binomial(k, q⇤) where
q⇤ = 1 � ( �

�

⇤ )
↵. Then, average fraction of tasks that are

relaunched is p⇤ = 1 � q⇤ = ( �

�

⇤ )
↵ in which we can use

approximation �⇤ ⇡ �
p

�(1� ↵�1)(k + 1)↵�1 for large k.



Secondly, we show the su�cient condition on ↵ to be able
to reduce E[T ] with relaunch. Let T

norel

be job comple-
tion time in no-redundancy system with no relaunch, then

E[T
norel

] = g(k,↵) where g(k,↵) = � k!�(1�↵

�1

)

�(k+1�↵

�1

)

.

E[T � T
norel

] = �(1� qk)

� (1� �

�
)g(k,↵)I(1� q; 1� ↵�1, k)

⇡ �� (1� �

�
)g(k,↵).

(11)

This di↵erence is smallest when � = �⇤ for which we will
use the approximate discussed above. We are interested in
the maximum value of ↵ that would allow maximum possible
di↵erence E[T � T

norel

] to be negative as

�⇤ � (1� �

�⇤ )g(k,↵) < 0

2
p

�g(k,↵)� g(k,↵) < 0

�(k + 1)�(1� ↵�1)
�(k + 1� ↵�1)

> 4

ln(
�(k + 1)

�(k + 1� ↵�1)
) + ln(�(1� ↵�1)) > 4

ln(k + 1)
↵

+ ln(�(1� ↵�1))
(a)

> ln(4).

where (a) is by using the approximation �(k+1)

�(k+1�↵

�1

)

⇡ (k+

1)1/↵ for large k. For ↵ � 1, which is what we assume
since it is a requirement for finite expected latency, ln(�(1�
↵�1)) > 0 holds, and so su�cient condition given in eq. (8)
follows.

Expression for optimal delay �⇤ tells us that it is better to
relaunch earlier when task execution times have lighter tail.
However, relaunching earlier does not mean that more tasks
will be relaunched. Fraction of tasks p⇤ that are relaunched
after optimal delay �⇤ monotonically decreases with ↵ 2,
i.e., as the tail gets lighter. Notice that p⇤ decreases with k,
which means for jobs with larger number of tasks, optimal
strategy dictates relaunching smaller fraction of the tasks.
For instance, suppose ↵ = 2 and k = 100, then p⇤ ⇡ 0.06,
in other words, only 6% of the tasks would need to be re-
launched on average for optimal latency and cost.

Note that we assume relaunching takes place instantly and
does not introduce any cost. Adding relaunch cost into the
analysis, which we leave as a future work, could make the
analysis more realistic and also give more insight in search-
ing for optimal relaunch strategy in practice.

Relaunching allows reducing the average number of strag-
glers by replacing tasks that appear to be straggling with
fresh copies. For relaunching to be e↵ective, loss incurred
by starting fresh copies from scratch should be compensated
by avoiding very long execution times of stragglers. In other
words, for relaunching to be able to reduce latency and cost,
task execution times must be heavy tailed beyond a thresh-
old. If the tail is lighter than this threshold, relaunching
actually hurts and increases cost and latency (e.g., relaunch-
ing always hurts when task execution times are light tailed).
Corollary 2 gives a su�cient condition on tail index ↵ such
that for any ↵ less than ln(k+1)

ln(4)

, relaunching helps to re-

2p⇤ is a monotonically decreasing function of ↵. For very
heavy tail i.e., lim

↵!1

�(1�↵�1)�↵/2 = 1, for very light tail
i.e., lim

↵!1 �(1� ↵�1)�↵/2 ⇡ 0.749.
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Figure 7: (Top) Expected latency in no-redundancy system with

and without relaunch in terms of relaunch delay �. (Bottom)

Expected cost vs. latency curve for no-redundancy system with

relaunch, along which the value of delay � is varied.

duce cost and latency. Note that this upper bound does
not depend on the minimum task completion time � and is
only proportional to the logarithm of the number of tasks k,
which we also validated by numerically computing the exact
upper limit on ↵. This upper bound given as the su�cient
condition and the exact upper limit on ↵ get closer as k
increases, which is illustrated in Fig. 8.
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Figure 8: Maximum percentage reduction in expected latency

by task relaunch depends on the tail of the task execution time.

↵
u

is the upper bound on ↵ given as the su�cient condition in

Corollary 2.

Redundancy with relaunch: Here we study the e↵ect
of adding redundancy together with relaunching remaining
tasks at time �. We modify the previously studied redun-
dancy systems as the follows. In replication (k, c,�)-system,
each remaining task at time � is relaunched together with
c new replicas. In coding (k, n,�)-system, each remaining
task at time � is relaunched and overall n � k new parity
tasks are added.
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Thm. 4 state exact expressions for the expected cost and
latency in respectively replicated and coded redundancy sys-
tems with relaunch. Fig. 9 plots cost vs. latency curves for
varying level of redundancy. When level of coded redun-
dancy is low (e.g., n� k = 1, 2), there is an optimum delay
� that gives the minimum cost and latency as observed
previously for no-redundancy system with relaunch. As the
level of coded redundancy increases (e.g., n � k � 10), re-
dundancy becomes a greater e↵ect on cost and latency than
relaunching stragglers, and delaying redundancy becomes
not e↵ective in reducing cost as observed previously for re-
dundancy systems with no relaunch (see [11]). In replication
system, delaying redundancy is ine↵ective to reduce cost at
all times. This is because replicating each remaining task
even by one is enough to dominate relaunching stragglers in
terms of the e↵ect on cost and latency.

Theorem 4. Suppose task execution time is Pareto(�,↵).
In replication (k, c,�)-system with relaunch, expected job ex-
ecution time is

E[T ] =

8
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where E[T
no

] is the expected job completion time for no-
redundancy system with relaunch as given in eq. (6).

Expected cost with (Cc) and without (C) task cancellation
is
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where ↵̃ = (c+ 1)↵ and q = (� > �)(1� ( �
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)↵).

In coding (k, n,�)-system with relaunch, expected job ex-
ecution time is

E[T ] =
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Expected cost with (Cc) and without (C) task cancellation
is
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(12)

where q = (� > �)(1� ( �

�

)↵).

4. OPEN PROBLEMS
In the analysis given here, we assumed that execution time

of each task is iid and does not depend on resources they run
on. Main justification for this assumption is that computing
systems usually have large number of nodes and each task
can be placed on a separate node at random. In other words,
we assumed that the task execution time is decoupled from
resource scheduling. However, execution time of a task that
exclusively runs on a node would have di↵erent distribution
than a task that runs together with several others on the
same node. There are two challenges in the analysis of la-
tency and cost with resource scheduling in mind: 1) There is
not enough experimental evidence to accurately model exe-
cution time with respect to resource load, 2) Order statistics
of multiple distribution families are intractable.

Moreover, in reality, task execution times cannot be arbi-
trarily large, but modeling as SExp or Pareto does not imple-
ment this restriction. Another possible extension of the cost
and latency analysis would be considering right truncated
execution time models. Main challenge for this extension is
that truncation renders the order statistics analysis tedious
and often intractable.
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ABSTRACT
Motivated by the stringent requirements on delay perfor-
mance in data center networks, we study a connection-level
model for bandwidth sharing among data transfer flows,
where file sizes have phase-type distributions and propor-
tionally fair bandwidth allocation is used. We analyze
the expected number of files in steady-state by setting the
steady-state drift of an appropriately chosen Lyapunov func-
tion equal to zero. We consider the heavy-tra�c regime and
obtain asymptotically tight bounds on the expected number
of files in the system. Our results show that the expected
number of files under proportionally fair bandwidth alloca-
tion is insensitive in heavy tra�c to file size distributions,
thus complementing the di↵usion approximation result of
Vlasiou et al. [20].

1. INTRODUCTION
We consider the following resource allocation problem that

stems from the transfer of data in communication networks,
illustrated in Figure 1. Data transfer requests arrive to a
network, and the transfer of each data file, also referred
to as a flow, is through a predetermined route that con-
sists of a set of consecutive links connecting the source node
and destination node. Each link in the network has a finite
bandwidth capacity, allocated to the flows on the link by
a bandwidth allocation policy. The bandwidth/rate a flow
receives determines the speed at which its data can be trans-
ferred, thus determines the delay of the file transfer, namely
the time from when the file arrives until the completion of
the transfer. We are interested in analyzing the delay as a
performance metric.

This model was first proposed by Massoulié and Roberts
[16] as a connection-level model for data transfer in the In-
ternet. It has been used to study congestion control schemes
(e.g., TCP Vegas) and inform new protocol designs. Now
with data centers being the backbone of the ubiquitous data
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technology, data transfer in data centers has attracted great
attention, motivating research studies to provide better un-
derstanding on fundamental performance limits.

An important bandwidth allocation policy that has been
considered is proportionally fair policy, introduced by Kelly
[10]. This policy has been studied in the heavy-tra�c regime,
where the load of a system is close to the boundary of sys-
tem capacity. Heavy-tra�c analysis is an approach that has
been widely adopted to study queueing systems. It provides
approximations on the performance of a system, and these
approximations are also often found useful for other tra�c
regimes. Heavy-tra�c analysis also gives insights into policy
design since it examines a policy in the critical scenario of
heavy load.

For exponentially distributed file sizes and Poisson ar-
rivals, delay analysis of proportionally fair policy in heavy
tra�c was first studied by Kang et al. [9] using di↵usion
approximation, where they need a local tra�c assumption.
This assumption requires that for each link, there is a flow
that uses this link only. The local tra�c assumption is in-
appropriate in a data center context since a data transfer
flow is from a server to another server, but links connect
servers to switches or switches to switches. To justify that
the di↵usion approximation in [9] is a valid approximation,
Shah et al. [18] established the so-called interchange of lim-
its, also under the local tra�c assumption. Ye and Yao [26]
removed the local tra�c assumption and replaced it with
a much weaker assumption that requires the routing ma-
trix to have full row-rank. We refer to this assumption as
the full-rank assumption. Ye and Yao later established the
corresponding interchange of limits in [27].

With the above results for proportionally fair policy as-
suming exponentially distributed file sizes, a question that is
of great importance to both practice and theoretical research
is whether this policy is insensitive. A bandwidth allocation
policy is said to be insensitive if its performance does not
depend on file size distributions. Insensitivity is a highly de-
sirable property since file size distributions in practice may
not be exponential, and they may change over time with the
evolvement of application scenarios. For proportionally fair



policy, Paganini et al. [17] showed that the natural stability
condition that was proved to be su�cient for exponentially
distributed file sizes in [6] is still a su�cient condition for
generally distributed file sizes, by considering a fluid approx-
imation to the original stochastic system. For certain net-
work topologies, the stationary distribution of the number
of flows on di↵erent routes was also shown to be insensitive
[16, 3, 4]. Notably, Vlasiou et al. [20] recently showed that
the di↵usion approximation for proportionally fair policy is
insensitive. However, it remains an open problem to prove
interchange of limits for this di↵usion approximation.

In this paper, we avoid the interchange-of-limits issue
by directly working with the stationary distribution of the
connection-level model. In particular, we analyze the ex-
pected number of flows in steady state and show that it is
insensitive in heavy tra�c in the following sense. We con-
sider a class of phase-type distributions that can approxi-
mate any file size distribution arbitrarily closely. We prove
the following main result assuming file size distributions in
this class, Poisson arrivals and the full-rank assumption. Let
n
r

be the number of flows on a route r in steady state, and
then

P
r

n
r

is the total number of flows on all the routes,
which is also referred to as the backlog. We show that the
expected backlog is bounded as follows:

E
"
X

r

n
r

#
=

L
✏
+ o

✓
1
✏

◆
, (1)

where L is the number of links in the network, and ✏ > 0 is
the heavy-tra�c parameter, depending only on the mean file
sizes and representing how far away the tra�c load is from
the boundary of the system capacity. Since the dominant
term, L/✏, does not depend on the specific file size distri-
butions except for their means, we say that the expected
number of flows is insensitive in heavy tra�c. This result
complements the di↵usion approximation result of Vlasiou
et al. [20] since it justifies the validity of the backlog bound
given by di↵usion approximation in steady state.

We remark that this backlog bound in (1) scales linearly
with the number of links, while static planning for band-
width allocation would result in a backlog that scales lin-
early with the number of routes. This scaling behavior of
proportionally fair policy is very appealing to data centers
and the Internet, since the number of links is typically sev-
eral orders of magnitude smaller than the number of routes.

Our analysis is under the drift-based framework devel-
oped by Eryilmaz and Srikant [7] and [13], where the ba-
sic idea is to obtain bounds on expected backlog by set-
ting the steady-state drift of an appropriately chosen Lya-
punov function equal to zero. A key step in this approach
is to establish a state-space collapse result in the follow-
ing sense. The system is represented by a Markov chain,
whose state space is a multi-dimensional vector space. Con-
sider the steady state of this Markov chain and a lower-
dimensional subspace of the state space. We say that the
state-space collapses to this lower-dimensional subspace if
the moments of the distance between the steady state and
the lower-dimensional subspace are upper bounded by con-
stants as the heavy-tra�c parameter ✏ goes to 0. This in-
tuitively means that the steady state concentrates around
the lower-dimensional subspace in heavy tra�c, hence the
term collapse. In [7] and the papers [14, 22, 25] that apply
this approach to di↵erent settings, the state-space collapses

Route 1: link 1, 4, 5, 6
Route 2: link 2, 4, 7Flows on 

route 2 

1

2

3
4 5

6

7

Figure 1: Bandwidth Sharing Network.

are to single-dimensional subspaces. Papers [13] and [15]
generalized this approach to the case where the state space
collapses to a multi-dimensional subspace, and resolved the
open problem on the scaling behavior of backlog in a switch
under the MaxWeight algorithm.

In this paper, our state-space collapse result is of a di↵er-
ent type from the existing work above. Recall that the state-
space collapse in the existing work above indicates that the
distance between the steady state and a lower-dimensional
subspace has constant moment upper bounds. In our state-
space collapse result, these moment upper bounds are not
constants: they grow to infinity as the heavy-tra�c parame-
ter ✏ goes to 0, but at a speed slower than the corresponding
moments of the length of the state vector. Specifically, the
m-th moment of this distance grows as O

�
(1/

p
✏)m
�
, while

the m-th moment of the length of the state vector grows as
⇥
�
(1/✏)m

�
. Therefore, the ratio between this distance and

the length of the state vector still goes to 0. In this sense,
the state-space collapse in this paper is of a multiplicative
type, which has a similar flavor to the multiplicative state-
space collapse in the di↵usion approximation literature (see,
e.g., [5, 24, 9]). We remark that a recent work [21] that
studies switches with reconfiguration delay also deals with
multiplicative type of state-space collapse, but does not give
explicit moment upper bounds.

To establish the state-space collapse result and obtain
backlog bounds, we construct an inner product that is dif-
ferent from the usual dot product in the state space, in-
spired by the Lyapunov function in [17]. This inner prod-
uct rotates the space in a way such that the utilization
of resources under proportionally fair policy is reflected by
quantities with clear geometric meanings. This enables us
to study the dynamics of geometric quantities such as the
aforementioned distance between the state vector and a
lower-dimensional subspace and the corresponding projec-
tion, which are needed in the drift-based approach. To show
that the constructed inner product is well-defined and has
desired properties, we make an interesting connection to the
Popov-Belevitch-Hautus (PBH) test, which is a linear alge-
braic result well-known to control theorists.

2. SYSTEM MODEL

Basic Notation. Let R and Z
+

denote the set of real num-
bers and positive integers, respectively. Let [K] for a posi-
tive integer K denote the set {1, 2, . . . ,K}. We use 1

K⇥1

to
denote an all-one vector with dimension K⇥1 for a positive
integer K, and omit the subscript when it is clear from the
context.

Bandwidth Sharing Network. We consider a network where
nodes are connected by a set of links L = {1, 2, . . . , L}, il-
lustrated in Figure 1. Data transfer requests arrive to the
network, and the transfer of each data file, also referred



to as a flow, is through a predetermined route that con-
sists of a set of consecutive links connecting the source node
and destination node. We consider a fixed set of routes
R = {1, 2, . . . , R}. We write ` 2 r if link ` is on route r.
The relation between links and routes can be represented by
the routing matrix H = (h

`r

)
`2L,r2R with h

`r

= 1 if ` 2 r,
and h

`r

= 0 otherwise. We assume that the routing matrix
has full row-rank, referred to as the full-rank assumption.

The system is operated in continuous time. Each link ` in
the network has a bandwidth capacity C

`

, allocated to the
flows on the link by a bandwidth allocation policy. A band-
width allocation policy specifies how much bandwidth/rate
each flow receives according to the number of flows present
on all the routes, subject to bandwidth capacity constraints.
The rate a flow receives determines the speed at which the
flow’s data can be transferred. We are interested in the de-
lay of a file transfer, namely the time from when the flow
arrives until the completion of the transfer. Specifically, if
we allocate a rate of x(t) at time t to a flow that arrives at
time A and has a file size F , then its delay D is given by
the following equation:

Z
A+D

A

x(t)dt = F, (2)

i.e., the transfer completes when the accumulative rate equals
to the file size. Therefore, the bandwidth allocation policy
a↵ects the delay by specifying the rates x(t)’s for the flows.

Proportionally Fair Policy. LetN
r

(t) be the total number
of flows on route r at time t. The so-called proportionally
fair policy allocates a rate of x

r

(t) to each flow on route
r, where (x

r

(t))
r2R is the optimal solution of the following

optimization problem with n
r

equal to N
r

(t):

max
(x1,...,xR)

X

r

n
r

log x
r

(3)

subject to
X

r:`2r

n
r

x
r

 C
`

, 8`, (4)

x
r

� 0, 8r, (5)

and x
r

(t) = 0 when n
r

= 0. The constraints in (4) are the
bandwidth capacity constraints of the links, which indicates
that the total rate allocated to the flows on the link should
be within the link’s capacity C

`

. Let p
`

denote the Lagrange
multiplier for the capacity constraint of link `. Then the rate
allocation (x

r

(t))
r2R satisfies

x
r

(t) =

(
1P

l:l2r p`
when n

r

> 0,

0 otherwise.
(6)

For simplicity, we will just write x
r

(t) = x
r

in the remainder
of this paper, but keep in mind that x

r

implicitly depends
on the flow counts at time t.

Arrivals and Service. Flows arrive at route r as a Poisson
process with rate �

r

, and the arrival processes for di↵erent
routes are independent. Let � = [�

1

, . . . ,�
R

]T denote the
arrival rate vector. The file sizes of flows on route r are i.i.d.
with a phase-type distribution given by the absorption time
of a Markov chain specified as follows:

• The Markov chain has K
r

+ 1 states, where state 0 is an
absorbing state and states 1, 2, . . . ,K

r

are transient states
(or phases).

• The initial distribution is (�
0

,�
r

) with �
0

= 0, where �

r

is a 1⇥K
r

vector.

• The transition rate matrix is

0 0

s

r

S
r

�
, (7)

where s

r

is a K
r

⇥ 1 vector and S
r

is a K
r

⇥K
r

matrix.

We further assume that this phase-type distribution be-
longs to a special class of phase-type distributions: (finite)
mixtures of Erlang distributions [1] where these Erlangs have
di↵erent rates. It can be proved that any probability distri-
bution on [0,1) can be approximated arbitrarily closely by
a distribution in this class. With this assumption, each S

r

is a block-diagonal matrix in the following form:

S
r

=

2

66664

S(1)

r

0 · · · 0

0 S(2)

r

· · · 0
...

...
. . .

...

0 0 · · · S(Br)
r

3

77775
, (8)

where each matrix S(b)

r

with 1  b  B
r

has the following
form:

S(b)

r

=

2

6666664

�µ(b)

r

µ(b)

r

0 · · · 0

0 �µ(b)

r

µ(b)

r

· · · 0
...

. . .
. . .

. . .
...

0 · · · 0 �µ(b)

r

µ(b)

r

0 · · · 0 0 �µ(b)

r

3

7777775
. (9)

The µ(b)

r

’s are the rates of the Erlangs, so they are positive
and distinct for di↵erent b’s. The initial distribution �

r

has the following structure: �
r,k

> 0 for each phase k that

corresponds to the first row of some S(b)

r

, and �
r,k

= 0 for
other phases.

For the above phase-type distribution with the parameter
(�

r

, S
r

), the expected flow size is given by

1
µ
r

= �

r

(�S
r

)�1

1

Kr⇥1

. (10)

We define the load on route r to be ⇢
r

= �
r

/µ
r

.

State Representation. With the above model for arrivals
and service, a Markovian representation of the flow dynam-
ics consists of the flow counts for every phase on every route.
Let N

r,k

(t) denote the number of flows present on route r
that are in phase k at time t. Let

N

r

(t) = [N
r,1

(t), . . . , N
r,Kr (t)]

T , (11)

N(t) = [(N
1

(t))T , . . . , (N
R

(t))T ]T , (12)

i.e., N
r

(t) is a vector stacking together the N
r,k

(t)’s, and
N(t) is a vector concatenating the N

r

(t)’s. Note that the
scaler N

r

(t), the total number of flows on route r at time
t used in the proportionally fair policy, is given by N

r

(t) =P
k2[Kr ]

N
r,k

(t). Then the flow count vector N(t) is a vec-

tor in RK with K =
P

r

K
r

, and the flow count process
(N(t) : t � 0) is a Markov chain.

Below we give the state transition rates for this Markov
chain. Let e(r,k) 2 RK be a vector in the state space whose
entry that corresponds to phase k of route r is equal to 1



and other entries are equal to 0. Then the transition rate
q
nn

0 from state n to state n

0 6= n is as follows:

q
nn

0 =

8
>>><

>>>:

�
r

�
r,k

if n0 = n+ e

(r,k),

n
r,k1xr

(S
r

)
k1,k2 if n0 = n� e

(r,k1) + e

(r,k2),

n
r,k

x
r

P
k

0(�S
r

)
k,k

0 if n0 = n� e

(r,k), n
r,k

> 0,

0 otherwise.
(13)

Heavy-Traffic Regime. We are interested in the station-
ary distribution of the flow count process in a heavy-tra�c
regime. Specifically, we consider a sequence of systems with
the arrival rate vectors approaching the boundary of the ca-
pacity region. Let the systems be indexed by a nonnegative
parameter ✏, which represents how far away the arrival rate
vector is from the boundary of the system capacity, with
smaller ✏ being closer and ✏ = 0 being on the boundary. We
study the expected number of flows, i.e., backlog, in steady
state for each system, and then look at how they scale in
the heavy-tra�c regime where ✏ is small.

For clarity, we append the superscript (✏) to the quantities
that depend on ✏ in the ✏-th system. We say a quantity
is a constant if it does not depend on either the system
state or ✏. Assume that the arrival rate vector is given by
�

(✏) = (1 � ✏)�(0) for some �

(0) on the boundary of the
capacity region such that all the links are saturated. Recall
that the load on route r is ⇢(✏)

r

= �(✏)

r

/µ
r

. Then
X

r:`2r

⇢(0)
r

= C
`

, for all `. (14)

We call
P

r:`2r

⇢(✏)
r

the load on link `, which is equal to
(1� ✏)C

`

in this heavy-tra�c regime. Note that the results
in this paper can be easily generalized to the heavy-tra�c
regime where only a subset of links are saturated, i.e., the
regime where the equality (14) holds for only some `’s in-
stead of all the `’s. But for ease of exposition, we only
present the all-saturated regime.

An L-Dimensional Cone. We introduce an L-dimensional
cone K in the state space RK , which is where the state space
collapses to in heavy tra�c. Note that L  K due to the
full-rank assumption. The cone K is finitely generated by a
set of vectors {b(`), ` 2 L}, i.e.,

K =

⇢
y 2 RK : y =

X

`2L

↵
`

b

(`),↵
`

� 0 for all ` 2 L
�
, (15)

where the b

(`)’s are defined below. For each route r, we
define the load vector as follows:

⇢

(✏)

r

= �(✏)

r

(�S
r

)�T

�

T

r

. (16)

The k-th entry of this vector, ⇢(✏)
r,k

, can be thought of as
the load of phase k on route r, since the k-th entry of
(�S

r

)�T

�

T

r

is the expected time a flow spends in phase
k if given a unit of bandwidth. We can verify that the load
on route r we have introduced, ⇢(✏)

r

, is the sum of loads of

phases on this route, i.e., ⇢(✏)
r

=
P

k2[Kr ]
⇢(✏)
r,k

. Let ⇢(✏) be a

vector concatenating the ⇢

(✏)

r

’s, i.e.,

⇢

(✏) = [(⇢(✏)

1

)T , . . . , (⇢(✏)

R

)T ]T . (17)

Now we construct a K⇥1 vector b(`) from ⇢

(0) for each link
`: we index the entries of b

(`) using the route and phase

(r, k), and let b(`)
r,k

= ⇢(0)
r,k

{`2r}, where {`2r} is equal to 1
when route r uses link ` and equal to 0 otherwise. That is,
we keep the entries of ⇢(0) that correspond to phases of the
routes that use link `, and set other entries to zero. We give
a concrete example below to explain this structure of b(`)’s.

Example 1. Consider the network illustrated in Figure 2.

link 1 link 2

route 1 route 2

route 3

Figure 2: Example with two links and three routes.

The routing matrix is

H =


1 0 1
0 1 1

�
. (18)

Suppose the service time distributions of routes 1, 2 and 3
have K

1

= 2,K
2

= 1 and K
3

= 3 phases, respectively. Then

⇢

(0) =
h
⇢(0)
1,1

⇢(0)
1,2

⇢(0)
2,1

⇢(0)
3,1

⇢(0)
3,2

⇢(0)
3,3

i
, (19)

and

b

(1) =
h
⇢(0)
1,1

⇢(0)
1,2

0 ⇢(0)
3,1

⇢(0)
3,2

⇢(0)
3,3

i
T

, (20)

b

(2) =
h
0 0 ⇢(0)

2,1

⇢(0)
3,1

⇢(0)
3,2

⇢(0)
3,3

i
T

. (21)

3. MAIN RESULTS
In this section, we present the two main results of this pa-

per: state-space collapse and an asymptotically tight bound
on backlog. The proofs are given in Sections 5 and 6, re-
spectively.

3.1 State-Space Collapse
Our first main result is state-space collapse, which intu-

itively means that the steady state of the flow count pro-
cess concentrates around a lower-dimensional subspace of
the state space in heavy tra�c. Specifically, the state space
of the flow count process (N(t) : t � 0) is theK-dimensional
space RK with K =

P
r

K
r

. We consider the L-dimensional
cone K defined in (15), which lies in a lower dimensional

subspace since L  K. Let N

(✏)

denote a random vector
whose distribution is the stationary distribution of the flow

count process (N (✏)(t) : t � 0). We decompose N

(✏)

into its
projection onto the cone, referred to as the parallel compo-

nent and denoted by N

(✏)

q , and the remainder, referred to

as the perpendicular component and denoted by N

(✏)

? since
it is perpendicular to the parallel term. Then

N

(✏)

= N

(✏)

q +N

(✏)

? , (22)

where N

(✏)

q 2 K and kN (✏)

? k is the distance between N

(✏)

and K. The state-space collapse indicates that as the arrival
rate vector approaches the boundary of the capacity region,

the perpendicular component N
(✏)

? becomes negligible com-

pared to the parallel component N

(✏)

q . We formally state
this result in terms of moments in the following theorem.



Theorem 1. Consider a sequence of bandwidth sharing
networks under the proportionally fair policy, indexed by a
parameter ✏ with 0 < ✏ < 1. The load on each link ` is (1�
✏)C

`

, where C
`

is the bandwidth capacity of link `. Let N
(✏)

denote a random vector whose distribution is the stationary
distribution of the flow count process (N (✏)(t) : t � 0). Then

the m-th moment of kN (✏)

? k can be bounded as follows:

E
h���N (✏)

?

���
m

i
= O

 ✓
1p
✏

◆
m

!
, for all m 2 Z

+

. (23)

We remark that E[kN (✏)

? k]/E[kN (✏)

q k] ! 0 as ✏ ! 0+ since

it can be proved that E[kN (✏)

q k] = ⇥(1/✏). Therefore, our
state-space collapse is of a multiplicative type. We obtain
moment bounds based on Lyapunov drift using an approach
similar to that in [2]. However, approaches such as [8, 2]
require the drift to be negative whenever the value of the
Lyapunov function is large enough. But for this system and
the Lyapunov function V (n) = kn?k, where n is a state of
the flow count process, large kn?k alone may not be enough
to give a negative drift. We prove that the drift is negative
under the additional condition that the ratio kn?k/knk is
also large enough, which leads to the multiplicative type of
state-space collapse.

Note that we have not specified the inner product and the
corresponding norm for the projection and the state-space
collapse result. In fact, if we can obtain moment bounds for
a norm, then we can actually have moment bounds in the
same orders for any norm, since all the norms are equivalent
in RK . However, we will see that the choice of inner product
is crucial in obtaining proper drift bounds, and the inner
product we choose is di↵erent from the usual dot product
in RK . We defer the definition of the specific inner product
we choose to Section 4.

3.2 Backlog Bound
Based on the state-space collapse result, we establish the

following bound on the backlog, which is asymptotically
tight in the heavy-tra�c regime where ✏ becomes small.
This bound is said to be insensitive in heavy tra�c since
the dominant term, L/✏, does not depend on the specific file
size distributions except for their means.

Theorem 2. Consider a sequence of bandwidth sharing
networks under the proportionally fair policy, indexed by a
parameter ✏ with 0 < ✏ < 1. The load on each link ` is (1�
✏)C

`

, where C
`

is the bandwidth capacity of link `. Let N
(✏)

denote a random vector whose distribution is the stationary
distribution of the flow count process (N (✏)(t) : t � 0). Then

E
X

r,k

N
(✏)

r,k

�
=

L
✏
+ o

✓
1
✏

◆
, (24)

where L is the number of links in the network.

4. INNER PRODUCT
In this section, we present the inner product and its in-

duced norm used throughout this paper. We prove that the
constructed inner product satisfies two conditions that are
essential for the proofs of the main results. The meaning
of these two conditions will become clearer when we reach
those proofs.

For the space RK where the states of the flow count pro-
cess lie in, we consider the following weighted inner product
defined by a block-diagonal matrix M :

hy, zi = y

TMz, y, z 2 RK , (25)

where

M =

2

6664

M
1

0 · · · 0
0 M

2

· · · 0
...

...
. . .

...
0 0 · · · M

R

3

7775
, (26)

and each M
r

is a K
r

⇥K
r

matrix defined as follows:

M
r

=
1

�(0)

r

Z
+1

0

exp(S
r

�)1
Kr⇥1

1

T

Kr⇥1

exp(ST

r

�)

�

r

(�S
r

)�1 exp(S
r

�)1
Kr⇥1

d�. (27)

Then the induced norm is defined as:

kyk =
p

hy,yi =
p

y

TMy, y 2 RK . (28)

We remark that the Lyapunov function knk2 under this
norm, where n is a state, is equivalent to the Lyapunov func-
tion in [17] with a parameter K there chosen to be 1. But
this choice for K is not allowed in [17]. To study weighted
delay in switches, [11] also considers a weighted norm, where
the matrix that defines it is a diagonal matrix.

Below we justify the validity of the constructed inner
product in Lemma 1 and give two properties of M

r

in Lem-
mas 2 and 3, which will be used later to show that the inner
product satisfies two desired conditions. The proofs of these
lemmas are given in Appendix A.

Lemma 1. The inner product defined by the matrix M is
well-defined, i.e., the matrix M is well-defined and positive
definite.

Lemma 2. For each route r,

(⇢(0)

r

)TM
r

(�ST

r

) = 1

T

Kr⇥1

. (29)

Lemma 3. For each route r, there exists a constant 
r

>
0, such that the matrix 1

2

M
r

(�ST

r

) + 1

2

(�S
r

)M
r

� 
r

M
r

is
positive semi-definite.

Next we identify the conditions on the inner product that
are needed in the proofs of the main results. Recall that
{b(`), l 2 L} are constructed from the load vector ⇢

(0) such

that b(`)
r,k

= ⇢(0)
r,k

{l2r}. Similarly, we construct a set of vec-

tors {bb(`), l 2 L} from the current rate allocation as follows.
Recall that a state n is a K⇥1 vector that has the form n =
[nT

1

, . . . ,nT

R

]T with n

r

= [n
r,1

, . . . , n
r,Kr ]

T , and x
r

is the
bandwidth allocated to each flow on route r based on n by
proportionally fair sharing. Let nx = [nT

1

x
1

, . . . ,nT

R

x
R

]T ,
whose (r, k)-th entry, n

r,k

x
r

, is the total bandwidth allo-

cated to the flows in phase k on route r. Then bb(`) is de-
fined by bb(`)

r,k

= n
r,k

x
r {l2r}. We claim that the constructed

inner product satisfies the following two conditions, where
the norm is the induced norm:

(C1) For each link `,

hb(`), (�ST )(⇢(0) � nx)i = U
`

,

where U
`

is the unused bandwidth on link `, i.e., the
amount of bandwidth that is not allocated to any flow.



(C2) For each link `,

hb(`) � bb(`), (�ST )(⇢(0) � nx)i � 
min

kb(`) � bb(`)k2

for a positive constant 
min

, where

S =

2

6664

S
1

0 · · · 0
0 S

2

· · · 0
...

...
. . .

...
0 0 · · · S

R

3

7775
.

We remark that both conditions are concerned with the
di↵erence between the load vector ⇢

(0) and the bandwidth
allocation vector nx, rotated and scaled by �ST . Condi-
tion (C1) requires the projection of this altered di↵erence
(�ST )(⇢(0) � nx) onto the vector b

(`) to be the unused
bandwidth. For condition (C2), observe that under the

regular dot product of Euclidean space, hb(`) � bb(`),⇢(0) �
nxi

Euclidean

= kb(`)�bb(`)k2
Euclidean

. Condition (C2) requires
that this Euclidean inner product is not diminished by the
matrix (�ST ) under the constructed inner product.

Proof of Conditions (C1), (C2). We first prove (C1):

hb(`), (�S)T (⇢(0) � nx)i

= (b(`))TM(�S)T (⇢(0) � nx) (30)

=
X

r:`2r

(⇢(0)

r

)TM
r

(�S
r

)T (⇢(0)

r

� n

r

x
r

) (31)

=
X

r:`2r

1

T (⇢(0)

r

� n

r

x
r

) (32)

= C
`

�
X

r:`2r

X

k

n
r,k

x
r

(33)

= U
`

, (34)

where (32) follows from Lemma 2, and (33) follows from the
heavy-tra�c condition in (14).

Next we prove condition (C2). The inner product can be
written in the following form:

hb(`) � bb(`), (�ST )(⇢(0) � nx)i

= (b(`) � bb(`))TM(�ST )(⇢(0) � nx)

=
X

r:`2r

(⇢(0)

r

� n

r

x
r

)TM
r

(�ST

r

)(⇢(0)

r

� n

r

x
r

)

=
1
2

X

r:`2r

(⇢(0)

r

� n

r

x
r

)T (M
r

(�ST

r

) + (�S
r

)M
r

)(⇢(0)

r

� n

r

x
r

).

Then by Lemma 3,

1
2

X

r:`2r

(⇢(0)

r

� n

r

x
r

)T (M
r

(�ST

r

) + (�S
r

)M
r

)(⇢(0)

r

� n

r

x
r

)

�
X

r:`2r


r

(⇢(0)

r

� n

r

x
r

)TM
r

(⇢(0)

r

� n

r

x
r

)

� 
min

kbb(`) � b

(`)k2,

where 
min

= min
r

{
r

} > 0. Therefore,

hb(`) � bb(`), (�ST )(⇢(0) � nx)i � 
min

kbb(`) � b

(`)k2,

which completes the proof.

5. STATE-SPACE COLLAPSE
In this section, we prove the state-space collapse result in

Theorem 1. We divide the proof into three steps: (i) We
establish a bound on the drift of the Lyapunov function
V (n) = kn?k, where n is a state of the flow count pro-
cess (N (✏)(t) : t � 0); (ii) We bound the distribution tail of
kN?k based on the drift bound using an approach similar
to that in Bertsimas et al. [2]; (iii) We obtain the moment
bounds using the tail bound.

(i) Drift Bound. For any Lyapunov function V (n), the drift
of V at a state n in the ✏-th system is defined as

�V (n) =
X

n

0
:n

0 6=n

q
nn

0(V (n0)� V (n)). (35)

where q
nn

0 is the transition rate from state n to n

0 of the
flow count process (N (✏)(t) : t � 0). We establish the fol-
lowing drift bound for V (n) = kn?k, the proof of which is
given in Section 5.1.

Lemma 4. In the ✏-th system, the drift of the Lyapunov
function kn?k satisfies that

�kn?k  �
p
✏ (36)

when

✏  ✏
max

, kn?k � A
1

2⇠
1

p
✏
,

kn?kP
r,k

n
r,k

� ⇠
2

p
✏


min

C
min

, (37)

where ✏
max

, A
1

, ⇠
1

, ⇠
2

,
min

and C
min

are positive constants.

We remark that the last condition on kn?k/
P

r,k

n
r,k

in
(37) is equivalent to that kn?k/knk is large enough, since
all norms are equivalent in RK and thus there exist positive
constants a

1

and a
2

such that a
1

knk 
P

r,k

n
r,k

 a
2

knk.

(ii) Tail Bound. Next we bound the distribution tail of
kN?k based on the drift bound in Lemma 4. Bertsimas
et al. [2] gave an exponential type upper bound on the dis-
tribution tail of a Lyapunov function when the Lyapunov
function has a negative drift for large enough value of the
Lyapunov function. However, their results do not directly
apply here since the drift bound in Lemma 4 has an addi-
tional requirement on kn?k/

P
r,k

n
r,k

. We use a similar
approach and show the following tail bound, which has an
additional term besides the exponential term. The proof is
given in Section 5.2.

Lemma 5. For any nonnegative ✏  ✏
max

, the tail distri-
bution of kN?k is bounded by an exponential term plus an
additional term as follows: for any nonnegative integer j,

P
✓
kN?k >

A
1

2⇠
1

p
✏
+ 2⌫

1

j

◆

 ↵j+1 + ⇠
2

(1� ↵)
jX

i=0

↵i

⇣
�✓/

p
✏

⌘
j�i

, (38)

where A
1

, ⇠
1

, ⇠
2

are the constants in Lemma 4, ⌫
1

and ✓ are
positive constants, and

↵ =
a

a+
p
✏
, � =

b
b+ ✏

, (39)

for positive constants a and b.



(iii) Moment bounds. The tail bound in Lemma 5 is enough
to give the O

�
(1/

p
✏)m
�

bound on the m-th moment of

kN?k in Theorem 1. The derivation of the moment bounds
based on the tail bound is much intuitive and is similar to
[13], so the proof is given in our technical report [23] due to
space limit.

5.1 Proof of Lemma 4 (Drift Bound)
Proof. Recall that a state n is a K ⇥ 1 vector that has

the form n = [nT

1

, . . . ,nT

R

]T with n

r

= [n
r,1

, . . . , n
r,Kr ]

T ,
and x

r

is the bandwidth allocated to each flow on route r
based on n by proportionally fair sharing. Also recall that
nx denotes a vector whose (r, k)-th entry is n

r,k

x
r

, which
is the total bandwidth allocated to the flows in phase k on
route r. We fix an ✏ > 0 and omit the superscript (✏) for
conciseness.

We prove Lemma 4 by combining the following claim,
which holds for any inner product and its induced norm,
with the conditions (C1) and (C2) that are satisfied by the
inner product we choose in Section 4. The proof of the fol-
lowing claim is given at the end of this proof.

Claim 1.

�kn?k  1
kn?k

hn� nq, (�ST )(⇢(0) � nx)i

+ ✏k(�ST )⇢(0)k+ A
1

2kn?k
,

where A
1

is a constant.

Next we analyze the terms in Claim 1, utilizing conditions
(C1) and (C2). We first consider the term hn, (�ST )(⇢(0) �
nx)i. By the proportionally fair sharing, (x

r

)
r2R satisfies

x
r

=

(
1P

l:l2r p`
when

P
k2[Kr ]

n
r,k

> 0,

0 otherwise,

where p
`

is the Lagrange multiplier of the capacity con-
straint of link `. Then n

r,k

can be written as

n
r,k

= n
r,k

x
r

X

l:l2r

p
`

,

i.e.,

n =
X

l:l2r

p
`

b
b

(`).

Note that by condition (C1) and complementary slackness,

p
`

hb(`), (�ST )(⇢(0) � nx)i = p
`

U
`

= 0.

Thus

hn, (�ST )(⇢(0) � nx)i

=
X

`

p
`

hbb(`) � b

(`), (�ST )(⇢(0) � nx)i

(a)

 �
min

X

`

p
`

kbb(`) � b

(`)k2,

where (a) follows from (C2). Note that

kn?k2
(a)


����n�
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p
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����
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`

p
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⇣
b
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✓X

`

p
`
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(`)k
◆

2

(b)


✓X

`

p
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◆✓X

`

p
`

kbb(`) � b

(`)k2
◆

(c)

 1
C

min

✓X

r,k

n
r,k

◆✓X

`

p
`

kbb(`) � b

(`)k2
◆
,

where (a) follows from the definition of projection, (b) fol-
lows from Cauchy-Schwarz inequality, and (c) is due to the
equality

P
`

p
`

C
`

=
P

r,k

n
r,k

derived from the proportion-
ally fair sharing policy and C

min

= min
`

C
`

. Then there
holds

hn, (�ST )(⇢(0) � nx)i  �
min

C
min

kn?k2P
r,k

n
r,k

. (40)

We then consider the term hnq, (�ST )(⇢(0) �nx)i. Since
nq 2 K, we can represent it by

nq =
X

`

↵
`

b

(`), ↵
`

� 0 for all `.

Then

hnq, (�ST )(⇢(0) � nx)i =
X

`

↵
`

hb(`), (�ST )(⇢(0) � nx)i

(a)

=
X

`

↵
`

U
`

� 0, (41)

where (a) follows from condition (C1).
Combining (40) and (41) yields

�kn?k  �
min

C
min

kn?kP
r,k

n
r,k

+ ✏k(�ST )⇢(0)k+ A
1

2kn?k
.

We choose constants ⇠
1

> 0, ⇠
2

> 0 such that

⇠
2

� ⇠
1

= 2. (42)

Then when

✏  ✏
max

, 1

k(�ST )⇢(0)k2 , kn?k � A
1

2⇠
1

p
✏
,

kn?kP
r,k

n
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� ⇠
2

p
✏


min

C
min

,

we have �kn?k  �⇠
2

p
✏+

p
✏+ ⇠

1

p
✏ = �

p
✏, which is the

drift bound in Lemma 4.
Lastly, we prove the Claim 1 at the beginning of this proof.

We first bound �kn?k in the following form

�kn?k  1
2kn?k

�kn?k2

=
1

2kn?k
(�knk2 ��knqk2),

where the inequality follows from the fact that kn?k =p
kn?k2 and the square-root function is concave. The drifts

�knk2 and �knqk2 can be bounded as follows, where we
omit the superscript (✏) for conciseness.
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(c)

= 2hn, (�ST )(⇢� nx)i+A
1

= 2hn, (�ST )(⇢(0) � nx)i � 2✏hn, (�ST )⇢(0)i+A
1

. (43)

where (a) follows from the transition rates of the flow count
process (N(t) : � 0) under the proportionally fair sharing,
(b) is obtained by expressing norms in terms of inner prod-
ucts and bounding the sum of the terms with ke(r,k)k2’s by
a constant A

1

, and (c) follows from the definition of ⇢ in
(17). We can derive a lower bound on �knqk2 in a similar
way:
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(c)

= 2hnq, (�ST )(⇢� nx)i

= 2hnq, (�ST )(⇢(0) � nx)i � 2✏hnq, (�ST )⇢(0)i, (44)

where (a) still follows from the transitions rates of the flow
count process, (b) follows from that hnq,n?i = 0 and hnq, (n+
e

(r,k))?i  0, hnq, (n � e

(r,k1) + e

(r,k2))?i  0, hnq, (n �
e

(r,k))?i  0 since perpendicular components are in the po-
lar cone of the coneK, and (c) still follows from the definition
of ⇢. Combining the above bounds (43) and (44) we have
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 1
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+ ✏k(�ST )⇢(0)k+ A
1

2kn?k
,

which completes the proof of the claim.

5.2 Proof of Lemma 5 (Tail Bound)
Before presenting the proof, let us first define some param-

eters needed. We still fix an ✏ > 0 and omit the superscript
(✏) for conciseness. Recall that q

nn

0 is the transition rate
from state n to n

0 of the flow count process (N(t) : t � 0),
where a state is a vector stacking together the flow counts
on every route in every phase. Let

q = sup
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⌫
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+
p
✏
.

It can be verified that q < +1, ⌫
0

< +1 and ⌫
1

< +1.
Note that by this definition of ↵, the constant a in (39) of
Lemma 5 equals to ⌘

1

⌫
1

.
We also need the following lemma to bound the distri-

bution of
P

r,k

N
r,k

. The proof of this lemma is given in
our technical report [23] due to space limit. In the proof,
we analyze the drift �knk, and then apply a continuous-
time version of the exponential-type tail bound in [2]. Note
that the definition of � in (46) below corresponds to b =
⌘
0

⌫
0

/(
min

A
2

/µ
max

) for the constant b in (39) of Lemma 5.

Lemma 6. For any nonnegative ✏  ✏
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, the distribution
of
P
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N
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has the following exponential tail bound: for
any nonnegative integer j,

P
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where µ
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, A
2

, A
3

are positive constants, and

� =
⌘
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⌫
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⌘
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⌫
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+ ✏
min

A
2

/µ
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< 1. (46)

Now we are ready to prove Lemma 5, where we derive the
tail bound for kN?k.

Proof of Lemma 5. Note that E[kN?k] < +1 since
E[
P

r,k

N
r,k

] < +1 by the proof of Lemma 6. Let A denote
A1

2⇠1
p
✏

. Fix a c � A � ⌫
1

. Let V̂ (n) = max{c, kn?k}. Let

⇡ denote the distribution of N . Then similar to the proof
of the exponential-type bound in [2], since E[V̂ (N)] < +1
and q < +1,
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(i) The first summand (47) is 0 since when kn?k  c�⌫
1

,
V̂ (n0) = V̂ (n) = c for n0 with Q

nn

0 > 0.

(ii) Consider the second summand (48). We can check
that for any two states n and n

0, either

0  V̂ (n0)� V̂ (n)  kn0
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or
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regardless of the relation between c and kn0
?k, kn?k. Then,
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Thus the second summand satisfies
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(iii) Consider the third summand (49). When kn?k > c+
⌫
1

, V̂ (n) = kn?k and V̂ (n0) = kn0
?k for n0 with Q
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0 > 0.
Therefore,
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The inequality (a) follows from the drift bounds given in
Lemma 4, and (b) follows from the choice of ⇠

1

and ⇠
2

in the
proof of Lemma 4.

Combining the three summands we have
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Recall that we let ↵ denote ⌘1⌫1
⌘1⌫1+

p
✏

. Let c = A+(2j� 1)⌫
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for a nonnegative integer j. Then
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Now we use Lemma 6 to bound the last probability above.
Recall that we have chosen ⇠
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in (42) such that ⇠
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= 2. We can further require that
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It can be verified that such constants ⇠
1

and ⇠
2

are well-
defined. Also recall that A = A1
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Therefore,
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Using this inequality for k � 1, k � 2, · · · yields

P
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This completes the proof of Lemma 5.

6. BACKLOG BOUND
In this section, we prove the backlog bound in Theorem 2,

by deriving upper and lower bounds that are asymptotically
tight. We obtain these bounds by setting the steady-state
drift of the Lyapunov function V (n) = kns

qk to 0, where n

s

q
is the projection of the state n onto the subspace where the



cone K lies in, i.e., the subspace S spanned by b

(`)’s. Note
that in this section, we often consider the projection onto
the subspace instead of the projection onto the cone. We
use the superscript s to indicate when the projection is onto
the subspace. Then n

s

q can be written as

n

s

q =
X

l

↵s

`

b

(`), (51)

where the coe�cients ↵s

`

’s can be negative. The projection
onto the subspace is a linear operator, i.e., (y+z)sq = y

s

q +z

s

q
for any y, z 2 RK .

For a state n, recall that p
`

is the Lagrange multiplier
for the capacity constraint of link `. A key step in deriving
the backlog bounds is to show that the p

`

’s are close to
the ↵s

`

’s in heavy tra�c. We know that when n = n

s

q ,
i.e., kn?k = kns

?k = 0, the Lagrangian multipliers p
`

’s
are equal to the coe�cients ↵s

`

’s of the projection. Then
intuitively, when kn?k is small, the rate allocation based on
n should not be far away from the rate allocation based on
n

s

q , and thus the p
`

’s should not be far away from the ↵
`

’s.
Then we can use the state-space collapse result to bound
the di↵erence |↵s

`

� p
`

| in heavy tra�c. Specifically, the
following lemma bounds the di↵erence |↵s

`

�p
`

| using kn?k,
where notice that n? is the projection onto the cone. The
proof of this lemma is given in Section 6.2.

Lemma 7. There exists a constant B
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> 0 such that for
any state n and any link `,
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6.1 Proof of Theorem 2
Proof. For ease of notation, we fix an ✏ and omit the

superscript (✏) when it is clear from context. We obtain the
backlog bounds by analyzing the drift of kns

qk2. Similar to
(44)(a),
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When the system is in steady state, we have E[�kNs

qk2] = 0.
Therefore,
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q , (�ST )(⇢(0) �nx)] +E[B
1

]/2.
(53)

We analyze the three terms in (53) term by term.

(i) We first consider the term ✏E[hNs
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show that it is close to ✏E[
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where (a) follows from arguments similar to those in the
proof of condition (C1) in (30)–(34). We also know thatP
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where the second inequality follows from Lemma 7. There-
fore,
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where (a) follows from Cauchy-Schwarz inequality, and (b)
follows from the state-space collapse result in Theorem 1
and the bound on E[
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N
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] indicated by Lemma 6.

(ii) Next, we bound the term E[hNs

q , (�ST )(⇢(0) � nx)].
Again, since n
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q 2 S and recall the condition (C1) for the
inner product, we have
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By Lemma 7 and Hölder’s inequality:
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where again the last equality follows from the state-space
collapse result in Theorem 1 and the bound on E[
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N
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indicated by Lemma 6. Next we bound E[U⌧2
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Combining these bounds we have E[|↵s
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(iii) Lastly, we claim that the last term E[B
1

]/2 = (1�✏)L.
The proof is given in our technical report [23] due to space
limit.

Combining (i), (ii) and (iii) for the terms in (53) gives
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which completes the proof.

6.2 Proof of Lemma 7
Proof. We first bound the distance between the instant

rate allocation and the load in the following claim.

Claim 2. There exists a constant B
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> 0 such that for
any state n,
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On the other hand, by the duality principle for minimum
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Next we bound |↵s
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where (a) follows from that
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Next we bound |↵s
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| for each link `. Recall that H is
the routing matrix defined as H = (h
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which completes the proof of Lemma 7.

7. CONCLUSIONS AND FUTURE WORK
In this paper, we studied a bandwidth sharing network un-

der the proportionally fair bandwidth allocation policy for
a general, dense class of file-size distributions. We obtained
asymptotically tight bounds on the expected number of files
in steady state in the heavy-tra�c regime. These bounds
show that the mean delay of file transfers under proportion-
ally fair policy in heavy tra�c does not depend on file-size
distributions beyond the mean file-sizes, which gives delay
insensitivity of proportionally fair policy in heavy tra�c.
Our results indicate that the backlog bound given by dif-
fusion approximation is valid in steady state, thus comple-
menting the di↵usion approximation result of Vlasiou et al.
[20].

With these results, some interesting extensions deserve
further exploration. Our state-space collapse result is for
steady states of the systems, so it gives a possible direction
for proving the interchange of limits for the di↵usion ap-
proximation in [20], which still remains an open problem.
We are also interested in bounds on higher moments of the
backlog, which may also be obtained using the drift-based
framework, since Eryilmaz and Srikant [7] derived bounds
on higher moments of the backlog for join-the-shortest-queue
and MaxWeight in their settings.
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APPENDIX
A. PROOFS OF LEMMAS 1, 2 AND 3

Proof of Lemma 1. It su�ces to prove that for each
route r, M

r

is well-defined and positive definite since M is
block-diagonal.
We first prove that M
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is well-defined, i.e., the integral
below is (entry-wise) finite:
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By our assumptions, S
r

is an upper triangular matrix with
all the main diagonal entries being negative. So S

r

is invert-
ible and lim

�!+1 exp(ST
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�) is an all-zero matrix. There-
fore, P

k1(�) is integrable and thus M
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is well-defined.
Next we prove that M

r

is positive definite. Let G(u)
denote the complementary cumulative distribution function
(CCDF) of the file size distribution on route r. Then
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which is positive for all � � 0. Therefore, it is obvious that
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is positive semi-definite. Further, M
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where 0 is an all-zero vector with dimension K
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⇥ 1. If
we view the pair (S
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,1) as the (A,B) matrix of a control
system, (58) is equivalent to the controllability of the sys-
tem (A,B) [19]. By the Popov-Belevitch-Hautus (PBH) test
(also referred to as Hautus Lemma) in control theory [19],
this is equivalent to that rank[�I � S

r

,1] = K
r

for each
eigenvalue � of the matrix S

r

, which is further equivalent to
that ST

r

has no eigenvector v such that v

T

1 = 0. Now let
us look at the eigenvectors of ST

r

. With the mixture Erlang
assumption, recall that ST

r

has a block-diagnoal structure
given in (8) with rate µ(b)

r

for each block b, where µ(b)

r

’s are

positive and distinct. Then the �µ(b)

r

’s are the eigenvalues of
ST

r

. Let v be an eigenvector associated with the eigenvalue
�µ(b)

r

. Then v satisfies that

2

66664

(S(1)

r

)T + µ(b)

r

I 0 · · · 0

0 (S(2)

r

)T + µ(b)

r

I · · · 0
...

...
. . .

...

0 0 · · · (S(Br)
r

)T + µ(b)

r

I

3

77775
v

= 0.



Performance Evaluation with Java Modelling Tools: a
Hands-on Introduction

Giuliano Casale

Imperial College London

London, UK

g.casale@imperial.ac.uk

Giuseppe Serazzi

Politecnico di Milano

Milan, Italy

giuseppe.serazzi@polimi.it

Lulai Zhu

⇤

Imperial College London

London, UK

lulai.zhu15@imperial.ac.uk

ABSTRACT
The goal of this tutorial is to introduce Java Modelling Tools
(JMT), an open source framework for discrete-event simula-
tion and analysis of queueing networks, both product-form
and extended, generalized stochastic Petri nets (GSPNs),
and queueing Petri nets (QPNs). Thanks to a user-friendly
graphical interface, JMT is well-suited to teach performance
modeling in academia and to help research students famil-
iarize with classic modeling formalisms used in performance
evaluation. The tutorial introduces established and novel
features of the JMT suite and illustrates them on case stud-
ies.

Keywords
Tutorial, simulation, analysis, queueing networks, Petri nets

1. INTRODUCTION
Java Modelling Tools1 (JMT) is a tool suite for perfor-

mance evaluation, capacity planning and workload charac-
terization of computer and communication systems, first
released under open source license in 2006 [5]. A number of
state-of-the-art algorithms are available for exact, approxi-
mate and asymptotic analysis of queueing networks (QNs),
stochastic Petri nets (SPNs), and hybrid models combining
elements from both. Users can define and analyse models
through a rich graphical interface or by means of guided
wizards, making the tool appealing in particular for teaching
performance evaluation, for performance modeling in the
industry, and for research students to experiment with clas-
sic performance modelling formalisms. In particular, JMT
consists of six applications, of which the most popular ones
are JSIMgraph and JSIMwiz, the discrete-event simulation
tools, and JMVA, the analytical solver.

JSIMgraph and JSIMwiz o↵er graphical and wizard-based
interfaces to JSIM, the discrete-event simulation engine of
JMT. They o↵er a visual way to specify networks of queues
and Petri nets, configure the simulation, and inspect ana-
lytical results (averages, distributions, detailed logs). JSIM
features heuristics for transient filtering that accelerate the

This work is partially funded by the European Union’s
Horizon 2020 research and innovation programme under
grant agreement No. 644869 (DICE).
1JMT homepage: http://jmt.sf.net
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computation of steady-state estimates and confidence inter-
vals, such as MSER-5 and spectral analysis [5].

JMVA is instead an analytical solver for product-form
networks. In addition to exact solution methods like mean
value analysis, JMVA o↵ers approximate solvers based on
fixed-point iteration (e.g., Bard-Schweitzer, Linearizer) as
well as normalizing constant based algorithms (e.g., RECAL,
CoMoM). The tool also supports load-dependent stations,
such as multi-server queues, and what-if analysis.

Other applications within JMT include JABA, an analyti-
cal solver for bottleneck analysis in product-form queueing
networks with up to three service classes, JMCH, a visual
Markov-chain simulator, and JWAT, a tool for workload
analysis based on external data files, including clustering
analysis and statistical workload analysis.

2. RECENT ADVANCES

2.1 Petri net extensions
The focus of JMT is particularly on QNs, where jobs

visit a network of queueing stations demanding a certain
amount of service at each visit and experiencing delays due
to contention by other jobs. Although QNs are an established
class of formalisms for performance modeling purposes, they
are not always suitable for describing systems that feature
synchronizations.
Recently, an extension has been contributed to JSIM for

supporting stochastic Petri nets (SPNs). Place and Transi-
tion nodes can be included in simulation models alongside
standard queueing network elements. With these new ele-
ments, JSIM supports most canonical types of PNs including
Generalized Stochastic Petri Nets (GSPNs), Colored Petri
Nets (CPNs) and Queueing Petri Nets (QPNs) [4].

High compatibility has been achieved between PN and QN
stations. For example, a job can traverse a queue and later
act as a token in a PN transition. The classes of jobs in QNs
and the colors of tokens in CPNs are treated identically by
JMT. Such tokens can be fired by multi-mode transitions,
where each mode is specified by an enabling condition, an
inhibiting condition, a timing strategy, and a firing outcome.

The simultaneous availability of PNs and QNs also allows
in particular the evaluation in JMT of queueing Petri net
(QPN) models. QPNs are a hybrid formalism that reconciles
PNs with QNs by introducing the queueing place, which
is comprised of two parts: a queue and a depository [3].
In JMT, a queueing place can be obtained by connecting
a queue to a place. Other hybrid structures can also be
easily obtained by combining di↵erent PN and QN stations

1



Figure 1: The hybrid model for the YARN capacity scheduler executing a single class of MapReduce jobs.

together. As part of the PN extension, JMT also allows
users to import/export PNML models with JSIM. PNML
(Petri Net Markup Language) is a proposal of an XML-
based interchange format for Petri nets. In the latest release
(JMT 1.0.2), JSIM supports import/export in PNML of core
models and Place/Transition (P/T) nets. Core models are
used for the topologies of PN models, while P/T nets have
been extended to represent GSPN models.

2.2 Scheduling
Recent versions of JSIM also o↵er support for advanced

scheduling disciplines. Alongside the classic processor sharing
(PS), first-come first-served (FCFS), and last-come first-
served (LCFS) policies, JMT now supports also generalized
processor sharing (GPS), discriminatory processor sharing
(DPS), and non-preemptive policies such as shortest job first
(SJF), shortest expected processing time (SEPT), and their
counterparts prioritizing longer jobs (LJF, LEPT). GPS and
DPS are of great interest in a wide range of applications, for
example network protocols [1].

2.3 Parallelization
Recently, JMT has also integrated novel policies for fork/join

synchronizations [6]. These include quorum synchronization,
which requires to wait for a subset of forked tasks, and guard
synchronization, which joins tasks on the basis of the jobs
they originated from and their class of service. Such features
are useful to model distributed systems, for example Apache
Cassandra [7]. An element called semaphore has also been
introduced to represent a barrier synchronization among a
percentage of tasks that does not alter the execution of the
remaining tasks. Such primitive can be useful in modelling
the shu✏e phase of Apache Hadoop.

2.4 Advanced capacity constraints
JSIM supports since its early releases finite capacity regions

(FCRs), which are subnetworks that limit the number and
class of jobs within their stations. JSIM has extended this
notion with the memory capacity, which consists of a finite
pool of memory tokens that get assigned to entering jobs
based on their memory weight parameter. This feature
allows controlling parallelism not just in terms the number of
executing jobs but also based on their weight. Furthermore,
JSIM now allows specifying such constraints for groups of

classes, as opposed to single classes.

3. CASE STUDY: YARN
YARN is a pluggable scheduler for Apache Hadoop that

enables multi-tenant applications to share a large cluster
under capacity constraints. We can use JMT to estimate
the execution times of MapReduce jobs on the YARN ca-
pacity scheduler, based on two models recently proposed in
[2]. The QN model proposed in [2] uses a finite capacity
region to impose the YARN capacity constraints, but this
cannot detail the granularity of the policy implemented by
the scheduler. The stochastic well-formed net (SWN) model
in [2] can exactly capture the scheduler behavior, but most
structures in the model have to be duplicated when multiple
classes of MapReduce jobs are running. The JSIM model
shown in Figure 1 combines QNs and PNs to address both
problems. This can be shown equivalent to the SWN model
but avoids the duplication problem in the presence of multi-
ple classes of jobs leveraging the multi-mode transitions of
JMT. The simulation of the hybrid and SWN models have
been validated against a popular Petri net tool, GreatSPN,
matching to a high precision.
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Quantum computers have usually been considered unattain-
able devices, but quantum computing has come a long way
since its inception in the 1980s. Indeed, universal quantum
computers of small size are now available for general use -
in the case of IBM’s Quantum Experience, even for free. So
what is a quantum computer, and what can it do di�erently
from classical computers? In this tutorial we will describe
the paradigm underpinning the behavior of quantum com-
puters, treating quantum computers as purely mathematical
objects. We will use a simple gate model and show the ba-
sic ideas underlying quantum algorithms. This introduction
does not require any prior knowledge of physics, and will,
in fact, not discuss any quantum physics at all. However,
it requires some familiarity with linear algebra on complex
vector spaces.
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ABSTRACT
Heavy tra�c limits of queueing systems have been studied
in the literature using fluid and di↵usion limits. Recently,
a new method called the ‘Drift Method ’ has been developed
to study these limits. In the drift method, a function of
the queue lengths is picked and its drift is set to zero in
steady-state, to obtain bounds on the steady-state queue
lengths that are tight in the heavy-tra�c limit. The key
is to establish an appropriate notion of state-space collapse
in terms of steady-state moments of weighted queue length
di↵erences, and use this state-space collapse result when set-
ting the drift equal to zero. These moment bounds involved
in state space collapse are also obtained by drift arguments
similar to the well-known Foster-Lyapunov theorem. We
will apply the methodology to study routing, scheduling,
and other resource allocation problems that arise in data
centers and cloud computing systems.
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ABSTRACT
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a new method called the ‘Drift Method ’ has been developed
to study these limits. In the drift method, a function of
the queue lengths is picked and its drift is set to zero in
steady-state, to obtain bounds on the steady-state queue
lengths that are tight in the heavy-tra�c limit. The key
is to establish an appropriate notion of state-space collapse
in terms of steady-state moments of weighted queue length
di↵erences, and use this state-space collapse result when set-
ting the drift equal to zero. These moment bounds involved
in state space collapse are also obtained by drift arguments
similar to the well-known Foster-Lyapunov theorem. We
will apply the methodology to study routing, scheduling,
and other resource allocation problems that arise in data
centers and cloud computing systems.
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We have proved that M
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since combining this with (59) implies that for any y 2 RKr ,
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Let g(u) and G(u) denote the probability density function
(PDF) and the complementary cumulative distribution func-
tion (CCDF) of the file size distribution on route r, respec-
tively. Then
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Thus (60) is equivalent to that there exists a constant 
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is lower bounded by 2
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is the sub-transition rate
matrix associated with a mixture of Erlang distributions,
the eigenvalues of S
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