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ABSTRACT
It is well known that the expected waiting time for

customers routed to several parallel queues decreases

dramtically when customers are routed to the shortest

of two randomly chosen queues, rather than being arbi-

trarily assigned to one of the queues, and that the fur-

ther improvement when there are three queues to choose

from is much less than the improvement when moving

from one to two queues (the power of two [5]). We

consider the power of two effect when a subset of cus-

tomers are flexible, and can choose the shortest of two

queues, while the remainder are dedicated, and have no

routing choice. We show that the stationary expected

waiting time is decreasing and convex in the proportion

of flexible customers. Our results show that having

a small proportion of flexible customers has nearly as

much benefit as having full power of two choices.
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1. INTRODUCTION
Flexibility is an important tool in many practical

systems for improving performance while reducing costs.

One notion of partial flexibility in load balancing is

power of two choices (see Mitzenmacher [5] and refer-

ences therein). Here, customers randomly select two

potential queues to query for queue lengths, and join the

shortest of those two. It has been shown that having

two choices has a large impact in reducing waiting times

over being routed to a single arbitrary queue, but that

more than two choices provide diminishing marginal im-

provements. We show that when some proportion p < 1

of customers are flexible, that is, are given a choice

of two queues to join, expected waiting times are de-

creasing and convex in p, again exhibiting decreasing

marginal returns to flexibility.

Our model of partial flexibility has application to

congestion dependent routing of highway traffic, multi-

lingual call centers, make-to-order queues with flexible

customers, as well as routing in computing and commu-

nication systems.

Our model is a two-server queueing system with



i.i.d. exponentially distributed service times for both

servers. The servers follow a nonidling but otherwise

arbitrary service discipline (FCFS, LCFS, etc.). Some

proportion of arrivals (dedicated arrivals) are obliged to

use a particular dedicated server, while others (flexible

arrivals) have the ability to use either of the two servers

and they join the shortest queue upon arrival. Each

arrival is flexible with probability p, independent of the

other arrivals, and dedicated arrivals are equally likely

to require either server. The overall customer arrival

process is independent of the state and satisfies some

additional mixing conditions so that the stationary ex-

pected waiting time is well defined.

In our earlier work we showed that routing flex-

ible customers to the shortest queue among an arbi-

trary number of queues, known in the literature as the

“Join the Shortest Queue (JSQ)” policy, is optimal in

a very strong sense; it minimizes the queue-length vec-

tor process in a sample-path weak majorization sense

[1]. This is true even within power of two choices. A

consequence of this result is that the stationary wait-

ing time is stochastically decreasing in the proportion

of flexible customers, p. Here we are interested in the

marginal impact of customer flexibility, so we consider

the convexity of waiting time in p. Although convex-

ity in p is intuitive, it does not hold in the strong sense

that monotonicity holds, and it is surprisingly difficult

to prove. We develop a new approach that combines

marginal analysis with coupling to show convexity in the

stationary mean waiting time. We consider a tagged

customer in steady-state that has lowest preemptive pri-

ority relative to the other customers so that the other

customers are unaffected by the tagged customer. We

show that the derivative of the stationary waiting time

with respect to p (the marginal value of customer flexi-

bility) can be expressed in terms of the difference in ex-

pected waiting time between going to the long and the

short queue for the tagged customer. We then show,

using another coupling argument, that this difference is

decreasing in p. Our result also holds when each of

two parallel stations may have c ≥ 1 i.i.d. exponen-

tial servers, and and when service rates vary randomly

as long as the rates for all servers are the same at the

same time. Customers may also abandon after an ex-

ponentially distributed time.

The JSQ policy has been widely studied in the liter-

ature. Its optimality, assuming all customers are flexi-

ble, has been shown in a variety of contexts (e.g., Akgun

et al. [1] and the references therein). The only work we

are aware of that addresses convexity is the paper by He

and Down [4]. They show that in heavy traffic with Pois-

son arrivals and multiple parallel servers the full benefit

of having some flexible customers can be achieved with

an arbitrarily small proportion of customers being flex-

ible.”

2. RESULTS
Let W (p) be the stationary mean waiting time when

the proportion of flexible customers is p. The arrival

process is state-independent, and each arrival is inde-

pendently flexible with probability p and dedicated to

queue i with probabilty (1 − p)/2. Flexible arrivals

join the shortest queue. To guarantee that W (p) is

well defined and finite, we require that the interarrival

sequence, {Tn, n = 0,±1, ...} be strongly mixing and

stationary ergodic with 1
2µ
< ET , where T is a random

variable with the marginal distribution of any Tn. Intu-

itively, in a strongly mixing sequence, the dependencies

between the intervals disappear as the time between in-

tervals goes to infinity. Under additional regularity con-

ditions [3, Lemma 7], W (0) exists and is finite. We have

that W (p) is decreasing in p [1, Corollary 9], so the sta-

tionary waiting times are finite for all p.

We start with a sample path for the model with

fixed λ = 1
ET

, µ > λ
2

, and p (call this the p system) and

construct a coupled sample path when the proportion of

flexible customers becomes p+ε (the p+ε system). All

arrivals and (potential) service completions occur at the

same times in both systems, and if a service completion

is from the shortest (longest) queue in the p system

then it is also from the shortest (longest) queue in the

p + ε system. Let {Uj ; j = 0, 1, 2...} be a sequence of

independent and identically distributed uniform random

variables on the interval [0, 1] and, for the jth arrival, let

Aj = 1{Uj ∈ [0, p]}+1{Uj ∈ [0, p+ε]}, so Aj represents

the number of flexible customers for the jth arrival for

both systems. Thus, Aj = 2 if the arrival is flexible

in both systems; Aj = 0 if it is dedicated in both (we

call both of these “regular” customers), and Aj = 1 if

the arrival is an “extra” arrival, i.e., it is flexible for the

p + ε system but not for the p system. When Aj = 0,

if the dedicated customer goes to the shortest (longest)

queue in the p system, then it does the same in the p+ε

system.



Rather than strict FCFS, we consider the following

alternative service discipline that will make only extra

customers experience the difference in waiting times for

the two systems, i.e., it will maintain the same waiting

times for regular customers in both systems. The ex-

tra customers in both systems have lowest preemptive

priority, i.e., they are always at the back of whichever

queue they join, and, among extra customers, the pri-

ority is LCFS-PR. Among regular customers the dis-

cipline is FCFS. We also have the following switching

rule. Suppose a flexible regular customer (Aj = 2)

joins the shorter queue (just observing the total queue

lengths) and realizes that it would have been better off

if it had joined the longer queue as it could have pre-

empted the extra customers in the longer queue (i.e.,

the longer queue has fewer regular customers). Then

we switch this customer with the first extra customer
in the other queue. This makes the routing of regu-

lar flexible customers in the p and p + ε systems the

same without changing the queue lengths. Our alterna-

tive service discipline has the same overall mean waiting

time as standard FCFS for all customers, because ser-

vice times are i.i.d. and exponential, independent of the

type of the customer. In [2] we show that

W ′(p) =
dW (p)

dp
= lim
ε→0

(
W (p+ ε)−W (p)

ε

)
= −Y (p)/2.

where Y (p) is the additional expected waiting time for

an extra customer that goes to the longest queue (in

the p+ ε system) rather than the shortest queue (in the

p system) given that no other extra customers arrive

while it is in the system.

An important note here is that we may assume,

without loss of generality, that the tagged customer will

not be switched if it is the only extra customer in the

system at a given time, by assuming that if a flexible

customer sees equal queues, it will go to the queue with

the tagged customer. This is the only case where a

switch after choosing the shortest queue would be ben-

eficial to the regular customer. Then, for a particular

sample path in both systems, the tagged customer will

remain at the same queue until either it leaves in the

p + ε system, or the two queue lengths, not counting

the tagged customer, become the same in both systems.

In the former case the waiting time is smaller in the

p+ε system, i.e., Y (p) ≥ 0 and W (p) is decreasing in p.

In the latter case the waiting time for the tagged cus-

tomer in the two systems will be the same, so, for both

cases Y (p) ≥ 0 and W (p) is decreasing in p. Note that

although the overall arrival process is general, because

dedicated arrivals are equally likely to join either of the

two queues and service times are exponential, once the

two queue lengths are equal, from that point on the two

queues will be stochastically identical. Summarizing,

we have the following theorem.

Theorem 1. Y (p) ≥ 0 so W ′(p) = −Y (p)
2
≤ 0.

Note that W ′(p) ≤ 0 follows from our earlier much

stronger result [1].

Now let us consider Y (p), the additional stationary

expected waiting time a random arrival (the tagged cus-

tomer) must spend if it goes to the long queue rather

than the short queue when the proportion of flexible

customers is p, it has lowest preemptive priority, all

other customers are regular customers and regular flex-

ible customers will join the queue with the tagged cus-

tomer when the queue lengths are equal.

A similar analysis, considering the impact on the

tagged customer of a single customer that is flexible in

one system and dedicated in the other, gives the follow-

ing theorem [2].

Theorem 2. Y (p) is decreasing in p, soW (p) is con-

vex in p.
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